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Preface�
�
One�month�seems�to�be�quite�long�for�a�workshop,�but�for�the�participants�of�eNTERFACE,�the�workshop�
ended� just�when�we� started� to� get� to� know� each� other.� It�was� a� great� pleasure� to� organize� and� host� the�
eNTERFACE,�and�to�work�with�so�many�bright�people�with�common�scientific�interests.��
�
Let�me� briefly� describe� the� eNTERFACE� to� the� initiate...� This� series� of�workshops� aim� at� establishing� a�
tradition�of�collaborative�research�by�gathering,�in�a�single�place,�teams�of�students�and�senior�researchers�of�
multimodal�man�machine�interfaces,�to�work�on�a�pre�specified�list�of�challenges,�for�four�complete�weeks.�
In� this� respect,� it� is� an� innovative� and� intensive� collaboration� scheme,� designed� to� allow� researchers� to�
integrate�their�software�tools,�deploy�demonstrators,�collect�novel�databases,�and�work�side�by�side�with�a�
host�of�experts.�The�eNTERFACE�was�born�in�2005�as�the�yearly�workshop�of�the�SIMILAR�FP6�Network�of�
Excellence� on�multimodal� human�computer� interaction.�After� the� completion� of� SIMILAR,� the�workshop�
continued� to� attract�wide� interest� under� the� aegis� of� the�OpenInterface� Foundation.� It�was� organized� by�
Faculté�Polytechnique�de�Mons� in�2005,�University�of�Zagreb� in�2006,�Bo�aziçi�University� in�2007,�CNRS�
LIMSI� in� 2008,� and�University� of�Genoa� in� 2009.�The� 6th� eNTERFACE’10�Workshop�of�Multimodal�User�
Interfaces� (to�give� its� full�name)�was�hosted�by� the�Intelligent�Systems�Lab�Amsterdam�(ISLA�ISIS)�of� the�
University�of�Amsterdam�during�12�July�6�August�2010.�This�volume�collects�the�project�reports�from�each�
of�the�seven�projects�completed�in�the�workshop.�
�
The� eNTERFACE’10� in� Amsterdam� brought� together� 65� researchers� from� 18� countries,� who� not� only�
worked�together�during�this� intense�month,�but�also�explored�the�city,�and�had�fun�together.�Early� in� the�
first�week�we�had�a�wine�&�cheese�poster�session�to�learn�about�each�others�research,�and�to�socialize.�It�was�
a�very�successful�session,�to�the�extent�that�the�security�had�to�ask�us�to�vacate�the�building�at�the�end,�as�
they�were�closing�it�for�the�night.�We�thank�Dr.�Catherine�Pelachaud�for�the�idea.�
�
Apart� from� the� projects,� we� had� seven� invited� plenaries� and� three� tutorials,� enabled� by� the� generous�
support� of� SenterNovem� IOP�MMI,� the� SSPNet� FP7� Network� of� Excellence� on� Social� Signal� Processing,�
ERASMUS�and�EURASIP.�All�the�material�accumulated�during�the�workshop�(including�code,�data,�reports,�
presentations�and�tutorials),�as�well�as�material�from�all�the�previous�editions�of�the�workshop,�can�be�found�
online,�at�http://www.enterface.net/.��
�
I�would� like� to� thank�our�distinguished�speakers� (in�order�of� appearance)�Dr.�Marc�Schröder� (DFKI),�Dr.�
Hamid�Aghajan�(Stanford�University),�Dr.�Anton�Nijholt�(University�of�Twente),�Esther�Polak�(independent�
artist),�Dr.�Ben�Schouten� (Eindhoven�University�of�Technology),�Dr.�Leon�Rothkrantz� (Delft�University�of�
Technology),� Dr.�Hakan� Erdo�an� (Sabanc��University),� and�Dr.� Josef� Kittler� (University� of� Surrey).� I� am�
grateful� for� the�support�of�our�excellent� scientific�committee,� in�particular�Dr.�Dirk�Heylen� (University�of�
Twente)�for�organizing�the�SSPNet�talks�and�tutorials.��
�
The� organization� of� the� eNTERFACE� is� a� lengthy� process.� It�would� have� been� impossible� to� organize� it�
without�the�support�of�the�University�of�Amsterdam,�and�ISLA�ISIS.�I�would�especially�like�to�thank�my�co�
chair�Dr.�Theo�Gevers� for�his�support,�and�Dr.�Thierry�Dutoit� for�his�encouragement.�A�big�“thank�you!”�
goes� to� our�department� secretary�Virginie�Mes,� and� to�Geert�Olthof,� for� their� help� in� organizational� and�
financial�matters.�Finally,�I�would�like�to�thank�my�wife�Alm�la�Akda��Salah�for�designing�the�website,�and�
Hamdi�Dibeklio�lu�for�his�many�contributions.�
�

�
Albert�Ali�Salah,�co�chair�

Amsterdam,�2010.�



The�wine�&�cheese�poster�session.�

eNTERFACE�participants�during�a�presentation.�



Program�
�
�
Mon.�July�12�

General�opening�meeting.�
Project�presentations.�

Tue.�July�13�
Teams�gathering�and�installation.��
Wine�&�cheese�poster�session.��

Wed.�July�14�
SSPNet�Plenary:�Marc�Schröder�(DFKI)�–�“OpenMary�Text�to�Speech,”�followed�
by�tutorial.�

Thu.�July�15�
SSPNet�Plenary:�Marc�Schröder�(DFKI)�–�“Building�Emotion�oriented�Real�time��
Interactive�Systems�with�the�SEMAINE�API,”�followed�by�tutorial.��

Mon.�July�19�
Invited�talk:�Hamid�Aghajan�(Stanford�University)�–�“Ambient�Intelligence:�
From�Sensor�Networks�to�Smart�Environments�and�Social�Networks”��

Wed.�July�21�
Invited�talk:�Anton�Nijholt��(University�of�Twente)�–�“People�as�Content”�

Mon.�July�26�
Invited�talk:�Esther�Polak�(independent�artist)�&�Ben�Schouten�(Eindhoven�
University�of�Technology)�–�“Interactive�Information�Visualization”�

Tue.�July�27�
Midterm�presentations.�
Intermediate�reports�on�teams�achievements.�

Wed.�July�28�
Invited�talk:�Leon�Rothkrantz�(Delft�University�of�Technology)�–�“Surveillance��
by�Multimodal�Camera�Systems”��

Mon.�Aug�2�–�Thu,�Aug�5�
ERASMUS�Tutorial:�Hakan�Erdo�an�(Sabanc��University)�–�“Structured�Learning�
Approaches�for�Sequence�Labeling”��

Wed.�Aug�4�
EURASIP�Plenary:�Josef�Kittler�(University�of��Surrey)�–�“Information�Fusion�in�
Content�based�Retrieval�from�Multimedia�Databases”��

Fri.�Aug�6�
Final�project�presentations�and�concluding�remarks.�
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CoMediAnnotate: towards more usable multimedia

content annotation by adapting the user interface

Christian Frisson (1,2,n), Sema Alaçam (3), Emirhan Coşkun (3), Dominik Ertl (4),

Ceren Kayalar (5), Lionel Lawson (1), Florian Lingenfelser (6), Johannes Wagner (6)

(1) Communications and Remote Sensing (TELE) Lab, Université catholique de Louvain (UCLouvain), Belgium;
(2) Circuit Theory and Signal Processing (TCTS) Lab, Université de Mons (UMons), Belgium;

(n) numediart Research Program on Digital Art Technologies;
(3) Architectural Design Computing, Institute of Science and Technology, Istanbul Technical University (ITU), Turkey;

(4) Institute of Computer Technology, Vienna University of Technology, Vienna, Austria;
(5) Computer Graphics Lab (CGLab), Sabancı University, Istanbul, Turkey;

(6) Lehrstuhl für Multimedia-Konzepte und Anwendungen (MM), Universität Augsburg, Germany

Abstract— This project aims at improving the user experience re-
garding multimedia content annotation. We evaluated and compared
current timeline-based annotation tools, so as to elicit user requirements.
We address two issues: 1) adapting the user interface, by supporting
more input modalities through a rapid prototyping tool and by offering
alternative visualization techniques of temporal signals; and 2) covering
more steps of the annotation workflow besides the task of annotation
itself: notably recording multimodal signals.

We developed input devices components for the OpenInterface (OI)
platform for rapid prototyping of multimodal interfaces: multitouch
screen, jog wheels and pen-based solutions. We modified an annotation
tool created with the Smart Sensor Integration (SSI) toolkit and com-
ponentized it in OI so as to bind its controls to different input devices.
We produced mockups sketches towards a new design of an improved
user interface for multimedia content annotation, and started developing
a rough prototype using the Processing Development Environment.

Our solution allows to produce several prototypes by varying the
interaction pipeline: changing input modalities and using either the initial
GUI of the annotation tool, or the newly-designed one. We target usability
testing to validate our solution and determine which input modalities
combination best suits given use cases.

Index Terms— Multimodal annotation, rapid prototyping, information
visualization, gestural interaction

I. INTRODUCTION

This project attempts to provide a tentative toolbox aimed at

improving the user interface of current tools for multimedia content

annotation. More precisely, this project consists in combining efforts

gathered in fields such as rapid prototyping, information visualization,

gestural interaction; by adding all the necessary and remaining com-

ponents to a rapid prototyping tool that allows to visually program

the application workflow, in order to the refine the user experience,

first of one chosen annotation tool. This toolbox is a first milestone in

our research, a necessary step to undertake usability tests on specific

scenarios and use cases after this workshop.

This report is structured as follows. In Section II we define the

context and scope of the project, i.e. “multimedia content” (Section

II-A) “annotation” (Section II-B) and list possible use cases (Section

II-C) and testbeds (Section II-D). In Section III, we summarize the

current problems of timeline-based multimedia content annotation

tools, based on previous comparisons (Section III-A) and on an

evaluation we undertook during the workshop (Section III-B), then

we explain why we chose to adapt the SSI annotation tool (Section

III-C). In Section IV, we describe the method we opted for: through

a user-centered approach (Section IV-A), we restricted our design

to two modalities (Section IV-B): visualization (Section IV-B.1) and

gestural input (Section IV-B.2), among other possible modalities

(Section IV-B.3); we thus used a rapid prototyping (Section IV-

C) visual programming tool (Section IV-C.1) for the user interface

(Section IV-C.2), the OpenInterface platform (Section IV-C.2.b),

and a rapid prototyping tool for visualization (Section IV-C.3), the

Processing Development Environment (Section IV-C.3.b). In Section

V, we summarize our results: we proposed a new tentative design of

an improved user interface (Section V-A), illustrated with mockups

(Section V-A.2) and an early prototype (Section V-A.3); and we

developed components for the OpenInterface platform (Section V-

B) for gestural input modalities (Section V-B.1), control of the SSI

annotation tool (Section V-B.2). In Section VI, we underline our

future works: a more robust prototype integrated into the MediaCycle

framework for multimedia content navigation by similarity (Section

VI-A) and subsequent usability tests to validate our designs (Section

VI-B). Finally, we conclude in Section VII.

II. CONTEXT: ANNOTATION OF MULTIMEDIA CONTENT

A. What do we mean by “multimedia”

“Multimedia data” commonly refers to content (audio, images,

video, text...) recorded by sensors and manipulated by all sorts of

end-users. In contrast, the term “multimodal data” describes signals

that act as ways of communication between humans and machines.

Multimodal data can be considered as of a subset of “multimedia

data”, since the first are produced by human beings. Multimedia

data thus broaches a wider range of content (natural phenomena,

objects, etc...). Annotation tools help analyzing multimedia data, but

also make use of multimodal signals within their user interface.

B. What do we mean by “annotation”

The following questions illustrate the issues we faced while under-

standing each others on a generic definition of the term “annotation”:

• Who is doing it? Human(s) and/or machine(s)?:

– automatic annotation consists in extracting metadata using

signal processing algorithms with no (or limited) parameter

tweaking required from the user;

– “manual” annotation is performed by humans adding meta-

data to data using various user interaction techniques;

– semi-automatic annotation combines both approaches, se-

quenced in time. For instance: once data is loaded in the

annotation tool, feature extraction algorithms run in the
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background on a subset, the user is then asked to correct

these automated annotation, then a process propagates the

corrections to the whole dataset.

• In case of humans, what about standard versus expert users? Is

it being performed collaboratively by multiple users?

• What kind of data is annotated? “Multimedia content” and/or

“multimodal signals”?

• When is it performed? Online and/or offline?

• For what purpose? Which use cases, scenarii?

Semiotically, from the user perspective and viewpoint, two types

of annotation can be discriminated:

• semantic: words, concepts... that can be assorted in domain

ontologies,

• graphic: baselines, peaks... with a tight relation to the gestural

input required to produce them

Additionally, Kipp proposes a spatio-temporal taxonomy in [29]:

shape (or geometric representation), number (of occurrences), order
(chronological or not), rigidity and interpolation (discrete, linear or

spline).

We opted for the following definition: annotations consist in

“adding metadata to data in order to extract information”, that is

contradictory with [42] which confronts “annotation” and “meta-
data”, the first term considered time-dependent by the author while

the second isn’t.

C. Possible use cases

We had in mind to propose a toolbox with which the user can

adapt the annotation tool to his/her needs, instead of having to use a

different tool for each domain of use, for instance: corpora archival,

multimedia library sorting, sensor recordings analysis, etc.. There

are numerous possible uses of multimedia content annotation, here

follows a subset applied to multimedia arts:

• annotation of motion capture [23], for instance with online errors

notification while recording for offline reconstruction of missing

data;

• analysis of dancers’ performances [56] requiring diverse types of

sensors, training mappings of gesture-based dancers interfaces

using performances recordings [16, 19];

• preparation of material for live cinema performances [37];

• multimedia archival and restoration [49]...

D. Possible testbeds

We tried to adapt the project scope to fit it better to some

MSc/PhD participants topics, by considering two more testbeds

besides timeline-based annotation tools.

1) Timeline-based Annotation Tools: focus on the analysis of

temporal signals or time-series and offer a great challenge regarding

handling time for navigation and annotation purposes. It has to

be noted that most participants already had some experience with

multimedia edition tools, requiring similar navigation methods and

offering a subset of the variety of possible annotations.

2) Multimedia Collection Managers: such as iTunes for music

libraries, sharing design questions with Emirhan’s MSc (2D visu-

alization and representation of massive datasets, in his case in the

context of social networks) and Christian’s PhD (similar, applied to

multimedia content). We discarded this testbed because we haven’t

found any already-existing opensource tool that would offer flexible

annotation further than basic metadata management (ID3 tags for

music, movie ”credits” information, etc...) for audio and video media

types (however, we found some for image or text).

3) Panaromic Image based 3D Viewers and VR World Viewers:
such as Google Earth, HDView Gigapixel Panoramas [32] and

Photosynth [55], interesting particularly regarding Ceren’s PhD work

[27]. We discarded this testbed because developing a simple 3D

viewer with annotation support or even integrating navigation and

annotation through Google Earth API would have taken too much

time, leaving not much time to deal with real research issues (for

example: occlusion-free tag 3D position considering a variable user

viewpoint).

III. TIMELINE-BASED MULTIMEDIA CONTENT ANNOTATION

TOOLS: FROM PROBLEMS, TOWARDS USER REQUIREMENTS

A. Summary of current problems

Plenty of pre-existing works compared annotation tools and elicited

emerging requirements, for instance throughout the last decade [6,

8, 12, 48, 50]. Based on these observations and readings, we

summarize the following issues regarding how annotation tools could

be improved (checked boxes emphasizing the ones we planned to

address throughout the workshop):

• � multimedia: better file formats support [6, 50], time-based

media other than audio and video [6];

• � scale: number and/or length of media elements in the

database;

• � reusability: toolboxes/frameworks rather than isolated tools

specific to a given context of use [12, 48], portability over

multiple operating systems [8, 50];

• � accessibility: client/server applications rather than desktop

applications working with local media databases;

• �� interactivity: a multimodal user interface could help enhance

the pleasurability and efficiency of these tools that are generally

WIMP-based [6, 12, 48], so as to provide a single used interface

that allows;

1) �� to monitor signal feeds while recording datasets,

2) �� optionally to add annotations while recording,

3) �� to edit or correct annotations;

4) �� a more natural, usable, pleasurable user interface (pen

and touch).

• �� workflow: supporting of the full annotation workflow [12, 18]:

1) � one administrator prepares (design of a template and

choice of coders);

2) �� several coders record;

3) �� several coders annotate;

4) � the administrator analyses results (coder agreement...).

B. Evaluation and testing during eNTERFACE’10

We tested 8 opensource or free tools, with screenshots in Fig

1, at least with one participant assigned to each (practically, two

participants tested each), alphabetically: Advene [43, 1], AmiGram,

Anvil [29, 28], ELAN [57], Lignes de Temps [41], On The Mark [64],

Smart Sensor Integration (SSI) [61, 60] and VCode/VData [18, 58];

so as to better understand the concerns with a hands-on approach.

We produced detailed comparison in 3 tables that are available

online on the eNTERFACE’10 wiki 1, focusing on:

1) development criteria (quantitative): OS, licence, development

languages, supported formats...;

2) context, usage (quantitative): media types, scope, field of use...;

3) eNTERFACE participants feedback (qualitative): subjective

comments on usability and pleasurability raised by the par-

ticipants while testing these tools.

1http://enterface10.science.uva.nl/wiki/index.php/
CoMediAnnotate:Framework:Annotation:Tools
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Advene [43, 1]
AmiGram [4]

Anvil [29, 28] ELAN [57]

Lignes de Temps [41]
On The Mark[64]

SSI [61, 60]
VCode/VData [18, 58]

Fig. 1

SCREENSHOTS OF OUR SELECTION AMONG THE AVAILABLE ANNOTATION TOOLS. IMAGE COPYRIGHTS REMAIN WITH THEIR AUTHORS.

A first round of selection based on development considerations

(operating system, development language and licenses) narrowed

down the choice among 3 candidates out of the 8 tested: AmiGram,

ELAN and SSI.

• implementation: in C++ or Java or C# or Python, supported

by the rapid prototyping platform for multimodal interfaces we

chose (as explained in Section IV-C.2.b);

• license: necessarily open-source so that we could modify the

source code;

• compatibility: running on most operating systems possible,

the common denominator operating system among participants

being Windows.

C. Chosen tool for adaptation: Smart Sensor Integration (SSI)

1) Description: The SSI toolkit [61, 62] developed within the

CALLAS EU project by two of the participants, Johannes and

Florian, is a framework for multimodal signal processing in real-

time. It allows the recording and processing of human generated

signals in pipelines based on filter and feature extraction blocks. By

connecting a pipeline with a classifier it becomes possible to set up

an online recognition system. The training of a recognition model

requires the collection of a sufficient number of samples. This is

usually accomplished in two steps: 1) setting up an experiment to

induce the desired user behavior, 2) review the recorded signals and

add annotation to describe the observed behavior. For this purpose SSI

offers a an annotation tool for multimedia signals. Signals recorded

with SSI can be reviewed and annotated within this tool (see Fig. 2).

Depending on the length of the recordings (usually several hours)

annotation can turn out to be an extremely time-consuming task.

Currently the tool is controlled via simple mouse and keyboard

commands. This is not always the fastest way and after some while

of continuous use can become inconvenient for the user. Hence, the

tool would greatly benefit from alternative ways of interaction, such

as Nintendo’s WiiRemote control or a gamepad.

2) Reasons for the choice:
• We are in close contact with its developers who participated to

the project during the first week.

• The core is separated from the UI.

• The simple annotation GUI is lightweight, hence simple to

understand, and easy to replace.

• The toolkit not only proposes a simple annotation tool, but also

feature extraction algorithms for automatic annotation, and could

bridge the gap between multimedia content and multimodal

signals annotation. This is of interest for some participants like

Dominik for future works around adaptive multimodal interfaces

by training [51].

• The development languages are compatible with the chosen

rapid prototyping platform (see Section IV-C.2.b).

IV. METHOD

A. User-centered approach

We opted for a user-centered approach [12] to conduct our re-

search:

• in addition to gathering scientific documentation, we undertook

a small contextual inquiry with eNTERFACE participants that

had already had to use an annotation tool;

• before diving into software development, we cycled through

and brainstormed on different design propositions using paper

mockups;

• we produced a fast software and hardware prototype with

off-the-shelf devices using rapid prototyping tools, as a first

proof-of-concept, before rethinking the prototype with a more

dedicated but slower to implement solution.

B. Two modalities of interest

Currently, we target standard experts (ie not “disabled” users such

as blind people), yet such cases could be addressed since we are

making use of a rapid prototyping tool for multimodal user interfaces.

Ever since before computerized systems, two modalities were deeply

rooted in the task of annotation: visualization and gestural input.
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Fig. 2

IN SSI RECORDED SESSIONS ARE VISUALIZED TOGETHER WITH

ANNOTATION TRACKS THAT DESCRIBE THE OBSERVED USER BEHAVIOR.

THE SCREENSHOT SHOWS FOUR SIGNALS (TOP DOWN: EYEGAZE, HEAD

TRACKING, AUDIO AND BLOOD VOLUME PULSE) AND TWO ANNOTATION

TRACKS (HERE: THE TRANSCRIPTION OF THE DIALOG BETWEEN THE

VIRTUAL CHARACTER AND THE USER). ON THE LEFT SIDE VIDEOS OF THE

APPLICATION AND THE USER ARE DISPLAYED. SCREENSHOT FROM [62].

1) Visualization: The earlier visualization techniques regarding

annotation were often offered by the recording device itself: sensor

plots, video films, audio tapes, and so on... The closest task to

multimedia content annotation is multimedia edition, notably with

audio and video sequencers that can record signals, segment them,

apply effects on them and realign them along the timeline.

Lots of techniques dedicated to time series have been proposed

so far [3, 33]. Less standard information visualization techniques

considering the user perception [63] might improve the task of

multimodal annotation, during monitoring of recording processes and

post-recording analysis. For a more in-depth analysis, different types

of plots can help reduce the complexity of multidimensional data

spaces and allow visual data mining. Animations between visualiza-

tion techniques switched during the task may arouse cognitive effects

and improve the user’s comprehension of the underlying information

present within the displayed data [22, 5]. We follow this overview

with specificities to some media types we chose to investigate: audio

and video.

a) Audio: waveforms...: A survey of waveforms visualization

techniques is proposed in [17], using visual variables to display more

information than envelope or amplitude, rather: segments, frequency

and timbral content, etc... Some advice is offered on how to visualize

waveforms under small scale constraints, particularly by neglecting

the negative part of the waveform or subtracting it to the positive part

so as to overlap both, similar to a half-rectified signal. A regressive

variation on these “mirrored graphs” called “n-band horizon graphs”

[21], effectively reducing the height of time-series while keeping

readability of information at high zoom factors, seems particularly

useful for multitrack timeline representations.

b) Video: keyframes...: Video content is often represented by its

frames or keyframes in various ways:

• all frames aligned in time horizontally;

AnnotationNavigation

Direct

Indirect

3D Mice

Jog Wheels

Multitouch Surfaces

Mice

Keyboards

Pen and Touch
Pen

Tablet PC

Fig. 3

A SELECTION OF DEVICES SORTED ON A 2-D SPACE, INDICATING:

HORIZONTALLY WHETHER EACH DEVICE SEEM SUITABLE FOR

NAVIGATION AND/OR ANNOTATION TASKS, VERTICALLY WHETHER THE

TIED GESTURAL INPUT VS VISUAL OUTPUT MODALITIES RELATION IS

DIRECT OR INDIRECT.

• a subset of these sequenced in time and overlapped in location

(such “animated GIF” image files serving as thumbnails on video

hosting portals such as Archive.org);

• a standard video player where all frames are displayed on the

same location, overlapped in time.

Other spatio-temporal content-specific techniques have been for

video signals, for instance “MotionGrams” [26] or “slit/video scan-

ning” [40], particularly suited to videos featuring movement of

recurring elements in the scene (again, for instance, dancers videos,

among other examples in interactive arts [40]). Lee et al. proposed

several keyframe browsing prototypes [36] characterized along a 3D

design space: layerdness (single/multiple layer with/without links),

temporal orientation (relative/absolute/none) and spatial vs. temporal
visualization.

2) Gestural input: Keyboards and mice interaction is still standard

for most desktop applications [39], key bindings appears to be the

fastest way of triggering momentary or ranged annotation when

navigating on the signals with a constant playback speed [18]. Pen

have been used by human people to annotate graphics and plots

long before their recent computerized versions, now free-form [30]

with styluses [2]. Jog wheels for navigating in audio and video

signals have been widely used by experts of audio edition and video

montage before multimodal annotation. Multitouch interfaces allow

the combination of both navigation and annotation modes using one

single gestural input modality. The direct or indirect gestural vs visual

relation of the user interface can affect the spatial accuracy and speed

of annotation tasks [52]. We have illustrated these concepts in Fig.

3 by representing gestural input modalities illustrated with common

associated low-cost controllers.
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3) Other possible modalities: As raised in Section II-A, similar

sensors can be used to record both the multimedia signals being

annotated with the annotation tool and the multimodal signals used

in the user interface from the tool, thus such modalities used for

multimodal emotion recognition [61], for instance eye gaze could be

used to improve the location of annotations and predict regions of

interest for the user so as to better layout notifications; while voice

input with speech recognition could help produce instant user-defined

tags or accurate dubbing of meeting recordings.

C. Rapid Prototyping

1) Scripted/textual versus visual programming: Signal processing

and engineering specialists often use scripted/textual programming

for their prototypes (for instance using Matlab) and they optionally

switch to visual programming dataflow environments when realtime

prototyping is of concern (with LabVIEW, Simulink, etc...). We

believe that blending both approaches is convenient for the pro-

cess of designing and prototyping the multimodal user interface of

our adapted tool: visual programming gives a visual representation

by itself of the underlying interaction pipeline, quite practical for

exchanging design cues, while textual programming is quicker a

designing simple and fast procedural loops, among other advantages.

2) Visual Programming Environments for Multimodal Interfaces:
a) Existing visual programming tools: The number of multi-

modal prototyping tools and frameworks, dedicated to gestural input

or generic towards most multimodal interfaces, has been increasing

over the last two decades, yet none of them has been accepted so far

as an industry standard. Among the vast availability, we would like

to cite some that are still accessible, alphabetically: HephaisTK [10],

ICon [9] and the post-WIMP graphical toolkit MaggLite [24] based

on top of it, OpenInterface [38] (with its OIDE [54] and Skemmi

[35] visual programming editors), Squidy Lib [31].

Data flow environments such as EyesWeb [25], PureData [45]

and Max/MSP [7] benefit from their anteriority in comparison with

these multimodal prototyping tools, as they often provide more usable

visual programming development environments. Some of the authors

of this report have been successfully using PureData as a platform for

rapid prototyping of gestural interfaces [14]. A notable nice feature

from these environments that could be repurposed in the ones targeted

for multimodal user interfaces: the “multi-fidelity” patch/pipeline

representation modes of Cycling Max/MSP:

1) in “edit” or “patch” mode, the dataflow representation of

the pipeline, widgets of processing blocks are editable and

interconnections apparent between these;

2) in “running” or “normal” mode, widgets from the pipeline are

interactive, but interconnections are hidden;

3) in “presentation” mode, widgets are “ideally” positioned as it

would be expected from a control GUI and connections are

hidden as well.

OpenInterface/Skemmi addresses this issue with designer/developper

modes and a non-linear zoom slider while Squidy Lib offers a

zoomable user interface.

b) Chosen plaform: OpenInterface (OI): The OpenInterface

platform [34] developed by one of the participants, Lionel Law-

son, facilitates the rapid prototyping of multimodal interfaces in

a visual programming environment. It also eases technically the

communication between components written in different development

languages (currently: C++, Java, Python, .NET) in Windows and

Linux OSes. It already features several input device components

(WiiMote, webcams for computer vision, 3D mice) and some gesture

recognition components, but misses a few important ones (multitouch

screen/tablets, pen tablet) for the scope of our project. We decided to

maintain using this platform and implement the missing components.

3) Environments for “GUI” and visualization:
a) Existing tools: Regarding visualization, mostly libraries are

available rather than rapid prototyping tools, particularly Prefuse [20]

for information visualization or VTK and Visualization Library for

3D computer aided design or medical visualization. The Processing

Development Environment (PDE) [15] simplifies the development in

Java and goes further than visualization by providing other libraries

for gestural input for instance. Emerging libraries such as MT4j

[13] in Java and PyMT [46] in Python offer high-level “multimedia”

widgets with multitouch support, yet customization of widgets still

requires some effort. The more recent VisTrails / VisMashup [53]

allows visual programming of workflows for data exploration and

visualization.

b) Chosen plaform: the Processing Development Environment
(PDE): We chose the Processing Development Environment (PDE)

[15] since it was already mastered by the participants of the team

working on designing new proposals for the graphical user interface

of the annotation tool. Additionally, more scalability is offered by

this solution for the prototyping: since PDE is written in Java, it is

compatible with our chosen rapid prototyping platform, OpenInter-

face (see Section IV-C.2.b), using proclipsing [44], a bridge to the

Eclipse IDE used on top of which the OpenInterface Skemmi editor

is built; but it can also be re-integrated into a more standalone MT4j

application if only a multitouch interface is chosen for gestural input,

hence removing the dependency to OpenInterface.

V. RESULTS

A. A tentative design towards an improved User Interface

1) Design considerations: While testing annotation tools (see

Section III), we noticed that the user experience with most of the

tools was hindered due to the lack of seamless navigation techniques

in lengthy signals, for instance changing the playback speed was

awkward, both in terms of user input and visualization; and the related

audio feedback was improperly rendered. The first task inherent to

annotation is navigation into the multimedia content.

2) Mockups: We believe that a single user interface could be

used for both the recording of multimodal signals and the navigation

into the recorded multimedia content. Figure 4 illustrates a design

proposal that would allow this combination: a standard multi-track

view of audio, video, and sensor signal tracks stacked vertically is

augmented with a sliding vertical zone, extending the proposal of

[17] and [59], where are visualized the current frame being played

in video tracks (thus behaving like a video player), and a fisheye

view of the audio waveform and sensor signals for audio and sensor

tracks; the width of the zone corresponding to the same time frame

for all tracks.

When recording, the zone could be located on the right, the

remaining space left for visualizing past events. When navigating

at a given playback speed, the zone could be located in the middle,

leaving evenly proportionate space for future and past events, and

restricting head movements from the user, gazing towards the center

of the screen (as opposed to following visually the play head from

left to right cyclicly in standard multitrack editors), the peripheral

view optionally stimulated with highlighted past / future events. For

a quick overview of the whole recording, the user could want to slide

the zone from left to right or to a desired position as a magnifying

tool.

3) Prototype: A fast prototype of the proposed design was devel-

oped using the Processing Development Environment (PDE) [15], as

illustrated in Figure 5.
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Movable Play Zone

Past Events Future Events

Audio Track: Waveform

Video Track:
Keyframes

Sensor Tracks:

Frames sliding right-to-left

Fig. 4

ANNOTATED PAPER MOCKUP OF OUR PROPOSED USER INTERFACE DESIGN.

Fig. 5

SCREENSHOT OF THE IMPROVED USER INTERFACE DESIGN PROPOSAL,

PROTOTYPED INTO THE PROCESSING DEVELOPMENT ENVIRONMENT.

B. Components for rapid prototyping with OpenInterface (OI)

1) Gestural input: Some device support components were previ-

ously available in the OpenInterface platform: the Wii Remote and

3D mice.

For the integration of multitouch devices, 2 options were available:

• capturing WM TOUCH high-level events from Windows 7

using frameworks such as MT4j [13], but it requires creating

applications with the chosen framework;

• accessing low-level events for devices using the Human Interface

Device (HID) protocol (cross-platform in theory), reusing code

from the GenericHID application for Windows and Linux.

We chose the second option since it also allowed with the same

code base to integrate jog wheels (also using the HID protocol).

2) Annotation tool core/engine bindings: In this workshop we

decided to adapt the already existing SSI media annotation tool to

become a media annotation toolkit with a multimodal user interface.

This tool consists of two parts: First, the SSI Media UI, which is a

WIMP-GUI based tool to add annotations to audio and/or video data.

One can operate it with mouse-clicks and a few keyboard commands.

Second, the SSI core component that is responsible for the lower level

signal processing. It is used by the SSI Media UI. In the course of

the workshop we only adapted the SSI Media UI.

In principle, the given SSI Media toolkit was a prototypical

implementation of a media annotation tool. It did not come with

a special API that can be utilized from external programs. Therefore,

we bundled concrete functionality of the SSI UI Media toolkit into

a new interface component. The process of media annotation can be

split into three subsequent process steps:

1) create and select annotation tracks (for several annotation

channels)

2) segment and reorder segments in one annotation track (includes

selection of segments)

3) edit (annotate) segment meta data

This process steps can be performed by the extracted functionality

that includes among others start/stop playing of annotation segments,

edit of annotations, selection of next/ previous segments, etc. We

needed now a way to plug other input modalities to the tool that use

this extracted functionality.
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Fig. 6

SCREENSHOT OF THE IMPROVED GUI OF THE SSI ANNOTATION TOOL, INTEGRATED INTO THE OPENINTERFACE PLATFORM AS COMPONENT.

We created an OpenInterface component for the adapted SSI Media

UI. This OI component allows to use the provided SSI Media

functionality by other OI input components. Figure 6 showcases

several improvements we applied to its GUI.

C. Testing multimodal pipelines with OpenInterface (OI)

First, we connected the following interaction devices in a new

OI project to the SSI OI component. This included a WWI-mote, a

3Dconnexion SpaceNavigator mouse and a Contour Design Xpress

jogwheel. Moreover, we created a new speech input OI component

for the Julius toolkit [julius.sourceforge.jp/en]. Additionally, we in-

tegrated mouse behavior not only by clicking but also with mouse

gestures. Each modality (a modality is an interaction device with

a dedicated interaction language) was than coupled with specific

functionality of the SSI Media toolkit. Not all modalities fit well for

the all of the functionality, but this relies to higher-level interaction

design. For example, it might be a good idea to select annotation

tracks via speech input (command: “next track”). Within such a track

one uses mouse gestures to select next and previous segments. When

a distinct segment is selected, one uses speech input again to start

and stop playing the media (e.g., command: “play segment”. And the

practicability of the proposed modalities varies. A wii-mote that fits

well for arm-based gestures is not the first choice for smaller gestures

for media annotation. On the other hand, a jogwheel was invented to

improve video editing, thus fitting better for our work. Future work

will include research on an improved interaction design, utilizing the

“right” modalities for media annotation with the SSI UI.

VI. FUTURE WORK

A. Integration into MediaCycle, a framework for multimedia content
navigation by similarity

MediaCycle is a framework for multimedia content browsing by

similarity, developed within the numediart Research Program in Digi-

tal Art Technologies, providing componentized algorithms for feature

extraction, classification and visualization. The supported media types

are: audio (from loops to laughter) [11], video (particularly featuring

dancers) [56], images...

This framework already solves some of the issues raised in Section

V-A.1 by providing flexible audiovisual engines for the navigation in

multimedia content (audio feedback with variable playback speed and

visual feedback with cost-effective zoom and animated transitions).

Moreover, the interoperation of an annotation timeline (displaying

a few elements of the recorded database) with a browser view

(displaying the whole database at different levels of segmentation)

such as the one already provided by MediaCycle could help compare

annotations between recordings and segments. Finally, the use of

this framework could help reduce the number of video keyframes by

content-based grouping of frames, with a possible scalability against

the user-defined zoom factor.

B. Usability testing

We received some feedback from several eNTERFACE participants

who had already had to use an annotation tool, regarding their

satisfaction with the tool they used. After the setup of a detailed

protocol, usability tests based on simple tasks will be performed with

the prototype, trying to determine if the user interface improves the

annotation efficiency and pleasurability.
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VII. CONCLUSIONS

We reached a first step towards more usable annotation tools for

multimedia content: we raised the problems with current tools and

proposed a new design to overcome these issues. The prototype needs

to be polished and tested with users to validate the design.

Meaning to produce deliverables available to most people (low-

cost, open-source, and so on...) the eNTERFACE way, we developed:

• a free and opensource toolbox, mostly based on cross-platform

tools and libraries;

• compatibility with low-cost input devices;

• a starting point to undertake usability testing that demonstrate

the validity of the proposed solution.

VIII. ACKNOWLEDGEMENTS

Christian Frisson works for the numediart long-term research

program centered on Digital Media Arts, funded by Région Wallonne,

Belgium (grant N◦716631).

Ceren Kayalar’s PhD Research Project is partly funded by

TUBITAK Career Research Grant 105E087 of her advisor, Dr. Selim

Balcısoy.

Florian Lingenfelser and Johannes Wagner are funded by the EU

in the CALLAS Integrated Project (IST-34800).

We would like to thank the eNTERFACE participants who pro-

vided us some feedback on their use of annotation tools and remarks

on our design, notably Ismail Arı, Dennis Reidsma [47] and Albert

Ali Salah.

We would like to thank all members of the eNTERFACE’10

organizing committee for ensuring a tight workflow (and social

events) throughout the workshop.

IX. REFERENCES

A. Scientific references (books, journals, conferences, workshops)

[2] Maneesh Agrawala and Michael Shilman. “DIZI: A Digital

Ink Zooming Interface for Document Annotation”. In: Pro-
ceedings of INTERACT. 2005. URL: http://graphics.
stanford.edu/papers/dizi/DIZI.3.pdf. P.: 4.

[3] Wolfgang Aigner et al. “Visual Methods for Analyzing

Time-Oriented Data”. In: IEEE Transactions on Visualiza-
tion and Computer Graphics 14.1 (2008). Pp. 47–60. URL:

http://www.informatik.uni-rostock.de/˜ct/
Publications/tvcg08.pdf. P.: 4.

[5] Anastasia Bezerianos, Pierre Dragicevic, and Ravin Balakrish-

nan. “Mnemonic Rendering: An Image-Based Approach for

Exposing Hidden Changes in Dynamic Displays”. In: Pro-
ceedings of UIST 2006 - ACM Symposium on User Interface
Software and Technology. 2006. Pp. 159–168. URL: http:
//www.dgp.toronto.edu/˜anab/mnemonic/. P.: 4.

[6] Tony Bigbee, Dan Loehr, and Lisa Harper. Emerging Require-
ments for Multi-Modal Annotation and Analysis Tools. Tech.

rep. The MITRE Corporation, 2001. URL: http://www.
mitre.org/work/tech_papers/tech_papers_01/
bigbee_emerging/bigbee_emerging.pdf. P.: 2.

[8] Stefanie Dipper, Michael Götze, and Manfred Stede. “Simple

Annotation Tools for Complex Annotation Tasks: an Eval-

uation”. In: Proceedings of the LREC Workshop on XML-
based Richly Annotated Corpora. 2004. Pp. 54–62. URL:

http://www.ling.uni-potsdam.de/%7Edipper/
papers/xbrac04-sfb.pdf. P.: 2.
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Looking Around with Your Brain in a Virtual World
Danny Plass-Oude Bos, Matthieu Duvinage, Oytun Oktay, Jaime Delgado Saa, Huseyin Gürüler,

Ayhan Istanbullu, Marijn van Vliet, Bram van de Laar, Mannes Poel,

Linsey Roijendijk, Luca Tonin, Ali Bahramisharif, Boris Reuderink

Abstract— Offline analysis pipelines have been developed and evalu-
ated for the detection of covert attention from electroencephalography
recordings, and the detection of overt attention in terms of eye movement
based on electrooculographic measurements. Some additional analysis
were done in order to prepare the pipelines for use in a real-time system.
This real-time system and a game application in which these pipelines are
to be used were implemented. The game is set in a virtual environment
where player is a wildlife photographer on an uninhabited island. Overt
attention is used to adjust the angle of the first person camera, when the
player is tracking animals. When making a photograph, the animal will
flee when it notices it is looked at directly, so covert attention is required
to get a good shot. Future work will entail user tests with this system
to evaluate usability, user experience, and characteristics of the signals
related to overt and covert attention when used in such an immersive
environment.

Index Terms— Multimodal interaction, brain-computer interfacing,
covert attention, eye tracking, electroencephalography, electrooculogra-
phy, virtual environment, usability, user experience.

I. INTRODUCTION

So far, most brain-computer interfaces seek to replace tradi-

tional input modalities, like mouse or keyboard. However, current

electroencephalography-based brain-computer interfaces (EEG-based

BCIs) have considerable problems: low speed, low detection accu-

racies which varies highly between users, low bandwidth, sensitivity

to noise and movement, often requiring training, and expensive and

cumbersome hardware [1]. These make it difficult to make such BCIs

an interesting input method for able-bodied users.

Allison et al. mention a number of considerations for BCI ap-

plications for this healthy user group [1]. In this report we touch

upon some of them (extending the term BCI to interface using

neurophysiological signals):

• Hybrid BCI: using BCI in combination with other input signals,

either as independent command signal or as a modifier of

commands from other inputs.

• Induced disability: in circumstances where conventional inter-

faces are not usable, BCI could function as a replacement, or

when they provide not enough bandwidth, BCI could function

as an extra input channel.

• Mapping between cognition and output: make systems natural

in their use by letting the system respond in a way that
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Reuderink are with HMI group, EEMCS Faculty, University of Twente, The
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corresponds to what the user would expect. The interaction does

not only consist of the system response however, but also of the

user action [2]. Therefore, we would like to propose to extend

this definition to include: to use brain activity or mental tasks

that come naturally given the situation. This ensures that the

system is most intuitive in the interaction, requiring no user

learning or memorization.

• Accessing otherwise unavailable information: some processes

have no outside expression (whether it is just a mental process,

or the user is purposefully trying to inhibit such expressions),

but could be detected from brain signals.

We developed a system that makes use of naturally-occurring

neurophysiological activity to augment the user interaction with a

virtual environment, which already uses conventional mouse and

keyboard controllers, in a natural way. The main mode of feedback

from any computer system is visual, through the computer screen,

thus when looking for natural interaction it makes sense to look into

tasks that are related to vision: overt and covert attention. Jacob and

Karn mention that it is quite difficult to have the system respond

to eye gaze in a natural way, which also happens in the real world

[2]. The only example they give is human beings: people respond to

being looked at, or what other people are looking at. In our prototype,

we use this natural response by letting an animal flee when looked

at directly. This induces a situational disability (animals cannot be

looked at directly), which is solved by using covert attention to get

a good view of the creature. But we also show another option for

the natural mapping of eye input: when we move our eyes, our

view changes. This natural mapping can be translated to adjusting

a first person camera in a virtual environment based on the user’s

eye movement.

Our report will first dive into covert and overt attention, providing

background information, the design and evaluation of the pipelines

for signal processing and classification, and answering issues related

to the use of these pipelines in an online, real-time setting. After this,

the whole system is described, with the game application in particular,

followed by a description of the online user evaluation experiments

we plan to do.

II. COVERT ATTENTION

Covert attention is the act of mentally focusing on a target without

head or eye movements [3]. While overt attention is said to be an

indication of place of focus, covert attention is a possible confound.

By detecting both, all options for spatial attention are covered. There

is also a theory that covert attention guides saccadic movement, and

that it is possibly a mechanism to scan the visual field for points of

interest [4].

Offline experiments have shown that when attention is directed to

the left visual hemifield, alpha activity decreases in the right posterior

hemisphere while simultaneously increasing in the left hemisphere

(and vice versa) [5]–[8]. It is also shown in [9]–[11] that not only

left-right but also other directions of covert attention are strongly

correlated with the posterior alpha.

Covert attention was measured using EEG. EEG and fNIRS are the

most suitable methods for healthy users at the moment, because no
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Fig. 1

COVERT ATTENTION SCREEN WITH FIXATION POINT IN THE CENTER,

POTENTIAL TARGET SQUARES (DISTRACTORS), AND THE ARROW ON THE

ACTUAL TARGET. THE DARKER SQUARES TO THE LEFT AND RIGHT

WOULD NORMALLY NOT BE VISIBLE, BUT INDICATE THE ALTERNATIVE

FIXATION POSITIONS.

surgery is required, the equipment can be used outside of a laboratory

setup, and the equipment is relatively portable and affordable [1].

This section evaluates a number of potential pipelines, but also

another important question: whether this correlation with posterior

alpha depends on if a subject fixates centrally or if the same pattern

will be observed irrespective of the location the subject’s fixation

point. While a central fixation point has been the norm in clinical

laboratory experiments, in a practical application, this may only rarely

be the case. Finally, some other research questions that are relevant

for the online situation were looked into: what directions can we

detect, how many trials are needed for training, and how long the

trial window needs to be for classification?

A. Methods

The experiment is covert attention to the four directions of visual

hemifields with three different fixation points. The task is to fixate

at each fixation point in the screen which is 70 cm away from the

eye of the subject and covertly attend to the direction of the pre-

specified arrow. See Figure 1 for a screen shot of the situation. There

are three fixation points: left, middle, and right, with six degrees of

visual angle distance between them. The target focus can be one of

5 positions: either the fixation point itself (neutral), or one of the

four diagonal directions. The focus targets were placed diagonally as

earlier research indicated that this is best discriminable [11].

Fifty trials were recorded for each of these conditions consisting

of a fixation position and target position. A trial starts with half a

second showing the fixation cross, then for half a second the focus

position for covert attention is indicated with a yellow circle inside

one of the five potential positions. The other positions remain visible

as distractors. After a period of 2 seconds plus a random duration

of up to half a second, an up or down arrow is shown in the focus

position. The participant then has a short period of time to press the

corresponding arrow button (arrow up or down). This task ensures

that the focus area is relevant to the participant, which may increase

the effect on the brain activity for this paradigm. The trials were split

up in five blocks, each containing ten repetitions for each condition

in randomized order. The breaks in between blocks lasted until the

participant pressed a key to continue.

Brain activity is measured during the task using the BioSemi

Fig. 2

DURING A TRIAL FIRST THE FIXATION CROSS IS SHOWN, THEN THE

DIAGONAL POSITIONS APPEAR, AFTER WHICH THE FOCUS POSITION FOR

COVERT ATTENTION IS INDICATED. AFTER A LITTLE WHILE AN UP OR

DOWN ARROW IS SHOWN IN THE FOCUS POSITION. THE PARTICIPANT

THEN PRESSES THE CORRESPONDING BUTTON.

ActiveTwo EEG system, at 512 Hz sampling frequency, with 32 elec-

trodes according to the montage shown in Figure 3. Electrooculogram

(EOG) was also recorded to control for confounds in eye movements.

In total datasets were recorded for 8 participants, but for analysis

the first two were left out because of marker issues. The last two sets

were recorded at a late stage in the project, and thus were not used

for every analysis that was conducted.

B. Results

a) Which pipeline performs best?: The four pipelines that were

tested were:

Pipeline CA1:

• channels: occipito-parietal

• window: 0.5-2.0sec relative to focus indication stimulus

• feature extraction: CAR, bandpower 9-11Hz STFT, z-score

normalization

• classifier: SVM (error cost: 0.1)

Pipeline CA2 (CA1 with whitening, and different SVM error cost

parameter):

• channels: occipito-parietal

• window: 0.5-2.0sec relative to focus indication stimulus

• feature extraction: CAR, whitening, bandpower 9-11Hz STFT,

z-score normalization

• classifier: SVM (error cost: 2.0)

Pipeline CA3:

• channels: occipito-parietal

• downsample to 256Hz

• window: 0.5-2.0sec relative to focus indication stimulus

• feature extraction: CAR, bandpass 8-14Hz, whitening, covari-

ance

• classifier: logistic regression

Pipeline CA4 (CA1 with different SVM error cost parameter:

• channels: occipito-parietal

• window: 0.5-2.0sec relative to focus indication stimulus

• feature extraction: CAR, bandpower 9-11Hz STFT, z-score

normalization

• classifier: SVM (error cost: 2.0)

Table I shows the performance accuracies per pipeline on average

but also per subject. CA3 outperforms all others with 67% and 40%

on average on the same datasets for two and four-class classification

respectively. As pipeline CA3 was implemented in Matlab and not in

Python it cannot be applied in the online situation. So for the game,
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Fig. 3

ELECTRODE POSITIONING FOR EEG MEASUREMENT: 32 ELECTRODES

POSITIONED MAINLY ON THE PARIETO-OCCIPITAL AREA AS THIS IS

WHERE THE RELEVANT ALPHA MODULATIONS FOR SPATIAL COVERT

ATTENTION ARE EXPECTED, AND SOME OTHERS TO LOOK AT ARTIFACTS

AND TO OFFER THE POSSIBILITY TO APPLY CERTAIN SPATIAL FILTERS.

we will opt for the second-best pipeline in the two-class case, which

is CA4.

b) Does the position of the fixation point matter, with respect
to the correlation of focus direction with parietal alpha, and with
respect to detection accuracy?: To answer this question, scalp plots

were computed for each participant for each fixation position (left,

middle, right), showing the relative difference in the alpha band (8–

12 Hz) of each diagonal focus direction with the fixation point, see

Figures 4-6. A time window from 0.5 to 2 seconds after the cue

was used. The scalp plots were averaged over four subjects. The

lateralization pattern is in line with what has been shown in literature

[8], [9], [11]. As the eyes fixate on a different position, the excitation

of the retina remains the same, and the mapping of the image to the

occipital cortex is not expected to change. However, surprisingly,

the patterns are a bit different for the different blocks, showing a

migration of the alpha sources from one side to the other.

On average, there did not seem much of an accuracy difference

between each of the fixation point conditions (28%, 30%, 32% and

30% for left, center, right, and pooled fixation points). When looking

at our best participant however, we see an increase for the center

fixation: 36% for left and right, 40% for pooled, but 45% for center

fixation cross only.

c) Which directions can be detected?: Results based on datasets

recorded from 4 different participants analyzed with pipeline CA3

indicate a performance above random. For a 4-class situation (each

of the four directions) yields a 40% performance accuracy on average,

and 52% on our best participant. The samples for the three different

fixation points were pooled, so the classes indicate the covert attention

direction relative to fixation. Random for four classes would have

been 25%. For the two-class situation the bottom and top targets were

Fig. 4

RELATIVE DIFFERENCES OF EACH FOCUS DIRECTION WITH RESPECT TO

THE FIXATION POSITION, WITH THE FIXATION ON THE LEFT.

Fig. 5

RELATIVE DIFFERENCES OF EACH FOCUS DIRECTION WITH RESPECT TO

THE FIXATION POSITION, WITH THE FIXATION ON THE CENTER.

Fig. 6

RELATIVE DIFFERENCES OF EACH FOCUS DIRECTION WITH RESPECT TO

THE FIXATION POSITION, WITH THE FIXATION ON THE RIGHT. ALL

AVERAGED OVER FOUR SUBJECTS.
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TABLE I

PERFORMANCE ACCURACIES OF THE COVERT ATTENTION PIPELINES PER

PARTICIPANT. STANDARD DEVIATIONS OF THE PERFORMANCE SCORES

ARE BETWEEN PARENTHESES.

4 classes CA1 CA2 CA3 CA4

S3 32% 32% 33% 31%

S4 35% 30% 31% 31%

S5 44% 35% 52% 42%

S6 37% 34% 44% 35%

Avg 37% (4%) 33% (2%) 40% (2%) 35%

2 classes CA1 CA2 CA3 CA4

S3 62% 60% 62% 60%

S4 61% 59% 57% 59%

S5 71% 71% 78% 85%

S6 66% 65% 72% 62%

Avg 65% (4%) 64% (5%) 67% (2%) 67% (11% )

merged to result in one class with samples to the left, and one class

with samples to the right. For this, the average performance accuracy

over 4 subjects with pipeline CA3 was 67%, with 78% for our best

subject, against a random performance of 50% for two classes. The

other pipelines show a similar pattern in performances, albeit slightly

below the scores for CA3.

The classification performances for the different pairs of target

directions (like top right vs. top left) were also analyzed. This

confirms the information from literature that diagonally opposing

targets (top left vs down right, and top right vs down left) are easier

to distinguish than the other pairs.

d) How many trials are needed for training?: Figure 7 shows

the two-class detection performance with pipeline CA3 for different

training set sizes. The performance within the training set was

evaluated using 10-fold cross validation. The plot shows no consistent

increase in performance. After a peak at 120 trials, performance drops

and flattens out.

e) What is the optimal window size?: For the online situation,

preferably, the window size is minimal, because that way the data

can be processed faster, which in turn could mean that updates can

be computed more frequently. On the other hand, the classification

accuracy is expected to be higher for longer window sizes (because

you simply have more information).

Windows always start at 0.5 seconds after the stimulus, and then

continue for the indicated window duration, except for the two-second

window which starts at 0.0 seconds.

f) Does a blocked protocol yield a better performance?: In

standard covert attention experiments there is only one fixation point,

whereas in our experiment, this fixation point was randomized. To

test whether this had unwanted side effects, we recorded one dataset

which had the fixation points steady within each block, and one in

which within a block this fixation point could jump around. The result

was a 75% accuracy for both the blocked and not blocked condition

of fixation points using pipeline CA3. Based on this one participant,

there does not seem to be a difference between the two conditions.

C. Discussion and Conclusions

Pipeline CA3 (CAR, bandpass 8–14 Hz, whitening, covariance,

logistic regression) performs best, but could not easily be translated

from Matlab to Python. For the online situation we therefore decided

to use the second best option: CA4, using CAR, bandpower 9–11 Hz

STFT – adjusted to 8–14 Hz, z-score normalization, followed by an

SVM classifier.
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Fig. 8

TWO-CLASS COVERT ATTENTION PERFORMANCE FOR DIFFERENT

WINDOW SIZES, AVERAGED OVER 6 SUBJECTS. IT SHOWS AN

INCREMENTAL INCREASE FOR LONGER WINDOWS.

Different fixation points (left, middle, right) did not seem to have a

significant impact on classification performance. When looking at the

relative difference in parietal alpha between the focus direction and

central fixation point, similar spatial patterns show which correspond

to what is expected from literature. However, there also seems to be

a migration of the alpha sources from one side to the other.

Although the four-class performance is above random, for an online

game situation performance should be at a usable level. For this

reason we decided to use two-class covert attention in the game.

The number of windows in the training dataset, strangely enough,

does not seem to have a large impact on the classification perfor-

mance. The performance does increase from 20 to trials samples, but

after that it drops again, stabilizing around the same performance is

is shown at around 90 trials. As this is evaluated with 10-fold cross

validation, about 80 trials would be enough if all trials are used.

The larger the trial window, the higher the performance. This is to

be expected, but less fortunate for the online situation: the longer the

window size, the longer it will take to get feedback on that particular

window. However, we did not test beyond a size of two seconds, and

the test for two seconds could not start at 0.5 seconds as the other

windows did. This makes it possible that there are task-related eye

movements in those 0.5 seconds that increase the performance.

However, most of these results are based on relatively little data.

III. EYE MOVEMENT

According to Jacob and Karn, using eye movement provides a number

of features that make it an interesting input modality. Eye movements

are not as intentional as mouse and keyboard input. This means

that it can provide information on an intentional but also on a

more subconscious level. A side effect is the Midas Touch problem:

not every eye gaze has intentional meaning, so the system should

somehow discern what to react to, and what not. Eye movement

is faster than other input modalities, and already indicates the user’s

goal before any other action has been taken. Besides, no user training

is required, as the relationship between the eye movement and the

display is already established [2].
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Fig. 7

TWO-CLASS COVERT ATTENTION PERFORMANCE FOR DIFFERENT TRAINING DATASET SIZES, FOR DATASETS 3-6.

Bulling et al. distinguish between the following types of eye

movements. Fixations are the stationary states of the eyes during

which gaze is focusing on a particular point on the screen, lasting

between 100 ms and 200 ms. Saccades are very quick eye movements

between two fixations points. The duration of a saccade depends on

the angular distance the eyes travel during this movement. For a

distance of 20 degrees, the duration is between 10 ms and 100 ms.

Eye blinks cause a huge variation in the potential in the vertical

electrodes around the eyes, and lasts between 100 ms and 400 ms

[12]. For our application, saccades are the most relevant type of

movement to detect.

There are a number of methods to determine eye movement or eye

gaze, for example with special contact lenses, infrared light reflections

measured with video cameras, or with electrodes around the eyes. The

last example is also called electrooculography (EOG). The electrodes

measure the resting potential that is generated by the positive cornea

(front of the eye) and negative retina (back of the eye). When the

eye rotates, the dipole rotates as well. By positioning the electrodes

around the eyes as shown in Figure 9, one bipolar signal will be an

indication of vertical eye rotation and the other for the horizontal

axis.

For this system, we decided to use EOG for eye tracking. EOG

signal analysis requires very little processing power, and can easily

be done in real-time. Although this method is not that suitable for

tracking slow eye movements (that occur when following a moving

object), for fast saccades it is very robust. EOG can be used in bad

lighting conditions (although it works better with good lighting),

and in combination with glasses. The participant does not need to

be restricted in the orientation to the screen (though for absolute

eye gaze, then the position of the head would need to be tracked

separately), nor do they have to wear an uncomfortable video camera

system firmly mounted on the head [2]. Also, it is easy to incorporate

in a wearable and unobtrusive setup [12].

This section explains the pipeline design, an eye blink detection

and correction algorithm, the methods for the dataset recording and

analysis, details the results of the evaluation, resulting in discussion

and conclusions.

Fig. 9

ELECTRODE POSITIONING FOR EOG MEASUREMENT: BIPOLAR

MEASUREMENTS OF TOP MINUS BOTTOM VERTICAL ELECTRODES

AROUND THE RIGHT EYE AND RIGHT MINUS LEFT HORIZONTAL

ELECTRODES NEAR THE CANTHI.

A. Pipeline

As described in [13], saccade detection can be used to construct an

eye-tracker. The pipeline for eye movement is similar for both the

vertical and horizontal EOG signals:

1) High pass filter (0.05 Hz) for drift correction which is very

strong in the EOG signal.

2) Low pass filter (20 Hz) to reduce high frequency noise without

affecting the eye movements.

3) Derivative in order to detect the rapid variations.

4) Thresholding to detect saccades and remove noise.

5) Integration in the saccade range which represents the features.

6) Linear regression between the angle and the integration result.

7) Conversion to x,y position.

The main steps are shown in Figures 10–13 and Figure 14.
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EOG DATA IS NOISY AND DRIFTS OVER TIME.
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Fig. 11

FILTERED EOG DATA WITHOUT THE DRIFT AND HIGH FREQUENCY NOISE.
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Fig. 12

THE HIGH VALUES OF THE DERIVATIVES INDICATE SACCADES.
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Fig. 13

INTEGRATION OF THE ABOVE-THRESHOLD SACCADE DERIVATIVE

PROVIDES THE INPUT FOR THE LINEAR REGRESSION
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Fig. 14

THE REGRESSION SHOWS A HIGH CORRELATION BETWEEN THE

PARAMETER OF EACH SACCADE AND THE JUMP IN ANGLE.

B. Eye Blink Detection

The previous pipeline can be enhanced by eye blink detection and

correction. Eye blinks cause in large voltage changes in the vertical

EOG signal, which result in a bad estimation of the current eye

position 15.

Fig. 15

TYPICAL OCCURRENCE OF AN EYE BLINK IN THE EOG SIGNAL, CHANNEL

EOG VERTICAL TOP.

Inspired by [12], a template-based approach to eye blink detection

was developed. There were EOG recordings with ten stimulus-based

and hence unnatural eye blinks. Based on visual inspection, it was

decided to use the EOG channel positioned right above the right eye

for eye blink detection. The first five eye blinks were used to construct

the initial template of 200 samples long (at a sample frequency of

512 Hz this is about 400 ms). The eye blink examples were aligned

by taking a vertical offset such that the mean over time is zero.

This initial template was used to detect more natural eye blinks in

the EOG data. Before determining the Euclidean distance between

the template and the signal, the template was aligned using a vertical

offset which minimizes the distance between the first and last ten

samples of the template and the signal fragment under consideration.

Figure 16 contains samples of EOG recordings from above the right

eye of subject 6d and the corresponding Euclidean distance between

the aligned template and the EOG data of the electrode above the

right eye. Local minima in the distance below a threshold of 4000

mark the start of an eye blink.
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Fig. 16

TEMPLATE MATCHING ON EOG DATA OF SUBJECT 6D. LOCAL MINIMA IN

THE DISTANCE BELOW 4000 INDICATE THE START OF AN EYE BLINK .

Fig. 17

THE FINAL EYE BLINK TEMPLATE CONSTRUCTED OUT OF 35 EXAMPLES.

These detected eye blinks were used to extend the eye blink

examples to 35 and constructing a more realistic final eye blink

template afterwards The final eye blink template, see Figure 17, is

used to construct an online eye blink detector.

For the online version, we only have a small sliding window to

our disposal, which must be larger then the template size. Hence

the template matching procedure has to be adapted, in particular

the determination of a local minimum in the distance between the

aligned template and the signal part. The start of an eye blink is now

determined by a switch from decrease to increase (the first derivative

changes sign) in the distance function and the constraint that the

value of the local minimum is below the threshold. This threshold is

dependent on the subject under consideration and can be determined

by an online calibration.

Unfortunately, for this preliminary phase in the project, the eye

blink detection and correction algorithm was not applied in the eye

movement pipeline, because of time constraints.

C. Methods

The offline analysis protocol of the eye movement is twofold. In

order to get enough data for training the linear regression, 25 trials

were used. Each trial was composed of one target in the center of the

TABLE II

PERFORMANCE OF THE EYE MOVEMENT PIPELINE PER PARTICIPANT.

HORIZONTAL AND VERTICAL ACCURACIES ARE FOR A PRECISION WITHIN

4CM. THE ERROR DISTANCE MEANS AND STANDARD DEVIATIONS ARE

MEASURED FROM ACTUAL TARGET POSITION TO REGRESSION RESULT IN

HORIZONTAL AND VERTICAL DIRECTIONS.

Hacc Herr avg Herr std Vacc Verr avg Verr std

S4 100.0% 1.0 0.8 94.9% 2.0 6.1

S5 90.9% 2.0 1.6 57.6% 3.9 3.7

S6 70.7% 3.2 3.2 34.3% 7.9 9.4

S8 77.8% 2.4 1.8 51.5% 5.3 4.5
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Fig. 18

DATA SHOWS LESS CORRELATION BETWEEN EOG FEATURES AND KNOWN

ANGLE CHANGE FOR VERTICAL EYE MOVEMENT.

screen and one of five possibilities: extreme top, bottom, left, right

and center targets. For horizontal and vertical eye movement there

are separate pipelines, and the regression is also trained separately –

for the pipeline details refer to the Pipeline section above.

For evaluation 100 trials were assessed. Because the system will be

used as a kind of eye mouse, the performance evaluation was based

on the accuracy of the system at N centimeters maximum deviation

from the target. The screen was divided in a 5 by 5 grid, resulting

in 25 potential target positions, which were selected randomly. The

jump between the center and the target (Figure 19) of each trial is

considered correct when the Euclidean distance between the EOG-

based estimation point on the screen and the actual point is lower

than N centimeters.

These trials were recorded using the BioSemi ActiveTwo hardware,

with flat active electrodes positioned according to Figure 9. The

distance between the user and the screen was 70 cm.

D. Results

Regarding the horizontal movements, the results are quite good as

shown in Table II. Figure 21 shows the precision at N for two

participants (S4 and S5). The curve is sharply increasing which

shows the precision of this technique. However, regarding the vertical

movements, the results are less good (see Table II, Figures 20, 22,

and 18, the plots are again based on the data of the two participants

S4 and S5).
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Fig. 19

THE JUMPS BETWEEN THE CENTER AND THE TARGET PROVIDED BY THE

SYSTEM AND THE ACTUAL ONES ARE QUITE SIMILAR FOR THE

HORIZONTAL AXIS.
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Fig. 20

THE PREDICTIONS OF THE SYSTEM ARE QUITE LESS GOOD THAN FOR THE

HORIZONTAL JUMPS.

E. Discussion and Conclusions

Horizontal eye movement appears to be easily detectable: at a

precision within 4 centimeters, the accuracy is about perfect for the

best half of the participants. Within 2 centimeters it is about 90%. For

vertical eye movement, the performance is a little less good: around

80% for a precision within 2 centimeters.

Visual inspection of the vertical EOG data shows that sometimes

there is no sign of the vertical movement when there should be one.

Maybe the sensors were not positioned optimally. Also, the vertical

distance is smaller than the horizontal distance, meaning that the

eyes will turn less degrees, resulting in a smaller potential chance.

Moreover, the eye blink detection was not applied in the pipeline.

This should also improve performance.

We still need to evaluate the optimal window length for eye

movement detection. The window step should be quite short, to give

the user the sense of continuous interaction.

Centimeters on the screen

A
c
c
u
ra
c
y

Horizontal precision at N

Fig. 21

HORIZONTAL PRECISION AT N CURVE IS SHARP AT THE BEGINNING

WHICH IS GOOD.
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A
c
c
u
ra
c
y

Vertical precision at N

Fig. 22

VERTICAL PRECISION AT N CURVE IS LESS SHARP AT THE BEGINNING

THAN THE CORRESPONDING HORIZONTAL CURVE.

IV. APPLICATION AND SYSTEM

The previous sections describe the development and evaluation of

the pipelines for covert and overt attention. The goal is to use these

covert and overt attention paradigms in a setting which requires real-

time input. For this, the pipelines need to require minimum user and

system training, the training needs to be integrated within the game,

and the signal analysis and classification needs to be fast enough for

such an application. As for the application itself: it had to be a game

that requires the two paradigms to be used, in a way that is intuitive

to the user, and reacts to them in a realistic manner. This way it

also serves as proof that such signals can be a valuable addition to a

game, and that they allow for new types of games. This section will

first describe the game, and then the system bringing it all together.

A. Wild Photoshoot

In the game that was developed, you are a wildlife photographer.

On an uninhabited island, you try to make pictures of rare wild

animals. But of course wild animals are not that easy to make a

good photograph of. First you have to follow animal tracks over the
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Fig. 23

A SCREENSHOT OF WILD PHOTOSHOOT IN TRACKING MODE: TWO

ANIMAL FOOTPRINTS ARE SHOWING IN THE CENTER-BOTTOM OF THE

SCREEN.

Fig. 24

A SCREENSHOT OF WILD PHOTOSHOOT IN PHOTOSHOOT MODE: THE

ANIMAL IS TO THE LEFT, COVERT ATTENTION (FOCUS SQUARE) IS STILL

NEUTRAL, AND THE EYE GAZE (FIXATION CROSS) IS ALSO CENTERED.

island to find where the creature is hiding (see Figure 23). Then you

go into photoshoot mode in which you try to get a good picture (see

Figure 24). When you look directly at the animal, it will flee and

you will have to track it again. Thus you have to covertly look at the

animal to focus the camera to get your money shot.

Keyboard is used to walk and turn. The system detects eye

movement, and adjusts the first person camera to reflect the view

angle. When looking towards the left side of the screen, the camera

turns towards the left as well, until the user is again looking at the

center of the screen. It not only reacts to horizontal, but also to

vertical eye movement. The first person camera angle can be adjusted

manually by mouse. When in photoshoot mode, covert attention is

needed to focus on the animal without looking at it directly. The
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Fig. 25

THE DIFFERENT COMPONENTS AND COMMUNICATION BETWEEN THEM

WITHIN THE WILD PHOTOSHOOT SYSTEM.

animal will appear to the left or right of the screen center. The

classification of covert attention is divided into two classes: left and

right. During the focus period, multiple covert attention classifications

are performed. A simple majority vote determines the covert attention

direction for the period. If the animal is on the same side as the covert

attention, it will result in a nice wildlife photograph. If not, the user

will have to try again. After five tries, the animal will notice and flee.

This is a game that uses multiple input modalities: mouse, key-

board, EOG-based overt attention, and EEG-based covert attention.

It also creates situational disability for eye movement by letting

the animal flee when looked at directly, introducing a natural need

for covert attention. The mental tasks for both overt and covert

attention come naturally given the situation, and the mapping to

system response is based on real-world interaction as well. Finally

through covert attention, we access information about the user that

would not be available through other means.

B. System Design

Figure 25 shows how the different system components interact.

The user performs the user actions described in the previous

section: looking by moving the eyes, and covertly attending without

looking at the target directly. The user also interacts directly with

the game through the keyboard to move around in the virtual

environment.

EEG is measured in order to detect covert attention. EOG is

measured to detect eye movement. This is done using Biosemi

ActiveTwo hardware with 32 active electrodes, 7 additional flat-type

electrodes on the skin, and separate CMS plus DRL. The raw data is

sent over USB to the computer, where the Biosemi ActiView software

sends the data over TCP/IP to the signal analysis software.

SnakeStream handles reading data from ActiView, passing the

data in the appropriate formats to the signal analysis pipelines, and

sending the prediction results from the pipelines on to the game

environment of Wild Photoshoot. Snakestream works together well

with the Golem and Psychic Python libraries, and supports the use

of different markers and different sliding windows for each pipeline.

Within the game, keyboard input is used to move around the virtual

world, eye movement to adjust the camera angle, and covert attention

to shoot a great picture of the animal. The game can send markers

to the EEG stream to give commands to the signal analysis software,
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and to annotate the data for later offline analysis of the recordings.

Because of limitations of the game engine software, it has to use the

marker server to do this.

The marker server is a small application that receives marker values

over TCP/IP and forwards them to the parallel port so it is added to

the EEG stream. It also implements a simple queuing mechanism to

ensure that markers do not get overwritten.

V. ONLINE EVALUATION

Due to time constraints, the online evaluation has not yet been

executed. However, the preparations are ready. The online evaluation

will look into two aspects. One is the influence of the online

immersive situation on the signals measured and the classification

performance for covert attention. The second is to evaluate the system

usability and user experience when adding the eye movement camera

adjustment to the interaction.

The goal is to run the main experiment for 10 participants. Each

session will start with a recording of a clinical session, so we

know for each participant what the theoretical performance is. This

can then later be compared to the performance on the in-game

training sessions. Next there will be two game sessions: one with eye

movement and covert attention, and one with just covert attention

where the camera is only adjusted by mouse. This way we can

determine the effect of the eye movement based camera adjustment.

After each game session there will be questionnaires to evaluate

usability and user experience. The experimental design will be of a

random crossover type, in which participants are randomly assigned

to either the group where first only covert attention is used and

secondly also eye movement or the group for which the order is

inversed. This way possible learning or conditioning effects will be

averaged out.

We will use two different questionnaires, administered to the

participants in such a way that they only have to fill in one page

with questions. The two different questionnaires are the SUS [14]

and an adapted version of the presence questionnaire by Witmer et

al. [15]. The SUS provides us with a standardized well validated

scale that has been tested extensively in the field of HCI. For a more

in-depth knowledge of the presence, immersion and control the user

experiences within our game, we took the most interesting scales

from the presence questionnaire and added some items particularly

of interest to BCI research. Whereas normal input devices such as

the mouse and keyboard provide the system with reliable input, using

a BCI will not provide the user with perfect transmission of their

intention to the system. This has its reflection on the user and we

want to measure to what extent it alters the user experience.

VI. DISCUSSION AND CONCLUSIONS

The goal of this project was to develop a prototype that uses

naturally occurring neurophysiological activity for natural user tasks,

applying them in a way that supports intuitive interaction, with natural

system responses. Pipelines for overt and covert attention have been

developed and evaluated. A game that uses them in an intuitive

manner has been designed and implemented, as well as a platform that

provides the communication glue between each of these components.

Covert attention into four directions is detectable, but not well

enough to be used as such in a game. The current game therefore

only uses two classes: left and right. Detection accuracy did not

decrease significantly for different fixation points. Around 80 trials

will be enough for a training set for two classes. Larger trial windows

result in higher performances, but this has not been tested beyond 1.5

seconds.

Horizontal eye movement seems to be detectable quite well.

Vertical eye movement seems a little bit more problematic: sometimes

it does not show even though it is expected. This could be an inherent

problem as the vertical distance between targets is smaller than

the horizontal distance. Applying eye blink detection and correction

could also improve performance. Optimal window length and training

protocol still need to be determined.

However, most of these results are based on relatively little data.

Analysis should be redone at a later stage, including all datasets.

Possibly additional sets need to be recorded.

Other future work consists of performing the online experiments,

perhaps implementing the CA3 pipeline that worked better than the

others, using eyes closed data to determine a personalized alpha band,

and evaluating eye movement detection based on EEG without the

need for separate EOG electrodes.
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Continuous Interaction with a Virtual Human
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Abstract—Attentive Speaking and Active Listening require that a
Virtual Human be capable of simultaneous perception/interpretation and
production of communicative behavior. A Virtual Human should be able
to signal its attitude and attention while it is listening to its interaction
partner, and be able to attend to its interaction partner while it is speaking
– and modify its communicative behavior on-the-fly based on what it
perceives from its partner. This report presents the results of a four
week summer project that was part of eNTERFACE’10. The project
resulted in progress on several aspects of continuous interaction such as
scheduling and interrupting multimodal behavior, automatic classification
of listener responses, generation of response eliciting behavior, and models
for appropriate reactions to listener responses. A pilot user study was
conducted with ten participants. In addition, the project yielded a number
of deliverables that are released for public access.

Index Terms—Virtual Humans, Attentive Speaking, Listener Re-
sponses, Continuous Interaction

I. INTRODUCTION

COntinuous Interaction is one of the fundaments underlying Attentive

Speaking and Active Listening for Virtual Humans (VHs). Attentive

Speaking and Active Listening require that a Virtual Human be

capable of simultaneous perception/interpretation and production of

communicative behavior. A Virtual Human should be able to signal

its attitude and attention while it is listening to its interaction partner,

and be able to attend to its interaction partner while it is speaking –

and modify its communicative behavior on-the-fly based on what it

perceives from its partner. This report presents the results of a four

week summer project that was part of eNTERFACE’10. The project

resulted in progress on several aspects of continuous interaction such

as flexible and adaptive scheduling and planning including graceful

interuption, automatic classification of listener responses, generation

of response eliciting behavior, and models for appropriate reactions

to listener responses. We made a start on evaluating the results in

classification experiments as well as in a pilot user study. In addition,

the project yielded a number of deliverables that are released for

public access, among which a public release of Elckerlyc, a new

platform for building Virtual Humans, and a database of motion

capture animations containing over 100 direction-giving-task related

gestures in the route giving domain.

II. BACKGROUND AND MOTIVATION

The design of VHs often focuses on the combination of speech

with gestures in conversational settings. They tend to be developed

using a turn-based interaction paradigm in which the user and the

system take turns to talk. If the interaction capabilities of VHs

are to become more human-like and VHs are to function in social

settings, their design should shift from this turn-based paradigm to

one of continuous interaction in which all partners perceive each

other, express themselves, and coordinate their behavior to each other,

continually and in parallel [1], [2]. This requires the realizer to be

capable of immediate adaptation – in content and in timing – to the

dynamics of the environment and the user.

The main objective of this project is to explore this kind of

coordination behavior in ECAs, modeling and implementing the

This research has kindly been supported by the GATE project, funded by
the Dutch Organization for Scientific Research (NWO) and the Dutch ICT
Regie, and by the FP7 NoE SSPNet

sensing, interaction and generation for what we call continuous

interaction. A continuous interactive ECA will be able to perceive

the user and generate conversational behavior fully in parallel, and

can coordinate behavior to perception continuously – a capability

which is not yet present in most state-of-the-art ECAs.

One of the major sources of overlap in conversation, and therefore

a very good domain for addressing continuous interaction capabilities

in Virtual Humans, are Listener Responses [3]. We will take a first

step towards the global goal by making a VH that is capable of

actively dealing with Listener Responses from the user, while the

VH is speaking.

A. Structure of this Report

This report is structured as follows. Section III gives an intro-

duction to the theoretical background of Responses and Attentive

Speaking on which we based our approach. Section IV presents the

overall system setup of an interactive Virtual Human system as we

used it in our development and experiments. Sections V and VI

introduce the corpora that we used, and analyse them with respect to

the characteristics of Responses that we find in them. Section VII is

dedicated to the automatic classification of Responses. Sections VIII

and IX concern behavior scheduling and planning for continuous

interaction for Virtual Humans: they describe the already existing

possibilities as well as the new developments achieved in this project.

Sections X and XI discuss our work on the Response Elicitation

pilot user study. The paper ends with a discussion of what we have

achieved, and where we need to go next.

III. LISTENER RESPONSES AND ATTENTIVE SPEAKING

An active listener shows his or her interest, attention and/or

attitude with respect to the speakers utterances in many ways: through

gaze direction and eye contact, using face expressions, using short

utterances like “yeah”, “okay”, and “hm-m”, etcetera. An attentive

speaker will give the listener opportunities for such responses, but will

also actively receive the responses, and adjust his or her utterances

to the occurrence and content of these responses. In this section, we

discuss (listener) responses and attentive speaking in more detail.

A. Responses and Listener Responses

The conversational context is that of a VH is explaining a certain

route on a map to the user. This conversational context implies that

the VH is mostly speaking (is a Speaker), and the user is listening

(is a Listener). At some point, the user starts to talk. This may be to

give feedback or it may be a question, answer, statement, or other full

contribution to the conversation. The user’s utterance may overlap an

utterance of the VH, or it may be at a moment that the VH was

silent.

We refer to as everything the Listener says as “Responses”, which

implies the role in the conversation.

The Listener commonly utter responses such as “yeah”, “mhm”,

“uhu”. Fujimoto [3] propose to call these short utterances Listener

Responses. These are short utterances or vocalizations which are

interjected into the Speakers’ account without causing an interruption,

or being perceived as competitive of the floor. They serve many

functions, were the most important is to signal that the Listener
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hears that the Speaker is talking and nothing more than this neutral

function. This function is sometime called back-channeling and is

not mandatory. Another common function is signaling understanding

to what the speaker is saying. This function is commonly referred

to as Acknowledgment. In addition, they may be used as carriers of

more subtle information, conveyed by intonation, voice quality, face

expression, rhythm, content of the words, etcetera.

From a more generalized point of view, a Response may convey in-

formation regarding Understanding (whether the Listener understands

the utterance of the Speaker), Attentiveness (whether the Listener

is attentive to the speech of the Speaker), Attitude [4] and Affect

[5], and may be described as being competitive (interruptive) or

cooperative (non-interruptive) [6].

B. Attentive Speaking

A good speaker pays attention to the listener. He moderates his

speech and tailors it to the responses from the listener. Listeners are

not merely listening, but are co-narrating along with the speaker [7].

A good virtual human should be able to do this as well.

This interaction between speaker and listener works in various

ways. To illustrate this we will give a few examples from literature.

Clark and Krych [8] identify several strategies in dialogue that depend

on opportunities that arise, intentionally or not, mid-sentence. They

claim that speakers make the alterations instantly, typically initiating

them within half a second of the opportunities becoming available.

One of the strategies the speakers apply to coordinate their speech

is self-interruption. If the listener provides a response in mid-

utterance which makes another utterance more relevant at the time

(for instance, because the listener signals non-understanding and an

elaboration is needed), the speaker cuts of his utterance and starts a

new one (see Example 1).

Interaction Example 1 Self-interruption.

Speaker: So starting from the square, you go...

Listener: euhm?

Speaker: I mean the square with the obelisk on it.

The observations from Goodwin [9] work on a lower level. In his

observation, the speaker does not change what he says based on the

responses from the listener, but the timing is coordinated with the

listener. He makes a distinction between continuers and assessments.

Continuers simply acknowledge the receipt of the talk just heard and

signals the speaker to continue his talk. Assessments are the result of

an analysis of the speakers’ talk by the listener based on which, the

listener has produced an action that is responsive to the particulars

of the talk. Continuers are usually placed between two subsequent

speech units, while assessments are placed in the midst of a unit

and completed before a new unit starts. This is actually facilitated

by the speaker. So, if the speaker recognizes an assessment and is

about to start a new unit, he delays this unit (e.g. by an inhalation or

production of a filler) until the listener has completed his assessment.

This coordination does not only facilitate vocal responses from

the listener, also nonverbal signals are dealt with by the speaker.

Goodwin [10] showed that speakers are highly sensitive to listeners

gaze. If they start a sentence and discover the listener is not looking

at them, they restart (and often rephrase) when the listener look back.

This is merely a selection of situations and strategies in which the

speaker moderates his speech to the responses of the listener. There

are many more, which we did not cover, but they illustrate the type

of coordination we are aiming to achieve with our system. It is our

aim to create a system which is technically able to achieve the same

level of continuous interaction with the user as illustrated by these

examples.
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Fig. 1: System architecture

IV. SYSTEM OVERVIEW

Fig. 1 gives an overview of the architecture of the interactive virtual

human system that we have developed. The virtual human explains

a route through a city, in such a way as to elicit Responses form the

user. We detect the occurrence of Responses(e.g., “uh-huh”, “mmm”)

using both non-verbal vocalization analysis and a Wizard of Oz

interface. The behavior planner specifies the behavior to be realized

on the basis of politeness and social strategies and conversation

content (a specification of the route to explain). The behavior is

constructed using speech, gestures, gaze, and face expressions.

If Responses occur, Elckerlyc is instructed to gracefully interrupt

the currently running behavior or to retime or re-parameterize (speak

louder, increase the amplitude of gestures etc.) its behavior. New

behavior can be constructed by selecting and inserting new BML

fragments in order to react to interruption. The exact method of

feedback handling is influenced by turn-taking strategies and polite-

ness/social strategies. The different components are connected using

the SEMAINE framework [11].

V. CORPORA

We used two corpora in this project, namely the MapTask corpus

[12] and the MultiLis corpus [13]. These corpora were used for two

purposes: (1) to find out more about the content and timing of listener

responses, and (2) as training and testing material for our classifiers.

A. The MapTask Corpus

The HCRC Map Task Corpus is a set of 128 dialogues. The task

is for one subject to explain a route to another subject. The one

who explains the route is denoted as the “giver” and the one who

receives the explanation as the “follower”. Half of the dialogs were

recorded under a face-to-face condition and the other half under a

non-visible condition. We used the dialogues from the face-to-face

condition since it is closer to our scenario of an interaction with a

Virtual Human. The two conversations labeled as q3ec1 and q3ec5
where discarded due to a buzz in the speech signal.

The segmentation of the dialog in the MapTask corpus is based

on manual annotations. For the analyses and experiments discussed

in this report, we chose to use instead segmentations based on an

ideal voice activity detector, because that will more closely reflect the

conditions that we will encounter in the application of a conversation

with a Virtual Human. We segment the corpus into talk spurts [14],

defined as a minimum voice activity duration of 50ms separated by a
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TABLE I: Confusion matrix for the annotation of overlapping talk

spurts on Competitiveness. Cohen’s κ=0.60; Krippendorff’s α (nom-

inal) = 0.45.

COMPETITIVE COOPERATIVE

COMPETITIVE 88 77
COOPERATIVE 40 319

minimum inter-pause of 200 ms. These talk spurts are referred to as

“ideal VA Detector talk spurts”. If a talk spurt is comprised of more

than one MapTask segment, the talk spurt is labeled with the label

from the first MapTask segment included in the talk spurt. This gives

a consistent segmentation strategy, uses all relevant speech, and the

results will better resemble the condition when a real voice activity

detector is used.

To simulate real-world conditions even closer, we additionally

created a second set of talk spurts using the OpenSmile voice activity

detector. For each ideal VA Detector talk spurt, 3 seconds of silence

is added in front, and 10 seconds of the original audio following the

ideal VA Detector talk spurt is added to the end. Then the first talk

spurt detected by the OpenSmile voice activity detector, configured

with minimum voice activity duration of 100 ms and a minimum

inter-pause of 200 ms, is assigned the same label as the “ideal VA

Detector talk spurt” and saved for further experiments. If no talk spurt

is detected, then the corresponding label is thrown away. We refer to

these segments as “OpenSmile VADetector talk spurts”.

We used the official MapTask annotations concerning the distinc-

tion between Acknowledgement Moves (MTACK) and other talk

spurts (NONMTACK). The precise definition of an Acknowledgment

Move is found in [15], but they closely resemble the term Listener

Response [3] and thus serve our purpose. According to Carletta et al.

[15], these MapTask annotations are good (κ = .83), although one

of the largest confusions did involve the Acknowledgement Moves

(confusion with Ready and Reply-Y).

In addition, we annotated part of the data with information whether

the talk spurt intends to take the floor (COMPETITIVE) or not

(COOPERATIVE).

The following talk spurts were annotated:

• We only annotated NONMTACKs, as MTACKs are supposed to

be COOPERATIVE by definition.

• We annotated only Responses in overlap (Listener’s talk spurt

starts between the start and the end of the Speaker’s talk

spurt) because the COOPERATIVE/COMPETETIVE dimension

only makes sense for overlapping talk spurts.

• We only annotated NONMTACKs, which does not have any

MTACKs within the local overlap. For example, a NONMTACK

which is intercepted in overlap by MTACK is excluded.

In the data that we used, there are 1232 candidate talk spurts to

be annotated. Of these, 524 talk spurts (quad 1-4) were labelled

by two annotators. The confusion table and relibaility values are

given in Table I. The level of agreement for this annotation is in

the range of highly subjective annotations [16]; the annotators agree

on a certain amount of talk spurts being COOPERATIVE, but have

difficulty agreeing on which talk spurts are COMPETITIVE.

B. The MultiLis Corpus

Because the mapTask corpus does not contain video recordings,

it could not provide us information about nonverbal responses and

nonverbal respose elicitation behavior such as gaze, nods, and face

expressions. For this, we used the MultiLis corpus.

TABLE II: Top 20 most frequently occurring Acknowledgement talk

spurts in the MapTask corpus (MTACK talk spurts), accounting for

7313 out of 9823 of these talk spurts.

count word count word count word count word

2773 right 264 oh 93 got 66 a
1459 okay 227 the 89 it 65 to
525 mmhmm 153 that’s 86 you 63 fine
521 uh-huh 145 no 82 that 58 i’ve
380 yeah 133 i 73 mm 58 aye

The MultiLis corpus [13] is a Dutch spoken multimodal corpus of

32 mediated face-to-face interactions totalling 131 minutes. Partici-

pants were assigned the role of either speaker or listener during an

interaction. The speakers summarized a video they have just seen or

reproduced a recipe they have just studied for 10 minutes. Listeners

were instructed to memorize as much as possible about what the

speaker was telling. In each session four participants were invited

to record four interactions. Each participant was once speaker and

three times listener. What is unique about this corpus is the fact

that it contains recordings of three individual listeners to the same

speaker in parallel, while each of the listeners believed to be the sole

listener. The speakers saw one of the listeners, believing that they

had a one-on-one conversation. The aim of the corpus was to collect

responses from different individuals to the same speaker context. The

corpus illustrates the individual differences in listening behavior, but

also includes differences in the amount of responses that individual

speakers were able to elicit.

VI. ANALYSIS OF RESPONSES IN HUMAN-HUMAN INTERACTION

This section provides an analysis of properties of Responses from

the MapTask corpus. Rather than providing a complete analysis,

we only adress the parts which are crucial for the design of the

system. Table II shows the most frequently occurring word content

for MTACK talk spurts, accounting for 7313 out of 9823 of these

talk spurts.

A. MTACK Content

Figure 2 shows the duration of MTACKs vs. the other dialog

moves. It is clear that MTACKs have a short duration and may

(partially) be detected by duration alone. Concerning overlapping

speech, we can observe the following: The proportion of overlapped

speech in the MapTask corpus is 9.1%, the proportion of MTACKs is

7.3% and the proportion of MTACKs in overlapped speech is 34.9%.

Thus, MTACKs are more common in overlap than in non-overlapped

speech.

B. Gaps Following MTACK talk spurts

Fig. 2: Duration of MTACKs vs. duration of other dialog moves,

using bins of 200 msec.
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Since we are trying to build a Virtual Human that can deal with

Responses in a continuous interactive way, we also investigated

the continuation talk spurt of the Speaker following the onset of a

MTACK Response. For all MTACK Responses that do not interrupt

the Speaker (i.e. the Speaker continues speaking afther the onset of

the Response) we calculated the gap between the end of the Response

and the beginning of the continuation talk spurt of the speaker. This

gap has a negative value if the Speaker continues speaking before the

end of the Response. Figure 3 shows the distribution of the gap for all

Speaker continuation talk spurts. The figure shows that the Speaker

commonly continues to speak after roughly 0-400 ms. It also shows

that negative gap – that is, overlap – is not uncommon. This means

that for a responsive dialog with a Virtual Human, Responses from the

user need to be classified before they are finished. This might be done

using a speech recognizer running in incremental mode or by using a

specialized detector. Since a speech recognizer will only detect lexical

content, the special prosodic characteristics of listener responses

cannot be accounted for. It is also an open question how well a

speech recognizer will perform in detecting grunt-like nature of some

listener responses. This is because Responses such as “mmhmm” are

tokens which are shown to be unstable in their allophonic surface

realizationsm, and there is no standardized annotation scheme for

these [17].

Fig. 3: The gap or overlap (negative gap) between a MTACK

Response and the incterlocutors’ continuation using bins of 100 ms.

C. Duration of COMPETITIVE and COOPERATIVE Responses

Figures 4 and 5 give the distribution of the duration of COMPET-

ITIVE and COOPERATIVE Responses, and of the durations of the

overlap for both types of Responses.

We notice that these distributions are different. Short overlaps

around 100 ms are more likely for cooperative speech rather than for

competitive speech. The most likely overlap duration for cooperative

speech is around 100ms, and it wears off around 2100 ms. The most

likely overlap duration for competitive speech is around 300ms, and

it wears off around 1100 ms. This means that a detector should

give a decision as early as possible after the onset of the Response:

preferably at 300ms, but no later than 1100ms.

Secondly, we observe that cooperative talk spurt tend to be shorter

in durations than talk spurt for competitive speech. This means that

duration may be used as a feature for competitiveness, but still

the decision to stop talking when incoming speech are observed in

overlap, is constrained by the observed durations of overlap explained

in the previous paragraph. Thus, there is a trade-off between these

two constraints, the different durations of talk spurt and overlap.

VII. CLASSIFICATION OF LISTENER RESPONSES

This section deals with the classification of Responses based on

audio input. Being an attentive speaker includes giving attention to

Fig. 4: Durations of talkspurts in overlap with no MTACK context

(within the overlap). To the left are COMPETITIVE and to the right

COOPERATIVE Responses.

Fig. 5: Durations of the overlap with no MTACK context (within the

overlap). To the left are COMPETITIVE and to the right COOPERA-

TIVE Responses.

what the listener says and taking appropriate action. First of all, this

involves recognizing Responses and the information they convey. We

approach this by classification of incoming voice activity in the audio

channel. As mentioned before (Sections IV and VI), it is important

to classify incoming talk-spurts before they end, preferably within

300-700 msec of the onset of the speech.

The classifiers are needed for the system to determine, given in-

coming speech from the user, what the reaction of the Virtual Human

should be. If the incoming speech overlaps speech from the Virtual

Human, the decision may be to stop speaking, or to continue speaking

in overlap. The latter makes sense when the incoming speech is a

COOPERATIVE Response. If the incoming speech does not overlap,

the reaction of the Virtual Human should very much be determined

by the information conveyed by the Response. For example, an

MTACK Response probably requires no change of the dialog plan; a

Response expressing non-understanding or disagreement may require

elaboration, initiation of a clarification dialog, or other more drastic

revisions of the dialog plan. The last type of Responses are not dealt

with by the classifiers presented here.

We classify Responses using the cascade shown in Figure 6. The

first classifier in the cascade is trained on the MapTask corpus to

distinguish MTACK talk spurts from other talk spurts. MTACK talk

spurts are, among other things, by definition COOPERATIVE Re-

sponses. Talk spurts not classified as MTACK may be COOPERATIVE

or COMPETITIVE (see Section V-A). Concerning these NONMTACK

talk spurts we focus on talk spurts produced by the user in overlap

as they more urgently require a decision from the Virtual Human

(namely, to continue speaking even while the user is speaking too, or

not). We tried two different approaches to classify those talk spurts.

The first approach was based on classifying them according to the

theoretical distinction between COOPERATIVE and COMPETITIVE

Responses. The second approach was pragmatically oriented, based

on predicting the outcome of the overlap, that is, predict whether

the Speaker or the Listener is the one who continues speaking after

the overlap. The third approach is a hybrid approach, and attempts

to exploit a possible relation between the pragmatic “outcome of

overlap” rules and the theoretical distinction from the first approach.
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All classification experiments were performed using openSMILE [18]

for automatic feature extraction and libsvm [19] for classification.

In summary, this leads to four main classification tasks.

• Classifier I Classification of all Responses into MTACK /

NONMTACK

• Classifier IIa Classification of NONMTACK, produced in over-

lap, into COOPERATIVE / COMPETITIVE, based on our manual

annotations (the theoretical approach)

• Classifier IIb Prediction of the outcome of the overlap for all

NONMTACK produced in overlap (the pragmatic approach)

• Classifier IIc Classification of NONMTACK, produced in over-

lap, into COOPERATIVE / COMPETITIVE, based on the hybrid

approach
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Fig. 6: Cascade used to classify incoming Responses from the user.

A. Maximum latency classification

The analysis of the gap after a listener response in Figure 3, showed

the presence of a negative gap, i.e. an overlap. This means a decision

whether incoming speech is a listener response or not has to be made

before the the listener response ends. Thus, we consider a maximum

latency design for the detector. It is implemented as a voice activity

detector which sends an end message after the talk-spurt ends, or at a

predefined duration threshold, denoted as the maximum latency. If the

duration reaches the threshold, it continues to work as normal voice

activity detector internally, otherwise it might trigger again. Note that

the detector may trigger before the maximum latency if the talkspurt

is shorter than the threshold subtracted by the minimum inter pause

threshold. For online detection, this maximum latency design was

implemented in openSMILE [18].

B. Feature trajectories as length-invariant Discrete Cosine Coeffi-
cients

To parameterize the trajectories of each feature through out a

talkspurt, we use DCT coefficients invariant to segment length:

Xk =
1

N

N−1∑
n=0

xn cos
(
π

N
(n+

1

2
)k)

)
k = 0, . . . , N (1)

where N is the segment length, xn is the feature value at time n and

Xk is the k’th coefficient.

These DCT coefficients are much faster to compute than poly-

nomial regression coefficients, since polynomial regression require

matrix inversion. This makes length invariant DCT coefficients more

TRAINING DEVELOPMENT EVALUATION

MTACK 775 482 537
NONMTACK 1315 677 1138

TABLE III: Number of talkspurts used for training, developing and

testing Classifier I.

suitable for online systems. The 0’th coefficient is equal to the

arithmetic average, which means if it is omitted, then only the

relative shape of a trajectory is parametrized. This property is useful

for parameterizing features which has an highly speaker dependent

additive bias, such as F0. These DCT coefficients has been used to

visualize a single average trajectory of multiple speech segments [20].

When a DCT is applied on MFCCs, one obtain the cepstrum modu-

lation spectrum. The usage of length-invariant cepstrum modulation

spectrum was first introduced by [21], although no specific term was

used at the time. The cepstrum modulation spectrum has been use for

speech recognition [22] and in its length invariant version for affective

detection [23]. By omitting the 0th DCT coefficient for MFCCs in

the time dimension, then any channel mismatch which appear as

an additive bias in the quefrency will not cause any problem. Our

experiments will determine whether omitting the 0’th coefficient still

gives a decent classifier. Unless anything else is stated, the 0’th DCT

coefficient in time dimension is always omitted.

C. Support Vector Machine classification

All classifiers use Support Vector Machines (SVM) with Radial

Base Function Kernel as implemented in libsvm [19]. In a few cases,

we consider a minor but pragmatic modification to the standard SVM

scheme, which is here denoted as rescaling. When feature sets of

different nature are evaluated on the development set, quite different

optimal γ values are found for each feature set. The γ parameter in

a radial base kernel is proportional to the inverse of the variance in a

Gaussian. This means that if each feature set would have different γ,

then a more optimal decision hyperplane may be found. One solution

to this problem uses multiple kernels [24]. Here we offer a simple

and pragmatic solution for this problem. After each feature set f has

been evaluated separately, the optimal γf
optimal is saved. When the

combined feature set is created, a rescaling procedure is applied, after

the regular scaling to [−1, 1] or N(0,1) . The original scaled feature

set xf for each feature set is then rescaled by

x̂f =
γf
optimal

mini=1...I γi
(2)

where i denotes the indexes for all γ in the grid search. This rescal-

ing procedure can be applied to most standard SVM implementations

with only minor modifications.

D. Experimental setup

For all experiments, the training set consists of so-called quads

1-4, the development set holds quads 5-6 and the evaluation set

holds quads 7-8. The number of talkspurts used in the classification

experiments can be found in Table III. The SVM regularization

parameters are optimized on the development set, and the best

parameters are then used for test on the evaluation set.

As explained in Section V-A, the first series of experiments

explores features and combinations thereof under the assumption that

an ideal voice activity detector is available (referred to as the “ideal

VAD talk spurt” situation). In the second series of experiments, the

ideal segmentation is replaced by an actual voice activity detector
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based on energy thresholds (referred to as the ‘OpenSmile VAD

talk spurt’ situation). This is done to ensure that the classification

results reflects real life conditions as closely as possible. Since a

parametrization of the trajectory of each feature is used, the resulting

models are expected to be sensitive to mismatch in segmentation.

Thus, the same segmentation should be used for training and on-line

recognition. Still we considered safe to extrapolate the results from

the first series, and use the best found combinations of features for

the experiments using the ‘OpenSmile VAD talk spurts’.

E. Classifier I: MTACK vs. Other

1) Features: For the task of classifying incoming speech as a

MTACK or not, a set of acoustic features are considered.

• F0: Back-channels has been shown to have a rise or drop in F0

[25][20].

• Intensity: Back-channels has been shown to have distinct inten-

sity contours [25]

• MFCC: Similar lexical content, see Table II, may be captured

by MFCCs.

• Duration: As seen in Figure 2, MTACKs have shorter duration

then other type of speech. For training, the full talk-spurt

duration was used, for testing, the duration up to the maximum

latency threshold was used.

• Spectral Flux: Common listener responses such as “mmhmm”

and “uh-huh” are relatively homogeneous throughout their real-

ization, and spectral flux should capture this property.

All features are parametrized using DCT-coefficients 1-6 or 0-6,

as described in Section VII-B. As classification method, we used a

ν-SVM. The parameters g and c were optimized on the DEV set

(on F avg) through a simple gridsearch with growing sequences

of the ν (sequences growing linearly) and g (sequences growing

exponentially) parameters within ranges of [0.025, 0.6] and [0.0156,

4] respectively.

For this classifier, a maximum latency of 300ms or 500ms was

chosen.

Feature(s) 300 ms 500 ms

F0 55 59
Intensity 60 62
MFCC with 0th 72 75
MFCC without 0th 74 75
Duration 55 71
Spectral flux 66 67
Intensity, Sp. flux, MFCC with 0th 73 76
Intensity, Sp. flux, MFCC with 0th, Dur. 75 76
Intensity, Sp. flux, MFCC without 0th 74 76
Intensity, Sp. flux, MFCC without 0th, Dur. 73 76

TABLE IV: Average F-scores in percent for “MTACK vs other”

classification for all the “ideal VA Detector talk spurts” in the

development set.

max latency (ms) Features Avg. F-score

300 Intensity, flux, mfcc without 0th 73
500 Intensity, flux, mfcc without 0th, dur 76

TABLE V: Average F-scores in percent for “MTACK vs other”

classification for all the “ideal VAD talk spurts” in the evaluation

set.

2) Results And Discussion: As expected, we observe in Table IV

that MFCCs and duration, at least in the 500ms case, are the main

max latency (ms) Features Avg. F-score

300 Intensity, flux, mfcc without 0th 68
500 Intensity, flux, mfcc without 0th, dur 69

TABLE VI: Average F-scores in percent for “MTACK vs other”

classification for the ‘OpenSmile VAD talk spurts’ in the evaluation

set.

Classified as
MTACK NONMTACK

True MTACK 279 258
True NONMTACK 171 967

TABLE VII: Confusion matrix of 500-Intensity-flux-mfcc-without-

0th-dur, evaluated on evaluation set

contributors to the distinction between MTACK vs. NONMTACK.

The combination of features did not always yield better results.

However, note that we only tried a combination of features on feature-

level, and that a decision-level fusion might yield better results (which

will be investigated in future work). We observe that omitting the

0th DCT for MFCCs, does not hurt performance. Table V shows

results for the proposed feature combinations on the evaluation set.

Surprisingly little gain is achieved by using the longer maximum

latency of 500 ms as compared to 300 ms. Table VI shows the

results for the more realistic ‘OpenSmile VAD talk spurts’. A small

performance drop is observed. Furthermore, the confusion matrix in

Table VII shows that it is easier to miss a LR than to miss a NON-LR.

F. Classifier IIa: COMPETITIVE vs. COOPERATIVE

This task is based on the theoretical distinction between COMPET-

ITIVE vs. COOPERATIVE incoming speech. The classifier was trained

on agreed annotations made by two human annotators who labelled a

part of the HCRC Map Task Corpus on perceived COMPETITIVENESS

and COOPERATIVENESS of the incoming overlapping speech (as

explained in Section V-A).

1) Features: Choosing a good acoustic feature set for this task

is not easy since only a few studies are available. Intensity is the

most widely studied cue for interruption ([6], [26]). Speaking rate has

been studied in [27] where it was noted that competitive overlappers

make use of higher speaking rates. However, [28] found speaking

rate to be a weak cue for competitive speech. Speaking rate is very

difficult to estimate for segments lasting less than 1000 ms. Instead,

we try spectral flux which has been used for estimating tempo in

music [29]. While average F0 (high) has shown to be a cue for

interruption (e.g., [6]), it requires adaptive estimation of F0 range and

is not considered here. As shown in the analysis in Section VII-G,

talkspurt duration is a good feature. Based on the experience from

annotation, we noted a tension in the voice for some interruptions and

competitive speech. Thus, voice quality correlates may be useful for

this task. Voice quality was measured by spectral centroid, spectral

kurtosis, and spectral skewness. The final set of acoustic features was

comprised of:

• F0: DCT 1-6

• Intensity: DCT 1-6

• Duration: For training, the full talk spurt duration was used. For

testing, the duration up to the maximum latency threshold was

used.

• Spectral Flux: 0th DCT

• Voice quality: 0th DCTs of spectral centroid, spectral kurtosis

and spectral skewness
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TABLE VIII: Average F-scores for predicting Comp vs Coop on

development set using “ideal VAD talk spurts” from the corpus

Max lat.(ms) 300 500 700 900 1100

F0 54 57 58 57 57
Int. 56 53 59 56 55

Sp. Flux 63 61 60 60 58
V.Q. 53 51 53 51 52
dur. 46 47 48 51 51

Comb1 57 52 54 55 58
Comb2 58 52 54 55 57

TABLE IX: Average F-scores for predicting Comp vs Coop on

evaluation set using “ideal VAD talk spurts” from the corpus

Max lat.(ms) 300 500 700 900 1100
Sp. Flux 61 63 59 63 55

Comb1 58 54 53 54 58
Comb2 57 53 54 53 58

Current speaker
Incoming speaker

outcome < 0

Current speaker
Incoming speaker

outcome > 0

Fig. 7: The outcome of overlap that is to be predicted.

• Comb1: F0, Intensity, Spectral Flux, and Voice Quality, as

specified above

• Comb2: As Comb1 with duration added, as specified above

2) Experimental setup: For training and testing the classifier, we

used the COMPETITIVE and COOPERATIVE annotations that were

obtained with two human annotators (see Section V-A). Only those

talk spurts that were agreed upon by both annotators were included

which yielded 88 and 319 talk spurts for the COMPETITIVE and

COOPERATIVE class respectively. Since we have relatively little

data, an N-fold-cross-validation scheme was applied for training

and testing the classifier (contrary to what was done for the other

classifiers). There were 4 quads available. To ensure strict separation

of training, development and testing sets, in each fold, 2 quads

were held out for development or testing. The models trained for

optimization of the SVM parameters were trained with the other 2

quads. All possible combinations of quads with strict separation of

training, development, and testing sets were made which yielded 12

folds for the optimization phase. For final testing, the quad initially

used for development was added to the training set, which yielded 4

final folds for testing.

3) Results And Discussion: Table VIII shows the results for the

development data and Table IX for the evaluation data. It is clear

that only spectral flux is the only feature which gives anything above

chance level. It is hard to speculate on the reason for this, but it

should be pointed out that data sparseness, i.e. very few competitive

samples, may have contributed to this.

G. Classifier IIb: Outcome of Overlap

The observed outcome from overlap is defined by a contextual

timing feature. This feature is the end-time of the talk-spurt for the

speaker who intercept in the overlap subtracted by the end-time of the

talk-spurt of the interlocutor, which is the speaker who talked before

the overlap. Thus, this feature measures the outcome of the overlap,

i.e the winner of the floor, and is hence denoted as the outcome.

This is illustrated in Figure 7. Based on the outcome, the following

labeling scheme is applied:

If outcome < 0 then

Fig. 8: Durations of talkspurts in overlap with no MTACK context

(within the overlap). To the left is when the incoming speaker stops,

and to the right is when the incoming speaker continues.

Fig. 9: Durations of overlaps with no MTACK context (within the

overlap). To the left is when the incoming speaker stops, and to the

right is when the incoming speaker continues.

label as incoming speaker stops;
else
label as incoming speaker continues.

By using this rule, instead of human annotations of interruptions,

or competitive and cooperative speech, the resulting labels are always

consistent and objective. If the labels generated by the rule may be

predicted using acoustic cues, then the predicted outcome from the

overlap can be forwarded to the dialog manager, which in turn can

make a decision. In this way, we can think of the rule as an observed

habit which may be predicted. However, the labels produced by the

rule has no correspondence with the labels derived from annotation,

the average F-score is 41.8.

Theoretically, one would expect a relation between the outcome

of the overlap described here, on the one hand, and the concept of

COMPETITIVE vs COOPERATIVE described earlier, on the other hand:

the Speaker will probably more often stop speaking due to incoming

COMPETITIVE Responses than due to COOPERATIVE Responses.

Figures 8 and 9 show the histograms of the talk spurt durations

and the overlap durations for the two possible outcomes of overlap.

Compare these with Figures 4 and 5 to see that at least in this respect,

there is a relation between observed outcome of overlap, and the

manual annotation of COMPETITIVE vs. COOPERATIVE.

1) Acoustic Features: The final acoustic feature set is:

• F0: DCT 1-6

• Intensity: DCT 0-6 or 1-6

• Duration: For training, the full talk-spurt duration was used, for

testing, the duration up to the maximum latency threshold was

used.

• Spectral flux: 0’th DCT
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TABLE X: Development set Average F-scores for predicting outcome

of overlap given the “ideal VA talk spurts”

Max lat.(ms) 300 500 700 900 1100

F0 56 66 65 67 69
Int. 58 63 61 59 63

Int. + 0th 63 63 61 64 66
sp. Flux 61 62 62 62 64

v.q. 58 62 65 65 64
dur. 70 75 76 76 76

comb1 57 62 66 66 66
comb2 54 66 71 73 74

comb1 rs 58 63 63 67 65
comb2 rs 60 63 69 77 71

TABLE XI: Evaluation set Average F-scores for predicting outcome

of overlap given the “ideal VA talk spurts”

Max lat.(ms) 500 700 900 1100

dur. 77 79 79 79
comb1 52 54 55 58
comb2 62 67 70 63

comb1 rs 53 60 56 61
comb2 rs 58 71 77 74

• Voice Quality: 0’th DCTs of spectral centroid, spectral kurtosis

and spectral skewness.

• Comb1: F0,Intensity, Spectral flux and Voice Quality, as speci-

fied above

• Comb2: As Comb 1 with duration added, as specified above

• Comb1: Comb 1 with rescaling

• Comb2: Comb 2 with rescaling

The DCT coefficients are computed as described in Section VII-B.

2) Results And Discussion: The results, measured by average F-

scores, for optimal parameters on the development set given the “ideal

VA talk spurts” are shown in Table X. It is clear that performance

increases with the maximum latency duration threshold. Adding the

0’th DCT coefficient to Intensity gives some benefit, but it is not

included in the combined feature set since it might be sensitive to

recording conditions. Duration is the most salient feature overall

while the other features gives similar contributions. Rescaling does

not show any clear advantage. Eventually, we decided to evaluate

the combined feature sets, with and without rescaling, and, finally,

duration alone.

The results for the evaluation set are given in Table XI. These

results verify that classifier performance increases with the maximum

latency duration threshold. Rescaling gives a clear advantage, but the

comb2 feature set does not beat duration alone. Especially, the results

the comb1 feature set (acoustic features only), are not very strong but

clearly above chance for longer maximum latency thresholds.

Then we made the evaluation using the “OpenSmile VA talk

spurts”, the performance dropped significantly. The cause was hy-

pothesized to be inconsistent segmentation by the energy based

voice activity detector. Since he trajectory parametrization by DCT

coefficients is likely to be sensitive to segmentation inconsistencies,

TABLE XII: Evaluation set Average F-scores for predicting outcome

of overlap given the “OpenSmile talk spurts”

Max lat.(ms) 500 700 900

dur. 66 71 69
comb1 N/A 48 46
comb2 54 54 49

we decided to only use the 0th DCT coefficient (i.e. corresponds to

the arithmetic average). However, this ruled out using F0 and Intensity

as features since the arithmetic average of these are dependent on the

speaker and the distance between the speaker and the microphone.

Consequently, we ended up using the 0th coefficients of Spectral Flux

and Voice Quality. The results are shown in Table XII. It is clear that

the acoustic features does not perform above chance, leaving only

duration as a reliable feature.

H. Classifier IIc: Hybrid approach

The pragmatic approach in Section VII-G doesn’t produce auto-

matic labels that relate to the labels from the annotation. This section

describes an attempt to derive a low complexity rule which shows

agreement with the labels derived from the human annotations.

Similar to the pragmatic approach in Section VII-G, two types

of contextual timing features are defined first. The first one is the

duration of the overlap. The second is the end-time of the talk-spurt

for the speaker who intercept in the overlap subtracted by the end-

time of the talk-spurt of the interlocutor, which is the speaker who

talked before the overlap. Thus, this feature measures the outcome

of the overlap, i.e the winner of the floor, and is hence denoted as

outcome.

To derive a rule from the features a decision tree was used, where

the priors for the agreed labels were set to a uniform distribution.

The first two rules, at the top of the tree, was:

If overlap > 0.15 and outcome < -0.40 then
label as competitive;
else
label as cooperative.

This label scheme achieved an average F-score with our agreed

labels of 0.67. The value is above chance and should be compared to

the kappa which is decent but not high. Rules with higher complexity

may be derived by looking further down into the tree, but these high

complexity rules are difficult to explain and understand.

The part of the rule which concerns the amount of overlap, i.e.

a minimum overlap of 150 ms, may be interpreted as the minimum

duration of a perceivable overlap. Thus, if the overlap is below 150ms

it is not perceivable and hence no interruption is perceived either. It

should be noted, that despite no listener responses, as defined by

the acknowledgments moves, were included for annotation, more

than a few listener responses where observed during annotation.

These also tend to come immediately before the end of the talk-

spurt, possibly within the last 150 ms. Since listener responses are

considered as cooperative, the occurrences of these just toward the

end of a talk-spurt may be another explanation for this criterion. In

any case, a speaker change that is within 150ms before the end of

the talk-spurt may simply be considered as a smooth speaker shift.

Also, this criterion seem to be non-negligible, since if this part of

the rule was removed, the average F-score dropped below chance

level. The second part of the rule; outcome < −0.40; simply states

that the speaker who intercepts in overlap has to speak for 400 ms

after the overlap in order to consider it to be competitive. Finally,

we notice that the rule implies a minimum talk-spurt duration of

150 + 400 = 550 ms. We further notice from Figure 2, that listener

responses are more likely to be shorter than 500ms compared to non-

listener responses. This confirms the findings by [30], where duration

was found to be a highly reliable feature for back-channels.

Figures 10 and 11 show the histograms of the talk spurt durations

and the overlap durations for the labels generated by the rule.

We notice a greater similarity between these histograms and the

histograms for the manual annotations (Figures 4 and 5) compared
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Fig. 10: Durations of talkspurts in overlap with no MTACK context

(within the overlap). To the left are COMPETITIVE and to the right

COOPERATIVE Responses, both according to the rule.

Fig. 11: Durations overlaps with no MTACK context (within the over-

lap). To the left are COMPETITIVE and to the right COOPERATIVE

Responses, both according to the rule.

to the histograms which results from the pragmatic approach. This is

especially true for the overlap durations of competitive speech.

To summarize, the motivations for using the hybrid rule are:

1) The rule extracts labels which have some consistency with our

human annotations.

2) The rule generates labels which have overlap and duration

distributions similar to the human annotations.

3) We can generate labels for more data than what is provided by

the annotations.

4) The rule is always consistent and objective.

If the labels generated by the rule may be predicted using acoustic

cues, then the predicted labels can be forwarded to the dialog

manager, which in turn can make a decision. In this way, we can think

of the rule as an observed habit which is also related to cooperative

and competitive speech, which may be predicted.

1) Results And Discussion: For this classifier, we use exactly the

same feature set as for the pragmatic approach (Section VII-G).

TABLE XIII: Development set Average F-scores for predict-

ingCOMPETITIVE speech based on the hybrid approach given the

“ideal VA talk spurts”

Max lat.(ms) 300 500 700 900 1100

F0 57 64 64 66 67
Int. 61 67 63 64 67

Int. + 0th 61 64 63 69 72
sp.flux 63 66 64 62 62

v.q. 62 64 67 68 69
dur. 41 71 79 79 82

comb1 61 67 66 64 67
comb2 50 58 62 65 67

comb1 rs 60 64 66 72 70
comb2 rs 55 58 69 75 76

TABLE XIV: Evaluation set Average F-scores for predicting COM-

PETITIVE speech based on the hybrid approach given the “ideal VA

talk spurts”

Max lat.(ms) 500 700 900 1100

dur. 67 74 70 81
comb1 57 57 60 60
comb2 55 61 55 62

comb1 rs 58 57 58 62
comb2 rs 56 63 61 67

TABLE XV: Evaluation set Average F-scores for predicting COM-

PETITIVE speech based on the hybrid approach given the “OpenSmile

talk spurts”

Max lat.(ms) 500 700 900

dur. 57 63 67
comb1 52 53 49
comb2 48 42 47

The results, measured by Average F-scores, for optimal parameters

on the development given the “ideal VA talk spurts” are shown in

Table XIII. The F-scores pretty much follows the same pattern as

for the pragmatic approach (Section VII-G), but the observations

are rephrased where for clarity with few but some differences. It is

clear that classifier performance increases with the maximum latency

duration threshold. Adding the 0’th DCT coefficient to Intensity gives

some benefit, but it is not included in the combined feature set

since it might be sensitive to recording conditions. Duration is the

most salient feature overall while the other features gives similar

contributions. Rescaling does show an advantage for maximum

latency threshold of 700 ms and above. Eventually, we decided to

evaluate the combined feature sets, with and without rescaling and

finally duration alone.

The results for the evaluation set are given in Table XIV. These

results verify that classifier performance increases with the maximum

latency duration threshold. Rescaling gives a clear advantage, but the

comb2 feature set does not beat duration alone. Especially, the results

the comb1 feature set (acoustic features only), are not very strong but

clearly above chance for longer maximum latency thresholds.

For the evaluation using the “OpenSmile VA talk spurts”, we

adopted the same procedure as for the pragmatic approach. Thus,

we ended up using the 0th coefficients of Spectral Flux and Voice

Quality along with duration. The results are shown in Table XII. It is

clear that the acoustic features does not perform much above chance,

leaving only duration as a reliable feature.

I. Conclusions from Classification Experiments

These series of experiments has shown successes and failures. First

of all, Classifier I (Classification of all Responses into MTACK

/ NONMTACK) has a clear potential in a fielded system. For the

Classifier II b/c versions, we have shown some success for acoustic

features by using “ideal VA talk spurts”. However, under the more

realistic condition where “OpenSmile talk spurts” are used, only

duration showed to be a reliable feature. It is not obvious to chose

between Classifier IIb and Classifier IIc, mainly because the actual

performance is similar, but the more more pragmatic Classifier IIb
may be the choice since it does not rely on human judgments.

Finally, it should be noted that all these classifiers may run in parallel

for different maximum latency thresholds. Then different decision

thresholds may be applied for the more reliable classifiers, which

usually are the ones which has a higher maximum latency.
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VIII. EXISTING MODELS FOR BEHAVIOR GENERATION AND

SPECIFICATION

Here we describe Elckerlyc, the BML Realizer used to generate

virtual human behavior. It is based on the SAIBA Framework [31]

(see Fig 12, which describes a generic architecture for virtual human

applications. It contains a three-stage process: communicative intent
planning, multimodal behavior planning, resulting in a BML stream,

and behavior realization of this stream. The Elckerlyc framework

used in this project encompasses the realization stage. It takes a

specification of the intended behavior of a virtual human written

in the Behavior Markup Language (BML) [31] and executes this

behavior through the virtual human.
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Fig. 12: The SAIBA framework.

The BML stream contains BML requests with behaviors (such

as speech, gesture, head movement etc.) and specifies how these

behaviors are synchronized (see also Fig. 13). Synchronization of

the behaviors to each other is done through BML constraints that

link synchronization points in one behavior (start, end, stroke, etc;

see also Fig. 14) to synchronization points in another behavior. BML

can be used to append or merge new behaviors into a running BML

stream. Some extension have been proposed to allow the specification

of instant removal of a running BML request1.
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Fig. 13: An example of a BML request containing a gaze and a speech

behavior. A synchronization constraint ensures that the speech starts

after the gaze is aimed at the audience.

Fig. 14: Standard BML synchronization points (picture from http:

//wiki.mindmakers.org/projects:bml:main)

IX. SCHEDULING AND PLANNING FOR CONTINUOUS

INTERACTION

Currently, BML does not contain mechanisms to slightly modify

behavior that is already running, or to interrupt behavior in a more

graceful manner. Such mechanisms are crucial to achieve continuous

1See http://wiki.mindmakers.org/projects:bml:multipleblockissue

interaction [32]. Some desired changes to planned behavior are only

on their timing or parameter values (speak louder, increase gesture

amplitude) and should not lead to completely rebuilding the animation

or speech plan. Such small adaptations of the timing or shape of

planned behavior occur in conversations and other interactions [2].

Elsewhere, we discuss the specification and Elckerlyc’s implementa-

tion mechanisms that allow such small behavior plan changes to occur

instantly [32]. In this paper we focus on graceful interruption and

preplanning of behavior that were developed during the eNTERFACE

workshop.

We have defined a custom BML extension BMLT 2 to allow

the expression of behaviors and the scheduling and interruption

mechanisms discussed above that cannot be expressed in BML (yet).

A. Preplanning

Planning a BML request typically takes a non-neglectable amount

of time, especially if the timing of speech is to be obtained through

speech synthesis software. This is problematic for developing highly

responsive Virtual Humans like the one described in this paper.

Elckerlyc explicitly models the scheduling stage of BML requests

and makes it transparent to the Behavior Planner by providing it

with feedback on when the scheduling of a BML request is started

and when it it done. BMLT provides preplanning as a mechanism

to construct a behavior plan that can be activated later on. In a

typical usage scenario of pre-planning, the Behavior Planner already

knows what behavior to execute, and wants to execute it (near)

instantly later on, for example in reaction to some event such as an

incoming Response from the user. Preplanning is set up for a BML

request, using the BMLT preplan attribute in that request. Preplanned

BML requests can be activated using another BML request with an

onStart attribute. The preplanned behavior is activated as soon as

the scheduler finishes planning the behavior with the onStart that

activates it. Example 1 illustrates the BML used for preplanning.

BML Example 1 Several BML requests illustrating the preplanning

and activation of pre-planned behavior.

<bml xmlns:bmlt="http://hmi.ewi.utwente.nl/bmlt"
id="bml1" scheduling="merge" bmlt:preplan="true">

...
</bml>

(a) Preplan bml1.

<bml xmlns:bmlt="http://hmi.ewi.utwente.nl/bmlt"
id="bmlX"
bmlt:onStart="bml1"/>

(b) Activate preplanned behavior bml1.

<bml id="bml3"
xmlns:bmlt="http://hmi.ewi.utwente.nl/bmlt"
scheduling="append-after(bml2)"
bmlt:onStart="bml1,bml5">

...
</bml>

(c) Schedule bml3 to be appended after bml2, activate

preplanned behaviors bml1 and bml5 as bml3 is started.

B. Graceful interruption

The interrupt behavior, first proposed and implemented in the

SmartBody BML realizer [33], is used to interrupt a running BML

request. This can be used to schedule the interrupt of a BML request

relative to some other behavior (e.g. VH looks at the interlocutor

2See http://wiki.mindmakers.org/projects:bml:bmlt
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before it stops to speak). In both BMLT and the SmartBody BML,

the interrupt behavior by default immediately interrupts all behaviors

in the BML request it targets at the start of the interrupt behavior.

In its simplest form (See Example 2), the BMLT interrupt behavior

acts the same as the SmartBody interrupt behavior. The syntax is also

very similar.

BML Example 2 Interrupt bml1 as soon as shake1:stroke is

reached
<bmlt:interrupt id="interrupt1"
target="bml1" start="shake1:stroke"/>

We have extended the interrupt behavior to allow a more fine-

grained interrupt specification, using the interruptspec element

inside an interrupt behavior. Using the interruptspec we

can define exactly when certain behaviors inside the target BML

request are to be interrupted. All behaviors in the target BML

request that are not described in an interruptspec are inter-

rupted instantly. The interruptspec also allows us to specify

preplanned BML requests that are to be activated as soon as a

certain behavior is interrupted using the onStart attribute. This

combination of the interruption behavoir and preplanning allows us

to specify the graceful interruption of behavior in other BML blocks,

with alternative continuations after the interruption (See Example 3).

BML Example 3 The realizer interrupts all behaviors in bml1.

speech1 is interrupted at sync1 and gracefully ended with

some trailing speech using bml3, gesture1 is interrupted at its

stroke-end, and followed by the content of bml4. All other

behaviors in bml1 are interrupted at the start of interrupt1 (that

is, at shake1:stroke).

<bmlt:interrupt id="interrupt1"
target="bml1" start="shake1:stroke">

<bmlt:interruptspec behavior="speech1"
interruptSync="sync1" onStart="bml3"/>
<bmlt:interruptspec behavior="gesture1"
interruptSync="stroke-end" onStart="bml4"/>

</bmlt:interrupt>

X. LISTENER RESPONSE ELICITATION

Before going into monitoring and handling Responses it is impor-

tant that the system is able to elicit these Responses. In human-human

conversation the speaker often elicits such responses. The speaker

creates Response opportunities through vocal and non-vocal cues,

such as pausing between statements, modifying the prosody of the

speech, and using gaze and face expressions. This section discusses

the literature in order to find possibilities for response elicititation

cues that can be used in our pilot experiment.

Prosodic elicitation cues for responses are quite well described

in literature. Gravano and Hirschberg [34] observe that the final

intonation of the interpausal unit (IPU) preceding a response rises

in 81% of the cases. Furthermore the mean intensity and pitch

level of the preceding IPUs which are followed by a response are

higher than IPUs not followed by a response. Furthermore Ward and

Tsukahara [35] use in their handcrafted rule based model an area of

110ms of low pitch to predict a response 700ms after this cue.

Nonverbal cues are far less concretely described in literature. Such

work mostly concerns gaze behavior. In a detailed study Bavelas et

al. [36] conclude that 83% of listener responses in their corpus occur

during mutual gaze, confirming earlier intuitions of Kendon [37] and

Duncan Jr. [38]. Furthermore, head movements have been associated

with eliciting responses [39], but there are, to our knowledge, no

concrete findings directly applicable to virtual humans.

We performed an observatory study on the MultiLis corpus, where

we analyzed the speakers who elicited the most responses from the

listeners, with special attention to their nonverbal behaviors. Some

speakers were very expressive in their nonverbal behavior, while

others were not. For one of the speakers his blinking behavior really

stood out. In general his blinking rate was high, but at the end of

statement, where he expected a response from the listener, he stopped

blinking and stared at the listener. He started blinking again as soon

as the listener provided a response.

A. Enhancing MARY TTS to realize vocal elicitation cues

The MARY TTS platform is an open-source, modular architec-

ture for building text-to-speech systems, including unit selection

and statistical parametric waveform synthesis technologies. It has

been described in detail elsewhere [40], [41]. The present paper

only describes the aspects relevant in the current context. One of

those aspects is how to realize vocal elicitation cues using MARY

TTS. Prosody modification techniques are the key to realize vocal

elicitation cues. Traditionally in MARY, the applications that require

control over prosody were using MBROLA diphone synthetic voices,

though the voices are unnatural. Nowadays HMM-based voices are

reaching high quality synthetic speech.

In HMM-based speech synthesis, trained statistical models

(context-dependent HMMs) are used to predict duration and generate

parameters like mel-cepstral coefficients, log F0 values, and bandpass

voicing strengths using the maximum likelihood parameter generation

algorithm including global variance [42]. In the later stages, F0

parameters, bandpass voicing strengths, and the five bandpass filters

are used to generate a mixed excitation signal. Finally, speech is syn-

thesized from the mel-cepstral coefficients and the mixed excitation

signal using the MLSA filter [43].

Although MARY already supports realization of predicted prosody

parameters using HMM synthesis, it did not support explicit prosody

specification. This project requires support for prosody modifications

specified in MARYXML requests. So, as part of this project, we

implemented support for ‘prosody’ element as described in W3C

Speech Synthesis Markup Language (SSML) recommendations; and

the different attributes in ‘prosody’ element like ‘rate’, ‘pitch’ and

‘contour’ are used as specifications to modify predicted phone dura-

tions and pitch contour before passing them to the HMM synthesizer.

Once the modifications are done according to given specifications,

they are realized as normal with HMM-based synthesis strategies.

MARYXML Example 1 An example which supports explicit

prosody specifications

<?xml version="1.0" encoding="UTF-8" ?>
<maryxml version="0.4"
xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"
xmlns="http://mary.dfki.de/2002/MaryXML"
xml:lang="en-US">
<p>
<prosody rate="fast"

pitch="+10%"
contour="(10%,low)(80%,+10%)(100%,+5st)">

Welcome to the world of speech synthesis!
</prosody>
</p>

</maryxml>

XI. PILOT EXPERIMENT

As a setting for our experiments we chose the route description

domain. This domain was chosen since in this domain the fact

whether the information given by the agent has reached the user,
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and is understood by the user or not, is crucial to the success of

the interaction. In this setting, continuous monitoring of the user and

reacting appropiately to their responses is very relevant. You may

want to repeat certain elements of the explanation to get your point

across or skip a part depending on the actions of the user.

Before going into monitoring and handling the responses it is

important that your system is able to elicit these responses. In human-

human conversation the speaker often elicits such responses. The

speaker creates response opportunities by providing eliciting cues

to the listener, such as pausing between statements, modifying the

prosody of the speech and displaying various nonverbal behaviors.

In this experiment we aim to recreate these signals based on lit-

erature and corpus analysis and evaluate them in our agent to see

which elicitation strategy elicits the most responses. Furthermore we

assess each version of our agent on subjective measures related to

conversational skill, rapport, personality etc.

A. Task

During the experiment our route giving agent explains a route to

the participants. Afterwards the participant needs to draw the route

on a map, which is presented before the interaction begins.

B. Stimuli

The map contains the layout of a fictional city. Landmarks are

highlighted on the map, such as a cathedral, a stadium, and bridges.

With the map comes a legend explaining the terminology used by the

agent to identify the landmarks. The current position of the participant

is also shown on the map.

There are three different starting points, for three different routes.

Each route consists of n steps3 that take the user to their final

destination. Each step is realized by specifying a BML block. The

BML block specifies the speech and the behavior the agent performs.

The speech is synthesized using Mary TTS [41]. The speech is

manually cleaned up, using the prosody tags described in Section X.

We removed, where necessary, peculiarities in the synthesized speech,

added some extra pause moments and changed the speech rate, to

make the agent sound more natural. Aligned with the speech, gestures

are added to accompany the explanation of the route (e.g. pointing

to the left or making an iconic gesture representing a landmark). The

pause between the blocks is 1.5s, which is based on the mean pause

between statements in the MultiLis corpus.

These pauses between the blocks are the response opportunities

where we explicitly elicit responses. For each route we created four

versions, each with different response elicitation behavior. These four

different behavior are:

• Default: No explicit elicitation behavior.

• Vocal: Rising pitch at the end of the step.

• Nonverbal: Emphasis head and face gestures, interruption of

blinking and gaze away as conformation behavior.

• Combined: Combination of the Vocal and Nonverbal behavior.

In the Default version no explicit elicitation behavior is employed.

This version was our baseline from which we created the three

following versions, by changing the pitch contours, or adding extra

behaviors according to strict rules.

In the Vocal version we modified the pitch of the speech. The

modification were inspired by Gravano and Hirschberg [34]. In

their analysis of the Columbia Games Corpus, which is a task-

oriented corpus, comparable to our setup (as opposed to spontaneous

dialogues), they concluded that, among other features, the rising of

the pitch in the final 200 to 300ms of speech is a response eliciting

3For Route 1 and 3, n = 8, for Route 2, n = 7.

cue. We applied this finding to our synthesized speech in this version,

by giving the last word of a step in the route a rising pitch contour.

In the Nonverbal version we added nonverbal inviting behavior

found in the MultiLis Corpus [13]. More specifically we choose

one of the speakers and recreated his nonverbal response eliciting

behavior. This speaker was chosen by looking at the top 5 speakers

with the highest rate of elicited responses per minute and selecting

the speaker where nonverbal cues were most prominently present (ac-

cording to our perception). His eliciting behavior was the following.

He emphasizes the last word in a sentence by accompanying it with

a subtle head nod and short eyebrow raise. At the same time he stops

blinking (he generally has a pretty high blinking rate, so this actually

stands out) and stares at the listener. As soon as a response is given,

he starts blinking again and averts his gaze to formulate his next

sentence. This behavior is recreated in the nonverbal version.

In the Combined version we combine both the vocal and nonverbal

behavior changes to the default version.

C. Methodology

We invited 9 participants (8 male, 1 female, aged between 25 and

54, all non-native English speakers) to interact with our route agent.

Participants are told that the agent is able to perceive and react to

short vocal and nonverbal responses (like nodding, saying “Uh-huh”,

or “Yes”).

Before each interaction the user was presented the map with

the starting point of the route. This map is taken away before the

interaction starts. During the interaction the route agent gave a route

description to the user. It was the task of the user to remember the

route and reproduce it on the map afterwards.

Each participant interacted three times with the route agent. During

each interaction the agent explained a different route. Each route

description was given with a different elicitation strategy. Every

participant interacted with the Default and Combined agent and

either the Vocal or the Nonverbal agent. Permutations of routes and

elicitation strategies were varied among participants.

D. Measures

Before the experiment the participants filled in a prequestionnaire

measuring their age, gender, native language and highest level of

education.

After each route they filled out a questionnaire about the inter-

action. The questionnaire measures the rapport between the agent

and the participant, based on the questionnaire used in De Kok and

Heylen [13]. Furthermore we measured the perceived impression of

the agent by having the participants rate the agent on 26 bipolar

semantic differential adjective scales taken from the study of Ter

Maat et al. [44]. All questions are on a 7-point Likert scale.

In the postquestionnaire after the final route, we asked which

version of the agent they liked best, they thought was the most natural,

the most social and the most attentive.

Our final measures are on the video recordings of the interaction.

In these video recordings we counted the number and the type

(nonverbal, vocal or both) of the responses they provided to the agent.

E. Results and Discussion

We succesfully elicited responses from the subjects (see Ta-

ble XVI). The amount of response given seems highly subject

dependent (see Table XVI). Over half of the subjects gave a response

on all response elicitation positions in the route explanation, even if

no explicit elicitation strategy was used. Perhaps the pauses between

segments in the route explanations provide a very strong feedback
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subject default combined vocal nonverbal average

1 1 1 1 - 1
2 0.6 0.9 - 1 0.8
3 1 0.8 - 1 0.9
4 1 1 0.8 - 0.9
5 1 1 1 - 1
6 0.3 - - 1 0.6
7 0.6 0.2 - 0.3 0.3
8 1 1 0.3 - 0.8
9 0.3 0.5 0.3 - 0.4

TABLE XVI: Response ratio (Responses given/Response opportuni-

ties in the route-description) per subject per elicitation strategy. The

value ‘-’ means that the specific elicitation strategy was not presented

to the subject or that the recording failed.

Default Combined Vocal Nonverbal

Like best: 5 (56%) 3 (33%) 0 (0%) 2 (50%)

In between: 2 (22%) 4 (44%) 1 (20%) 1 (25%)

Like least: 2 (22%) 2 (22%) 4 (80%) 1 (25%)

Most natural: 5 (56%) 2 (22%) 1 (20%) 1 (25%)

In between: 2 (22%) 3 (33%) 1 (20%) 3 (75%)

Least natural: 2 (22%) 4 (44%) 3 (60%) 0 (0%)

Most social: 5 (56%) 3 (33%) 1 (20%) 0 (0%)

In between: 2 (22%) 4 (44%) 1 (20%) 3 (75%)

Least social: 2 (22%) 2 (22%) 3 (60%) 1 (25%)

Most attentive: 5 (56%) 3 (33%) 0 (0%) 1 (25%)

In between: 2 (22%) 5 (56%) 1 (20%) 1 (25%)

Least attentive: 2 (22%) 1 (11%) 4 (80%) 2 (50%)

TABLE XVII: Results of the post-questionnaire in which the

participants ranked the agents on likeability, naturalness, social ability

and attentiveness. Especially the agent with the Vocal elicitation

strategy performs bad on these scales. The Default agent seems best.

elicitation cue. Only 6 out of 237 responses were non-verbal only.

137 were both verbal and nonverbal.

We observed the use of one or more repetions in the responses of

five of the subjects (cf. Interaction Example 2).

Interaction Example 2 Example of repetition in the recordings.

Virtual Human: Take the second street on your right.

Subject: second street on my right.

Non-understanding was expressed in both intrusive (13x, for exam-

ple: “over the square with the what?”) and non intrusive ways (5x, for

example: hesitant feedback: “Oh.. Keeeey” or with a puzzled look).

If we look at the result of the post-questionnaire (presented in

Table XVII we notice the bad performance of the agent with the Vocal
elicitation strategy. Most of the five participant that interacted with

this agent rated it the lowest on all scales. The prosodic modifications

to the speech to elicit responses should thus be improved. Now

they are perceived as very unnatural. These modification also have a

negative influence on the Combined elicitation strategy, since in this

condition the same prosodic modifications are used. We think this is

the reason why Default is generally considered the best condition on

these measures.

The questionnaire after each session did not yield any insightful

results.

F. Lessons learned

From the results of the pilot we learned that several improvements

can be made to the setup. First we want to expand the experiment

with a fourth route. This was always our intention, in order to let

every participant interact with every elicitation strategy, but due to

time constraints we decided to drop one of the routes for the pilot.

Furthermore the vocal elicitation strategy needs some work. On the

postquestionnaire it was consistently rated as the least likable, natural,

social and attentive of the four strategies. Since the vocal elicitation

strategy is also included in the combined strategy, it probably had a

negative impact on that condition as well.

Finally, we want to vary the pause between two sentences, since

pause in itself is also a response elicitation cue [45], [46]. At this

moment this pause is 1.5 seconds, based on the average pause in the

MultiLis Corpus. We see in our data that in almost every response

opportunity we explicitly created, we get a response. We suspect that

the length of the pause is such a strong cue that this dominates our

four different strategies and is the cause for this.

XII. DISCUSSION AND CONCLUSIONS

In this Enterface workshop, we have developed a virtual human

that is able to interact with a ‘real’ subject in an continuous manner.

That is: being capable of interaction in which all partners perceive

each other, express themselves, and coordinate their behavior to each

other, continually and in parallel. The project resulted in progress on

several aspects of continuous interaction such as flexible and adaptive

scheduling and planning of multimodal behavior (speech, gestures,

facial expressions) including graceful interuption, automatic real-

time classification of listener responses and models for appropriate

reactions to listener responses. We have set up a pilot experiment

in which a virtual human interacts with a subject. The aim of the

experiment was to elicit Response behavior, to provide us with more

information on what user responses occur, and to serve as inspiration

for further interaction models.

In this experiment, we have observed that some Responses given by

our subjects are much shorter than the waiting time between steps;

other Responses are much longer. Furthermore, Responses are not

given at every Response Oppurtunity. Starting to speak through a

repetition or waiting for a Response that is already finished confused

some of our subjects. In a responsive version of the virtual human, we

should add dynamic pauses: if no Response comes, continue speaking

after a smaller wait. If feedback comes, the virtual human can wait

until Response is finished. If a Response is cooperative it often makes

sense to immediately continue speaking in overlap.

We have observed several repetitions from the listener, related to

speech from the speaker. Detecting such repetitions is still an open

issue. Since the repetitions often repeat the landmarks used in the

route, perhaps the occurence of landmarks (as detected by a keyword

spotter) could be used as one of the cues for the identification of

repetions. Assumed that we can automaticly asses whether a response

is a repetition, the preplanning mechanisms we have developed during

the workshop can be used to generate an acknowledgment of the

repetition (see Interaction Example 3).

Interaction Example 3 Handling repetition.

Virtual Human: Turn right before the obelisk.

Subject: right before the obelisk.

Virtual Human: Yes. Then turn left and cross the bridge.

A generic set of such acknowledgements (e.g., “that’s correct”,

“yes”, “uhhuh”) can be preplanned and activated instantly when

needed. If the route description after the acknowledgements is already
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planned, Elckerlycs retiming mechanisms (see [47]) can be used to

shift it in time so that a full replan of the route description is avoided.

Interruptions are detected as Competitive Responses by our clas-

sifier. If the subjects interrupts the Virtual Human (as in Interac-

tion Example 4), his ongoing route description can be gracefully

interrupted using mechanisms discussed in Section IX-B. We can

either preplan all alternative explanations, or use in-between generic

preplanned sentences to cover up the scheduling, like “Ok, let me

explain that again”.

Interaction Example 4 Graceful interruption.

Virtual Human: Turn left at the square with the obelisk. Then take

the second ...

Subject: over the square with the what?

Virtual Human: [gracefully interrupts ongoing behavior, selects an

alternative for “Turn left at the square with the obelisk”] So you

enter the square, there is an obelisk at the center of the square.

In the current implementation we have not yet explored different

strategies to handle Responses from the user. Depending on the type

of behavior that we would like to realize such strategies are selected

in concordance with a politeness strategy and certain personality

traits (e.g., dominance or impatience). For example: a rude or

dominant virtual human could explicitly ignore interruptive responses

by speaking louder and leaning forward to keep the turn, while a

insecure virtual human could explicitly wait for feedback after each

of its utterances. Some of this strategies can potentially already be

realized with the existing system (e.g. merge a lean forward behavior,

wait for feedback then continue). Elckerlyc can modify parameter

values of ongoing behavior in an adhoc manner, allowing changes to

for example gesture amplitude or speech volume. We are currently

exploring how such parameter value changes can be specified in

a formal manner, either through BML or through another channel

that communicates with Elckerlyc (See [32] for a more elaborate

discussion on this topic).

XIII. DELIVERABLES

The project has resulted in several software components, corpora

and annotations, that will be made available to the public:

1) Automatic, real-time classifiers for Responses, implemented as

openSMILE components 4

2) The addition of cooperative/competative annotations in the

MapTask corpus [12]

3) A motion capture corpus containing over 100 gestures related

to route-giving 5

4) Extensions that allow prosody modification in HMM voices in

the open source speech synthesis system Mary, these will be

included in its new release 6

5) Several extensions and tools for the open source virtual human

platform Elckerlyc 7, which will be included in its next release:

a) A generic WoZ interface framework that allows the set up

of Wizard of Oz experiments with Elckerlyc in an easy

and flexible manner

b) Implementation of preplanning and scheduling algorithms

that allow gracious interruption of ongoing behavior

c) Integration of Elckerlyc with the open source SEMAINE

api [11], an open source middleware framework that

4http://sourceforge.net/projects/opensmile/
5Freely available at http://hmi.ewi.utwente.nl/mocapdb
6Available at http://mary.dfki.de/
7http://hmi.ewi.utwente.nl/showcases/Elckerlyc

allows easy connection of different modules in emotion-

oriented systems.

6) An annotated video corpus of user-interactions with our virtual

human during the pilot experiment
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[11] M. Schröder, “The SEMAINE API: Towards a standards-based frame-
work for building emotion-oriented systems,” Advances in Human-
Computer Interaction, vol. 2010, 2010.

[12] A. H. Anderson, M. Bader, E. G. Bard, E. Boyle, G. Doherty-Sneddon,
S. Garrod, S. Isard, J. C. Kowtko, J. McAllister, J. Miller, C. Sotillo,
H. Thompson, and R. Weinert, “The HCRC Map Task corpus,” Lan-
guage and Speech, vol. 34, pp. 351–366, 1991.

[13] I. de Kok and D. Heylen, “The MultiLis corpus – dealing with individual
differences of nonverbal listening behavior,” in Proceedings of COST
2102: Toward Autonomous, Adaptive, and Context-Aware Multimodal
Interfaces: Theoretical and Practical Issues, 2010.

[14] P. T. Brady, “A statistical analysis of on-off patterns in 16 conversations,”
The Bell System Technical Journal, vol. 47, pp. 73–91, 1968.

[15] J. C. Carletta, S. Isard, G. Doherty-Sneddon, A. Isard, J. C. Kowtko, and
A. H. Anderson, “The reliability of a dialogue structure coding scheme,”
Computational Linguistics, vol. 23, no. 1, pp. 13–31, 1997.

[16] D. Reidsma, “Annotations and subjective machines — of annotators, em-
bodied agents, users, and other humans,” Ph.D. dissertation, University
of Twente, Oct. 2008.

[17] N. Ward, “Non-lexical conversational sounds in American English,”
Pragmatics and Cognition, vol. 14, no. 1, pp. 129–182, 2006.

[18] F. Eyben, M. Woellmer, and B. Schuller, “opensmile - the munich
versatile and fast open-source audio feature extractor,” in Proceedings
of ACM Multimedia, 2010, to appear.

[19] C. C. Chang and C. J. Lin, LIBSVM: a library for
support vector machines, 2001, software available at
http://www.csie.ntu.edu.tw/ cjlin/libsvm.



ENTERFACE’10, JULY 12TH - AUGUST 6TH, AMSTERDAM, THE NETHERLANDS. 38

[20] J. Gustafson and D. Neiberg, “Prosodic cues to engagement in non-
lexical response tokens in Swedish,” in DiSS-LPSS Joint Workshop 2010,
Sep. 2010.

[21] Y. Ariki, S. Mizuta, M. Nagata, and T. Sakai, “Spoken-word recog-
nition using dynamic features analysed by two-dimensional cepstrum,”
Communications, Speech and Vision, vol. 136, no. 2, pp. 133–140, Apr.
1989.

[22] V. Tyagi, I. McCowan, H. Misra, and H. Bourlard, “Mel-cepstrum
modulation spectrum (MCMS) features for robust ASR,” in Proc. of
IEEE Workshop on Automatic Speech Recognition and Understanding,
Dec. 2003.

[23] D. Neiberg, P. Laukka, and G. Ananthakrishnan, “Classification of
affective speech using normalized time-frequency cepstra,” in Prosody
2010, May 2010.

[24] F. Bach, G. R. G. Lanckriet, and M. I. Jordan, “Multiple kernel learning,
conic duality, and the smo algorithm,” in Proceedings of the twenty-first
international conference on Machine learning, Banff, Canada, 2004.

[25] S. Benus, A. Gravano, and J. Hirschberg, “The prosody of backchannels
in american english,” in Proceedings of the 16th International Congress
of Phonetic Sciences 2007, 2007, pp. 1065–1068.

[26] C. C. Lee, S. Lee, and S. S. Narayanan, “An analysis of multimodal
cues of interruption in dyadic spoken interactions,” in Proceedings of
Interspeech, 2008, pp. 1678–1681.

[27] E. Schegloff, “Overlapping talk and the organization of turn-taking for
conversation,” Language in Society, vol. 29, pp. 1–63, 2000.

[28] E. Kurtic, G. J. Brown, and B. Wells, “Resources for turn competition in
overlap in multi-party conversations: Speech rate, pausing and duration,”
in Proceedings of Interspeech, 2010, to appear.

[29] M. F. McKinneya, D. Moelants, M. E. P. Davies, and A. Klapuri, “Eval-
uation of audio beat tracking and music tempo extraction algorithms,”
Journal of New Music Research, vol. 36, no. 1, pp. 1 – 16, Mar. 2007.

[30] J. Edlund, M. Heldner, S. Al Moubayed, A. Gravano, and J. Hirschberg,
“Very short utterances in conversation,” in Proceedings of Fonetik, 2010.

[31] S. Kopp, B. Krenn, S. Marsella, A. N. Marshall, C. Pelachaud, H. Pirker,
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Vision Based Hand Puppet

Cem Keskin, İsmail Arı, Tolga Eren, Furkan Kıraç, Lukas Rybok, Hazım Ekenel, Rainer Stiefelhagen, Lale Akarun

Abstract— The aim of this project is to develop a multimodal inter-
face for a digital puppetry application, which is suitable for creative
collaboration of multiple performers. This is achieved by manipulating
the low- and high level aspects of 3D hierarchical digital models in
real–time. In particular, the hands and the face of multiple performers
are tracked in order to recognize their gestures and facial expressions,
which are then mapped to kinematic parameters of digital puppets. The
visualization of the puppet is provided as a feedback for the performer,
and as an entertainment medium for the audience. Possible uses of this
system include digital theaters, simplified animation tools, remote full-
body interaction and sign-language visualization.

The application consists of two separate hand tracking modules aimed
at different shape and motion parameters, a facial feature tracker, a hand
gesture and facial expression classification module, an XML based low-
bandwidth communication module and a visualization module capable
of handling inverse kinematics and skeletal animation. The methods
employed do not depend on special hardware and do not require high
computational power, as each module runs on separate computers.

I. INTRODUCTION

Puppetry is an ancient form of art and performance, which is

known by most cultures in slightly different forms. Puppeteers either

use sticks and ropes, or their bodies, as in hand puppetry, to animate

the puppets. The forms of puppetry that do not require special devices

are quite intuitive, and allows even a first time performer to succeed

in animating a puppet in a visually pleasing manner.

Creative collaboration is common among most art forms, and

puppetry can also be performed by multiple performers. Generally,

multiple puppeteers manipulate separate puppets in order to form a

theater play, but for some advanced puppets, several performers may

be needed for a single puppet.

In digital puppetry, traditional puppets are replaced by 2D or 3D

models that usually consist of several limbs, which can be manip-

ulated separately and concurrently. In this work, we are concerned

with 3D models that have a hierarchical skeleton with a high degree

of freedom. Unless some high level animation parameters are defined,

which act on several joints at the same time, these models are hard

to manipulate using only low level parameters. This process is akin

to digital animation, where animators create animations by carefully

constructing the sequence frame by frame by manipulating each joint,

which are then interpolated to form a fluent motion. This is a hard and

time consuming process. Our aim is to create an intuitive interface,

which allows non–expert performers to collaboratively manipulate a

complex 3D model in real time.

Recent developments in technology allowed using motion capture

devices to render moving humanoid models in a realistic manner.

This technology is mainly used for commercial applications such as

games and movies, and therefore, involves special worn devices and

sensors. This method of capturing animation parameters is expensive

and invasive. In this work, we are interested in estimating animation

parameters using basic sensors without using markers and without the

help of special devices. Previous work in this area includes CoPuppet,

a system developed by Bottoni et. al, which makes use of gestures

and voice and allows multiple users to act on a single puppet in

a collaborative manner [Bottoni]. Whereas CoPuppet captures hand

C. Keskin, İ. Arı, F. Kıraç, and L. Akarun are with Boğaziçi University,
Turkey. T. Eren is with Sabancı University, Turkey. L. Rybok, H. Ekenel and
R. Stiefelhagen are with Karlsruhe Institute of Technology, Germany.

gestures using a special device, we use simple cameras and also allow

facial expressions and head movements.

The main objective of this project is to design and implement

a real-time vision-based digital puppetry system that does not rely

on special sensors or markers. This work involves tracking of

both hands, shape parameter estimation, motion tracking, gesture

recognition, facial parameter tracking, expression classification, and

also provides a graphical output that can give feedback about the

efficiency and correctness of all the related modules in an eye pleasing

and entertaining manner.

This report is structured as follows. In Section II we briefly

describe the framework and its modules. In Section III, we give

details of each module of the system. Particularly, in Section III-

A we describe the stereo–vision based hand tracking module. In

Section III-B, we provide the details of the facial expression detection

and tracking module. Hand pose estimation module is described in

Section III-C, and the recognition module is explained in Section III-

D. The network protocol is given in Section III-E, and finally,

the visualization module is explained in Section III-F. We provide

discussions and mention our future work in Section IV.

II. SYSTEM DESCRIPTION

This system is designed to allow multiple performers to collaborate

in an intuitive manner. The only sensors used are cameras, and

performers do not need to wear special markers. The number of

puppeteers to perform is not limited, and they are not restricted to be

at the same place. Each performer can communicate with the puppet

over the network and get visual feedback at the same time.

Performers either use their hands or their faces to manipulate the

puppet. In both cases, low level shape parameters are tracked, which

are used to recognize certain hand gestures or facial expressions.

Known gestures and expressions are used to give high level com-

mands to the puppet, whereas shape parameters are directly used to

manipulate certain limbs of the puppet.

Digital puppets are standardized by using a single skeleton for

every model in order to allow seamless integration of new modules

without complication. This minimizes the amount of knowledge that

needs to be passed from the visualization module to the performer, as

each puppet is virtually the same to the tracker module. Each module

can manipulate each joint, and can give any high level command.

Using a single skeleton does not constrain the shape of the puppet,

but restricts the number of degrees of freedom that can be associated

with a model. Specifically, we use a humanoid skeleton, which can

be used to animate different objects, such as humans, animals, but

also trees and buildings through rigging.

The most important criterion in choosing methodology is speed,

as all the modules are required to run in real–time. The time it takes

the puppeteer to perform and receive feedback should be minimal.

Therefore, accuracy is sacrificed to allow rapid decision taking.

System flowchart is given in Figure 1. The framework uses three

different tracking modules. The face feature tracking module uses a

single camera facing the head of a single performer, and uses an active

shape model to track certain landmarks on the face of the performer

in real time. Hand pose estimation module uses multiple uncalibrated

cameras to extract the silhouettes of the hand of the performer, and

then tries to estimate the skeletal parameters that would conform to
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Fig. 1. System flowchart

all the silhouettes. 3D motion tracking module uses a stereo camera,

or a pair of calibrated cameras to reconstruct the 3D trajectory of the

hand. It also fits an ellipsoid on the estimated 3D point cloud for the

hand, revealing more low level parameters associated with the hand

shape.

Each of the tracking modules passes the parameter sequence to

the recognition spotter and classifier module, which looks for known

patterns in continuous streams of data. Face data is used to spot and

recognize basic facial expressions, such as sadness and happiness.

Motion data and the ellipsoid parameters retrieved from the 3D

module is used to recognize 3D hand gestures. Likewise, the pose

parameters supplied by the pose estimator module are used to spot

certain hand posture–gesture combinations.

The visualization module continuously reads data coming from

the modules and renders the puppet accordingly. The tracking and

recognition modules send commands in the form of binary XML

files over the network. The visualization module parses these and

applies all the commands.

III. METHODOLOGY

A. Stereo–vision based hand tracking

In order to recognize hand gestures, the position of the hands first

needs to be localized. To this end, we make use of a Bumblebee

stereo camera system by Point Grey, allowing us the recovery of

the 3D position of the hands. For hand localization, first skin-color

segmentation is applied to the images captured with the left camera.

Following the results form [1], we calculate for each pixel the

probability of being skin-colored using Bayes’ Theorem:

P (Skin|x) = P (x|Skin) · P (Skin)

P (x)
(1)

Here the class-conditional P (x|Skin) is modeled with a histogram

trained on face images. Since in our scenario the hand is assumed to

be the only visible skin-colored region in the image and is expected

to occupy only a small fraction of it, the prior is set to P (Skin) =
0.1. An example of a skin-color probability map obtained using the

described approach can be seen in Fig. 2.

For hand-detection, the skin-color map is thresholded, followed by

the application of morphological operations to smooth out noise and

skin-colored blobs are finally extracted using a connected component

analysis algorithm. Further, the hand position is estimated by the

center of the biggest blob. Finally, the area around the detected hand is

matched in the right camera image using normalized cross-correlation

and the so obtained disparity value is employed to calculate the 3D

location of the hand.

Since tracking by detection is not stable enough and therefore

results in noisy hand trajectories, the hand is tracked with a particle

filter [2]. For the observation model again both skin-color and

depth information are used. In order to achieve a low computational

complexity the hand is modeled in 3D with a fixed-sized rectangle

Fig. 2. Example skin-color probability map used for hand tracking and
detection

that is projected to the image plane for each particle (see Fig. 3) to

evaluate the likelihood function.

Fig. 3. Projected hand hypotheses (particles) of the tracker. The dot denotes
the derived final hypothesis for the hand position.

The color cue is calculated by averaging the skin-color probability

values in the region of interest defined by the projected particle

multiplied by the number of pixels in the skin-color map that exceed a

certain threshold. The multiplication ensures that particles that cover

the hand region the most get a higher score than particles associated

to a smaller region. The calculation of the depth score consists of

a comparison of the disparity value defined by the particle and the

disparity value obtained from matching the projected particle’s area

in the right camera image.

B. Vision based Emotion Recognition

The digital puppet is aimed to perform seven different emotion

states in real time synchronously with the human performer. The

chosen states are the six universal expressions (surprise, anger,

happiness, sadness, fear, disgust) and the neutral facial expression.

With the promising results achieved in face and facial landmark

detection research, emotion recognition started to take attention of the

researchers especially in the last decade. Facial expression recognition

and emotion recognition are used as overlapping terms by vision

researchers since facial expressions are the visually apparent pres-

ences of internal emotions. Some surveys on the subject are available,

such as Fasel and Luettin’s review [3] on automatic facial expression

analysis and Pantic and Rothkrantz’s work [4] that examines the state

of the art approaches in automatic analysis of facial expressions.

Different approaches have been tried in facial expression analysis

systems. All approaches share a common framework starting with

face and facial landmark detection, facial feature extraction and

expression classification. The main focus seems to be using static

images whereas some papers discuss emotion recognition from image

sequences, i.e. videos. For details, the reader may refer to Arı [5].
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In this work, a similar way to Busso et al. is followed, where

the authors report that they use commercial software for landmark

tracking, partition the face into five regions of interest, create a

histogram using PCA coefficients of these regions of interest and

finally assign the video to one of the four expression classes using

3NN [6]. The whole system is run fully automatically and real time.

First, we track the facial landmarks in face videos using Active

Shape Model (ASM) based tracker which is modified from Wei’s

asmlibrary on Google code [7]. The landmark locations are used for

the computation of high level features which is fed to the distance-

based classifier which is an extended version of the nearest neighbor

classifier.

1) Facial Landmark Tracking: ASMs are one of the state-of-

the-art approaches for landmark tracking [8]. The ASM is trained

using the annotated set of face images. Then, it starts the search

for landmarks from the mean shape aligned to the position and size

of the face located by a global face detector (in our case Viola-

Jones face detector). Afterwards, the following two steps are repeated

until convergence (i) adjust the locations of shape points by template

matching of the image texture around each landmark and propose

a new shape (ii) conform this new shape to a global shape model

(based on PCA). The individual template matches are unreliable and

the shape model improves the results of the weak template matchers

by forming a stronger overall classifier. The entire search is repeated

at each level in an image pyramid, from coarse to fine resolution

using a multi-resolution approach. In the case of tracking, the model

is initiated from the shape found on the previous frame instead of

using the mean shape.

ASM performs better when person-specific model is trained. In

this work, we had a generic model involving different subjects and a

person-specific model which is trained from the face images of the

test subject.

2) Feature Extraction: ASM-based tracker provides 116 facial

landmarks which are seen on the left of Figure 4. Using the locations

of the landmarks directly as feature seems not to be a good choice

since the tracker works fine for many parts of the face such as

eyebrows, eyes, chin, and nose, but not very robust for detecting

the exact movements of the lips which is the most non-rigid part of

the face. This phenomenon results from the fact that ASM models the

face holistically and the small variations in the lips may be discarded

during constraining by PCA. Moreover, the intensity difference on

the lip boundaries are not as obvious as the other parts as seen in

Figure 4. Thus, the landmark locations are used for computing 7 high

level features seen on the right of Figure 4 as follows:

1) Average eye middle to eyebrow middle distance

2) Lip width

3) Lip height

4) Vertical edge activity over the forehead region

5) Horizontal edge activity over the lower forehead region

6) Sum of horizontal and vertical edge activity over the right cheek

7) Sum of horizontal and vertical edge activity over the left cheek

The first three features are computed using the Euclidean distance

between the related landmarks. For the remaining features, the image

is blurred with a Gaussian kernel and afterwards filtered with a Sobel

kernel on horizontal and vertical axes separately. Then the average

absolute pixel value is computed in each region. The vertical edge

activity image is shown on the right of Figure 5 for surprise state. For

example, the average pixel value residing in the forehead quadrilateral

in the vertical edge activity image is found as the 4th feature.

In the setup we used, the test subject starts with neutral expression

and waits in neutral state for about two seconds. The average values

for the features are computed and the features in the remaining frames

are normalized by multiplying by reciprocal of average.

Fig. 4. Facial landmarks (on the left) and the regions of interest (on the
right) used for feature extraction.

Fig. 5. A snapshot of surprise state (on the left) and corresponding vertical
edge activity image (on the right).

3) Emotion Classification: Since the facial expressions vary with

the subject and with the conditions of the environment such as illu-

mination, we aimed a training setup which can be easily configured

for a specific subject in a specific environment. During the training

period, the subject starts by waiting in the neutral state and afterwards

repeats each state five times. The interface records the feature vectors

for these states, which are a total of 35 different vectors belonging

to seven classes.

During testing, the subject again starts with neutral expression

for normalization (and adaptation to environment). In the preceding

frames, the feature vector is computed for each frame and then its

average distance to the training feature vectors are computed for each

class. Let di, i = 1, , 7 be the average distance computed for each

class. The distances represent dissimilarity whereas si = e−di can

be used as a similarity measure. Finally, si values are normalized

such that their sum is one and they can be regarded as likelihood

probabilities. This method is superior to nearest neighbor (NN)

classification or kNN, since it performs soft assignment instead of

hard assignment.

4) Extension for Unseen Subjects: For the training of ASM, 25

face images are gathered from the test subject. A generic model is

used for automatic landmarking of the faces instead of annotating

them from scratch. Then the locations of the landmarks are fine-tuned

and the person specific model is trained from them. As mentioned

in the previous subsection, the training of the classifier can be

done easily for a specific subject under the current environmental

conditions. This process can be followed for extending the system to

work for new subjects.

5) Results: The results of the emotion recognition system can be

seen in Figure 6. The likelihoods of the related emotional states are

drawn on the user interface. A core2duo 1.2 GHz laptop computer

with 3GB RAM can process about 15 frames per second with 320240

pixels resolution. The built-in laptop webcam is used.

The proposed system gives promising results for handling partial
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Fig. 6. Results of emotion recognition (neutral, surprise, anger, happiness,
sadness, fear, disgust).

occlusions as seen in Figure 7.

Fig. 7. Results of emotion recognition with partial occlusion.

The system is successful at discriminating seven different emo-

tional states from a specific subject’s video in real time. It is

translation and scale invariant. The rotation invariance, on the other

hand, depends on the performance of the tracker where ASM-based

tracker provides the landmarks successfully for up to 20-30 degrees

of rotation. The proposed system is open for improvements such as

introducing more high level features on demand and extension for

pose change.

C. Hand Pose Estimation Module

This module tracks the pose of a hand using silhouettes of the

hands taken from two different cameras. Features are selected as

silhouettes of a two camera setup. Dimensionality reduction is done

by optimizing a Gaussian process latent variable model (GPLVM).

For speeding up the optimization process Sparse GPLVM formula-

tions have been used. Flowchart of the hand pose tracking module is

shown in Figure 8.

1) Training Set Generation: The ground truth hand silhouette

images for both cameras are generated by rendering a 3D hand model.

”Poser” software’s 3D hand object is manipulated through a Python

script. The silhouettes are extracted and saved as PNG image files

which then are loaded into Matlab for further training. An example

of a hand silhouette taken from left and right cameras are shown in

Figure 9.

2) Dimensionality Reduction Using GPLVM: The proposed hand

tracking algorithm determines the hand pose from two silhouette

images without ambiguity. Hand silhouette images are 80x80 pixel

resolution images. Normally a feature extraction scheme would be

applied to the silhouettes. However, in this case the pixels themselves

are treated as features and given directly to GPLVM for dimension-

ality reduction. This provides an opportunity to test the quality of

GPLVM’s reduction. If GPLVM is able to capture the essence of the

factors generating the silhouettes, then it will be able to capture a

low dimensional manifold in the low dimensional latent space.

Considering each pixel as a unique feature of the hand, we

have a 6400 dimensional feature vector per camera. Since two

Fig. 8. Flowchart of the hand pose tracking module.

Fig. 9. An example of hand silhouettes as taken from left and right cameras
respectively.

cameras are used the feature space is in 12800 dimensions. GPLVM

requires an initialization step, a choice of a non-linear function for

producing covariance matrices. Then a global search algorithm is

applied to optimize the non-linear mapping. GPLVM is initialized

with Probabilistic PCA (PPCA) and a radial basis function (RBF)

kernel is used as the non-linear covariance function generator.

The captured manifold is represented in the latent space as below.

Red crosses represent the silhouettes captured by the left camera and

the green circles are the silhouettes captured from the right camera.

40 silhouette images per camera are used in the reduction phase.

As can be seen the silhouette manifolds for both of the cameras are

extracted in a meaningful manner where there is only one ambiguity

point in 2D latent space. This ambiguity should not be a problem.

The tracking algorithm can be designed in a way to handle this

kind of ambiguities. Since GPLVM finds a mapping from latent

space X to the feature space Y but not the other way around, for

tracking the hand pose, we have to generate new silhouettes from the

generative model captured by the GPLVM and match the generated

model with the captured silhouette. This action involves a global

search procedure where one needs to instantiate numerous variations

of silhouettes from the latent space. Instantiations should be compared

to the silhouette in the currently captured frame. Then the closest

silhouette’s pose can be considered as the pose of the currently

captured hand silhouette.

3) Mapping from Feature Space Y to Latent Space X: GPLVM

finds a backward mapping from latent space X to feature space Y. For

the real time application of the hand pose tracking system, a mapping

from feature space to data space is required. Since this mapping is not
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Fig. 10. Captured Manifold of Stereo Hand Silhouettes in 2D latent space
X.

provided by the GPLVM, it is infeasible to generate all the possible

X to Y mappings by observing the generated silhouette with the

currently captured one. Therefore a mapping from Y to X is also

required. This mapping will be used as an initial point of a local

search algorithm in the latent space afterwards. An MLP with one

hidden layer with 15 hidden neurons is used for learning the mapping

from feature space to latent space.

4) Classification in Latent Space: 2-dimensional latent space has

been found in a smooth fashion by GPLVM optimization. Therefore

nearest neighbor matcher has been used in the latent space as a

classifier without applying a local search algorithm. Ground truth

angles of the hand poses are known. An exact pose match is

looked for. Any divergence from the exact angles is considered as a

classification error. For the synthetic environment prepared by poser

a classification performance of 94% has been reached in 2D latent

space.

D. Gesture and Expression Classifier

The gesture and expression recognition module is mainly used to

give high level commands to the puppet. This is either achieved by

performing hand gestures or with facial expressions. Hence, perform-

ers can initiate complicated animation sequences by performing a

certain hand gesture, or they can change the appearance of the puppet

by making certain facial expressions. For instance, a certain hand

movement and posture can make the puppet jump or dance around,

and performing a happy face can make the puppet happy via changes

in textures or posture.

Since the output is an animation that is meant to be eye pleasing,

discontinuities in the animation are not desirable. Therefore, there are

no predetermined gestures, hand shapes or expressions that inform the

system about the start or end of a gesture. This means that all gestures

or expressions are performed continuously, with no indicators for

separation. Thus, the gesture classification module also needs to spot
known gestures or expressions in continuous streams.

1) Preprocessing: Each module provides a continuous stream of

data consisting of different feature vectors. Pose estimation module

uses skeleton parameters, motion tracking module uses 3D motion

parameters of the hand, and the facial landmark tracking module

uses landmark locations as feature vectors. Even though a generic

sequence classifier such as a hidden Markov model (HMM) can be

used to recognize patterns in each of these streams, the characteristics

of the feature vectors are significantly different, and require separate

preprocessing steps before using a generic recognition module.

Gestures defined with hand motions are scale invariant, and the

starting point or the speed of the gesture is not important. Therefore,

absolute coordinates of the hand location make little sense. In a

preprocessing step, we find the relative motion of the hand in each

frame, and then apply vector quantization to simplify calculations.

Changes in hand posture do not possess the characteristics of hand

motion. As the hand posture is basically the rotation parameters of

each joint in the hand skeleton, scaling and translation do not affect

the resulting feature vectors. Therefore, the absolute parameters can

directly be used. As there are more than 30 degrees of freedom

associated with each hand, most of which are either unused or

correlated, we also apply PCA to reduce the dimensionality. The

reduction matrix is learned from the training data retrieved from

Poser.

Facial expressions are very different, as they represent states as

well as processes. Therefore, facial features should be used to recover

both dynamic and static aspects of the face. Also, the absolute

locations of landmarks is affected by the global motion of the head.

We first estimate this global motion and reverse it to find local

changes in face. Then we use the first derivative of the locations and

apply PCA. Each static state of the face have the same observations

this way, since each of them correspond to zero motion. By an

intelligent choice of number of states and training data, we correctly

represent each static state via the dynamic processes that lead to them.

2) Hidden Semi Markov Models: By far the most common method

used for sequence classification is by using HMMs. HMMs model

sequences with latent states, and the state durations implicitly via the

self transition probabilities of each state. This leads to a geometric

distribution of durations of each state. As the states model subse-

quences of gestures or expressions, modeling every duration with

a geometric distribution can have undesirable effects. The graphical

model of HMMs is given in Figure 11.

Fig. 11. Graphical model of a HMM.

HSMMs are extension of HMMs that can be thought of as graph-

ical models consisting of generalized states emitting sequences, in-

stead of states emitting a single observable [9]. For a general HSMM,

there is no independence assumption for these emitted sequences

and their durations. Also, the sequences emitted by the generalized

states, i.e. the segments can have any arbitrary distribution. Different

constraints on these distributions and assumptions of independence

lead to different types of HSMMs. For instance, each segment can

be thought of as produced from another HMM or state space model

embedded in the generalized state, in which case the HSMM is known

as a segment model. On the other hand, if the segment consists

of a joint distribution of conditionally independent and identically

distributed observations, the model becomes an explicit duration

model [10]. Other variants include 2–vector HMM [11], duration

dependent state transition model [12], inhomogeneous HMM [13],

non–stationary HMM [14] and triplet Markov chains [15]. Detailed

overview of HSMMs can be found in the tutorial by Yu [16].

HSMMs can be realized in the HMM framework, where each

HMM state is replaced with a generalized or complex HMM state

that consists of the HMM state and an integer valued random

variable associated with that state, which keeps track of the remaining

time. The state keeps producing observations as long as its duration

variable is larger than zero. Hence, each state can emit a sequence

of observations, the duration of which is determined by the length

of time spent in that state. The corresponding graphical model is
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depicted in Figure 12.

Fig. 12. Graphical model of a HSMM.

3) Continuous Recognition: HMMs and also HSMMs are quite

simply applied to isolated gesture recognition problems. A separate

model is trained for each class of pattern, and each candidate sample

is evaluated against all the models. The class that corresponds to the

model, which gives the highest likelihood is selected. This process

is more complicated for continuous gesture recognition. A simple

solution is to extract many candidate sequences that end at the current

instance and have started at different instances. Using a threshold

model for non–gestures (half-gestures, coarticulations, unintentional

movements), one can determine the class of observed gestures. This

is an inefficient method, as several sequences are evaluated at each

frame.

In this work, we train a separate small HSMM for each gesture and

expression, and then combine them to form a larger HSMM. Thus,

a single (long enough) candidate sequence is evaluated with a single

large model. Using Viterbi algorithm to estimate the optimal state se-

quence, one can determine the gesture class from the likeliest current

state. The gestures and expressions are assumed to be independent.

Therefore, the extracted candidate sequence can be rather short, as

previous gestures have no effect on the current one.

At each frame, this module extracts the candidate sequences from

each stream and applies the Viterbi algorithm for HSMMs. If the

end of a pattern is recognized, a high level command is sent to

the visualization module, triggering the corresponding animation

sequence or posture.

E. Communication

Efficient communication between the components of the system is

a crucial task. Reducing the response time helps the performers, since

they receive feedback faster. To retain genericness and simplicity

of the system, an XML based communication protocol is used.

Visualization module accepts binary XML files from other modules,

parses them and applies parameters directly to the ongoing animation

in real–time. The XML-based protocol is as follows:

<?xml version="1.0" encoding="UTF-8" ?>
<handPuppet timeStamp="str" source="str">

<paramset>
<H rx="f" ry="f" rz="f" />
<ER ry="f" rz="f" />
<global tx="f" ty="f" ry="f" rz="f" />

</paramset>
<anim id="str" />
<emo id="str" />

</handPuppet>

Here, keywords timestamp and source are used to identify, sort and

prioritize messages received from modules. The paramset subtree

holds the low level joint modification parameters. Each item in

this subtree correspond to a single joint. As the system uses a

rigid hierarchical skeleton, joints only need the rotation parameters.

Translation and scaling are not allowed for joints. In order to

move the entire skeleton, the keyword global is used, which also

allows translation parameters. The anim keyword is used to trigger

predefined animation sequences, which are bound to hand gestures.

Likewise, the emo keyword is used to trigger predefined changes in

appearance in the 3D model, which are triggered by detected facial

expressions.

F. Visualization Module

Visual output of this project is an animated avatar controlled by the

performers via several input methods. In order to let the users have

an adequate control of this visual representation, we have utilized

a skeleton based animation technique. The skeleton consists of 16

joints and accompanying bones. Using a graphical user interface,

the user can create target poses for the skeleton as animation key-

frames. Then it is possible to create an animation between these poses

using quaternion-based spherical linear interpolation. These can be

saved and then later be triggered by the modules upon recognition

of certain gestures and expressions. The humanoid skeleton can be

seen in Figure 13.

Fig. 13. Humanoid skeleton used for rigging and verification.

The skeleton has a humanoid form, but the actual 3D model does

not need to be a humanoid model. The same skeleton can be bound

to distinct models through rigging, which may include cartoonish

creatures, or even objects with no real skeletons, such as trees or

buildings.

To create a more realistic link between gesture inputs and an-

imation output, an inverse kinematics based animation technique

is implemented. This technique allows us to define end effector

positions as well as particular rotations for each joint. In our context,

an end effector refers to a hand, a foot or the head of the puppet. By

setting goal positions for these end effectors, and applying constraints

at each joint, we were able to produce a more realistic animation for

the puppet.

For inverse kinematics, we have used the cyclic–coordinate descent

algorithm. This algorithm starts the computation with the furthest

joint away from the root. Then, each joint is traversed to minimize

the difference between end effector and goal, optimally setting one

joint at a time. With each joint update the end effector is also updated.

A generic model loader had also been implemented. This model

loader accepts Autodesk FBX files as input, and associates model’s

geometric data with the underlying skeleton. When the user interacts

with the skeleton, the spatial changes are automatically reflected to

model’s geometry, utilizing the association between model surface

and skeletal bones.

IV. CONCLUSIONS

In this project, we developed a multimodal interface for digital

puppetry. The design of the system allows manipulation of the low-

and high level aspects of 3D hierarchical digital models in real–time.

The hands and the face of multiple performers are tracked in order to
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recognize their gestures and facial expressions. Each of the high and

low level parameters estimated are mapped to kinematic parameters

of digital puppets. The puppet is then animated accordingly, using

several constraints and inverse kinematics.

Each module can run in separate workstations and communicate

over the network using an XML based packet design. Also, each

type of module can be used multiple times, and each such module

can be associated with different aspects of the puppet. The methods

employed do not depend on special hardware and do not require

high computational power. Thus, the number of performers that

can perform concurrently is only limited by the bandwidth of the

visualization computer.

Each of the modules have been developed independently, and

is shown to run in an efficient manner. Yet, the network protocol

has not been adopted by every module, and the end result has

not been demonstrated. When the modules can communicate with

the visualization module, usability tests will be conducted and the

interface will be improved accordingly. This is left as a future work.
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An Audio-Visual Speech Recognition System with Live Inputs
Ibrahim Saygin Topkaya, Mustafa Berkay Yilmaz, Umut Sen, Alexey Tarasov, Hakan Erdogan

Abstract— This project aims to build an audio-visual speech recog-
nizer application which responds to preset commands and performs
corresponding operations accordingly. The system, while in action,
runs in three steps; data acquisition, feature extraction/processing and
recognition. When triggered, it records a short segment of user’s spoken
utterance through video and audio and finds a region of interest in
the video frame. Finally it extracts useful features from the recorded
channels’ data and tries to decode the spoken utterance. We aim
to show how visual channel and derived information from it can be
used to support information acquired through audio channel and give
information about how frame asynchrony between two channels can be
handled in a real time application. We also propose to use visual tandem
features obtained through classifiers as additional streams to improve the
audio-visual recognition accuracy.

I. INTRODUCTION

Speech recognition from audio is a mature technology where

usually hidden Markov models (HMM) are used to model sequential

audio features with a hidden state machine that has Markovian

transitions and emission likelihoods generally modeled with Gaussian

mixtures [1], [2]. However under conditions where audio information

is not enough (e.g. due to noise), supporting audio channel with

visual information is a technique that is used to improve recognition

accuracy [3].

HMM’s generative modeling of the observation data can be

supported by discriminative classifiers using a technique called the

tandem approach [4]. This approach is used to improve recognition

accuracy by utilizing the outputs of the discriminative first level

classifiers (e.g. Support Vector Machines (SVM) [5] or Neural

Networks (NN) [6] as observations in the hidden Markov model.

In this work we investigate practical issues for building such a

visually supported speech recognizer, also propose to use tandem

classifiers for visual data, and use them alongside with regular streams

to improve audio-visual recognition accuracy. The recogniser handles

these different kinds of data in separate streams, resulting in a

multi-stream HMM (MSHMM) [7]. To demonstrate the recognition

process, we build an application that responds to spoken utterances

and recognizes the spoken command to perform basic tasks on the

computer. While running, the application records a short spoken

utterance and finds visual lip region of interest (ROI) automatically.

After the data capturing and ROI extraction is complete, it extracts

useful features from both audio and visual ROI data and applies

tandem classifiers to the visual features. Then using all of these

observation features and derived tandem features, tries to deduce the

spoken command and performs the preset operations according to the

decoded command. Also, extracted features are preferably saved as

feature files to use in model training and offline experiments.

The software uses HTK compatible models for MSHMM recog-

nition [8], so the user can train a custom language model with HTK

toolkit applications by using the saved feature files. The accuracy

of the presented system is tested with offline experiments by using

the feature files that are generated by the developed application. The

results of these experiments give an overall information about the

accuracy of the audio-visual speech recogniser.

I. S. Topkaya, M. B. Yilmaz, U. Sen and H. Erdogan are with Vision and
Pattern Analysis Laboratory, Sabanci University, Turkey. A.Tarasov is with
Digital Media Centre, Dublin Institute of Technology, Ireland.

The report is presented parallel to the working modules of the

application; in the second section, an overall information about the

whole system is presented. Following that, data acquisition modules

for both audio and video channels are explained, together with visual

ROI extraction module and feature extraction modules. Although

implementation and experiments of tandem approach did not finish

by the end of workshop, fourth section gives information about the

tandem approach and how it can be integrated into the recognition

process. Fifth section gives the details of the multi-stream model that

performs the actual recognition, and finally results are presented.

II. OVERALL APPLICATION ARCHITECTURE

The application is aimed to run on multiple platforms and use free

components. It is aimed to be a standalone application and perform

the recognition task out of the box. The whole components are

developed with C++ language, where Qt [9] is selected as the main

development platform and base environment. All external libraries

that are used are free and available on 3 major platforms available

for personal computers–Windows, Linux and MacOS X.

The main focus of application is performing live recognition using

audio and visual features. So to run live, it needs pre-trained hidden

Markov models for main recognition. Although training of these

classifiers are out of the scope of the application, the application also

provides material to train these classifiers such that in live recognition

mode it reads classifier information from external files, however also

it has the option to only extract features and save feature files to train

those classifiers with external tools–details of which are explained in

following sections.

Whether live recognition is performed or only feature files are

generated, the capturing process of the application is common; when

triggered it records a limited time of audio-visual data in two parallel

threads, finds a mouth region and extracts useful features from

captured data. The main distinction is; during live recognition it

records a short (nearly one-second) data and tries to recognize the

spoken word during that time. However during feature file generation,

it allows user to speak more than one word since the user can train

the HMM with files containing more than one word.

After visual ROI and audio-visual features are extracted, the ap-

plication continues in two different ways according to user selection:

• If the user selects saving feature files, the application writes the

extracted features in two different files (one for each channel)

and ends processing

• If the user selects recognition, using pre-trained hidden Markov

models, the application decodes the spoken word and performs

the corresponding command

The details of all these steps are given in the following sections.

III. DATA ACQUISITION AND OBSERVATION FEATURES

A. Structure of The Data Buffer

Initially we were planning to use one single complex buffer for

captured data and derived features. Although we have decided to

move on to two separate buffers because of channel asynchrony, the

main idea remains the same, so here we present information about

the whole buffer model.
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The buffer is actually an array of a complex class, where each array

element corresponds to a feature frame that will be processed by the

MSHMM. For visual features, this corresponds to a frame captured

through camera and usually transformed to another space (e.g. DCT

[10]). For audio features, one frame corresponds to a time slice of the

audio signal, usually partially overlapping with neighbouring frames

and transformed to another space (e.g. MFCC [11]).

The visual buffer consists of visual elements; which are captured

frames through the camera and corresponding feature frames, so the

structure of a single visual buffer frame is:

• Visual Frame: Actual frame grabbed from camera

• Frame ROI: Lip region that is extracted from the visual frame

• DCT Frame: Lip region image converted to DCT space

• DCT Features: First few high energy features, stacked as a 1D

array

As soon as the capturing begins, visual frame elements of the buffer

are filled with captured frames. After the capturing ends, the module

that extracts the lip region runs and extracts the lip ROI on the whole

captured scene. After the lip ROI is extracted, for each frame the

extracted ROI image is transformed to the DCT space. Finally, first

few high energy horizontal and vertical DCT coefficients are stacked

as a one dimensional array to be used in recognition as the visual

observation features.

The audio buffer consists of audio elements, which are captured

frames and corresponding feature frames, so the structure of a single

buffer frame is:

• Audio Frame: An analysis window of captured audio samples

• MFCC Features: Audio features extracted from the analysis

window

Similarly as soon as the audio capture begins, audio frame elements

of the buffer are filled with captured samples. After the capturing

ends, the module that extracts the MFCC features runs and for each

frame, derives MFCC coefficients of the frame.

The capturing process runs in real-time in two different threads–

one for audio and the other for visual features. The multi-threading

solution is performed with Qt’s threading capabilities. Since two

channels’ buffers are independent during capturing, there is no need

of thread synchronization during capturing.

B. Audio Data Acquisition

For acquiring audio data, PortAudio library is preferred [12],

because of its ease of use and multi-platform availability. Before

data capturing begins, PortAudio is configured for capturing single

channel (mono) audio input with a sampling frequency of 16 kHz. To

make audio feature extraction phase easier, captured audio packets

are written onto the audio buffer with overlapping windows. To be

compatible with the parameters used for audio feature extraction,

audio packets are captured having length of 80 samples for each

packet.

C. Audio Feature Extraction

1) Mel-Frequency Cepstral Coefficients: In the tasks of pattern

recognition the reduction of the number of features associated with

an object is needed. The main reason is that it can make the training

process of the classifier much shorter and the performance, as well as

the robustness, of the resulting classifier higher. One of the algorithms

that is widely used to compress signals is the Discrete Fourier

Transformation (DFT) [13] that calculates the spectrum of a signal.

Then some number of the first amplitude values from a spectrum are

used as a features instead of the original signal data, and omitting the

rest. But in the field of sound recognition the DFT has a significant

Fig. 1. An example Mel-filterbank consisting of 22 triangular filters [14]

drawback—it can not model the perception of a sound by human

properly.

The problem is that the spectral resolution of human auditory

system is not linear along the frequency axis. For instance, a human

can easily discriminate between a sound of 150 Hz and 200 Hz, but

not between 2000 and 2050 Hz. To resolve this problem, a special

Mel-scale was proposed [11]. The spectral resolution mentioned

earlier is linear along its axis. The frequency f measured in Hz

could be converted to the according m value on the Mel-scale using

a formula

m = 2595 · log10
(

f

700
+ 1

)
(1)

Mel-frequency cepstral coefficients (MFCCs) make use of this

scale to perform a compression of a sound signal. To derive them, first

it is necessary to calculate a spectrum of the sound signal performing

the DFT. Then a special set of overlapping triangular filters called a

Mel-filterbank is applied to the spectrum. An example of it is shown

in Figure 1. In order to use it, frequency range that it will cover

should be defined, in this example it is from 8 Hz to 8kHz. After

it the number of filters has to be specified—it is 22 in the given

case. Their centers are equally distributed in the frequency domain,

but the application of formula (1) to these values make them more

dense in the lower part of the Mel-scale. After it the energy cMel
i for

each of the i-th filter (i = 1..F , where F is a number of filters in a

Mel-filterbank) is calculated:

cMel
i =

N∑
j=1

wΔ
i,j · |cDFT

j |2, (2)

where N is the number of frequency bins in the initial sound spectrum

received by DFT, wΔ
i,j is the value of the i-th Mel-filterbank filter

for the j-th frequency bin and cDFT
j is the spectral value at the j-th

frequency bin.

After filtering, logarithms of cMel
i , (i = 1..F ) are taken and a

discrete cosine transform (DCT) is applied to the resulting values.

The amplitudes of the lower order DCT coefficients starting from

one are the MFCC values.

In general, only twelve first MFCC coefficients are used together

with the energy coefficient, which is the logarithm of the energy (sum

of squares) of the audio samples in the frame.

Using the Mel-scale allows MFCCs to represent only what has

been spoken, throwing away the information about how it has been

pronounced. This is the main reason why MFCCs are widely and

successfully used in the field of audio speech recognition.

2) Implementation of MFCC Extraction: For MFCC features,

overlapping windows having 400 samples are used and distance

between consecutive windows is taken as 160 samples. This resulted

in 100 windows for one second thus 100 audio feature frames per

second.

As mentioned, raw audio data captured with PortAudio is written

onto the audio buffer with overlapping windows, where each buffer

frame contains 400 samples, thus 5 captured packets. Also since the
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Fig. 2. Example face and nose region extraction results

windows are overlapping, each packet is written more than once to

the buffer on the neighboring buffer frames. Although this means

storing redundant information in the buffer and increasing the buffer

size, storing so made the MFCC extraction phase much easier.

For MFCC extraction, libXtract library [15] is preferred for similar

reasons with PortAudio. One buffer frame corresponds to one audio

feature window and after a buffer frame is filled with raw audio data,

using libXtract functions short-time Fourier transform of the window

is calculated, followed by the calculation of the MFC coefficients. So

to calculate the audio features of one buffer frame, only information

needed is already available in the same frame. Following general

convention only first 13 MFC coefficients are used as the observation

vector of the audio stream.

D. Visual Data Acquisition

For acquiring visual data OpenCV library [16] is preferred, which

too is available on multiple platforms. OpenCV is configured to

capture visual frames continuously through the chosen camera. Each

captured frame is written onto the visual buffer to be handled with

other related modules.

To extract visual region of interest (ROI), we work with a strategy

to use the nose region as a pivot to obtain the lip region. The reason

for this choice is that the lip region is more varying in appearance

as compared to the nose region and since the nose region does not

change as much as the lip region, we track the nose region to derive

the lip ROI from it.

E. Visual ROI Extraction

1) Nose Region Extraction: First step of lip region extraction is

to find the nose region. A video frame is first converted to gray-

level. Then face and nose regions are extracted sequentially, using

the Viola-Jones haar-like feature cascades [17]. Middle part of the

face is considered when detecting the nose to eliminate potential

incorrect detections. Example extraction results are shown in Figure

2.

2) Nostril Detection: Once the nose region is extracted, nostrils

are detected inside that area. Nostrils determine the upper bound

of mouth region. Nostrils are found in nose region by thresholding.

Best threshold is found looking at nose region histogram. Ideal

threshold should leave out only a small percentage of the whole nose

region. Both ends of the darkest area in nose region are accepted as

approximate nostrils. Center of nostrils becomes the upper boundary

of mouth region. An example thresholding result is shown Figure 3.

3) Lip Region Extraction: Left and right lip corners are determined

from face region using a basic assumption: Left corner is assumed to

be located at w/4 horizontally, where w is the width of face region.

Right lip corner is assumed to be located at 3w/4, similarly. With the

knowledge of top, left and right ends of the lip region, bottom end

is found by a square lip region assumption. Two example lip regions

are shown in Figure 4.

Fig. 3. Example nose thresholding result

Fig. 4. Example lip regions

4) Lip Region Tracking: Once the lip region is extracted, it is

not necessary to find it again and again in every consecutive frame.

Instead, the region of interest is tracked. The idea behind the tracking

is based on the assumption that, nose region does’nt change its

appearance within the frames. Correlation of the nose with the face is

found in every frame. The point giving the highest peak is compared

with the previous highest peak. Difference of the locations gives

an estimate of head motion, assuming no head rotation. Average

translation of several (usually 10) previous frames is used to smooth

the estimated motion.

5) Lip Region Reinitialization: During the video, sometimes it is

not possible to track the lip region correctly for the whole talk. Even

the lip region extracted in first frame may not be correct. The tracking

process is reset and everything is found again if one of the following

conditions holds:

• Total displacement from the latest reinitialization exceeds a

certain threshold. Because of big translation, tracker may not

keep up with the lip region.

• Within some number of frames from the latest reinitalization.

Scene may totally change during the tracking or the found lip

region from the latest reinitialization may be incorrect.

F. Visual Feature Extraction

1) Discrete Cosine Transform: The Discrete Fourier Transfor-

mation (DFT) is used in many application domains to compress a

discrete signal g(u) having M values, representing it as a spectrum

G(m), (m = 0, . . . ,M − 1), i.e. as a sum of cosine and sine

functions:

G(m) =
1√
M

M−1∑
u=0

g(u)
[
cos

(
2π

mu

M

)
− i · sin

(
2π

mu

M

)]
(3)

The DFT is designed for processing complex-valued signals, but in

the case of real values faster algorithms could be used. The discrete

cosine transform (DCT) [10] is an example of such an algorithm,

that is used frequently for compressing images and video data. It

calculates a spectrum of a signal as follows:

G(m) =

√
2

M
·
M−1∑
m=0

[
g(u) · cm · cos

(
π
m(2u+ 1)

2M

)]
(4)
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with

cm =

{
1√
2

for m = 0

1 otherwise
(5)

Let us denote a basis function of the DCT as

DM
m (u) = cos

(
π
m(2u+ 1)

2M

)
, (6)

then the two-dimensional form of the DCT could be expressed as

G(m,n) =
2cmcn√
MN

·
M−1∑
u=0

N−1∑
v=0

[
g(u, v) ·DM

m (u) ·DN
n (v)

]
(7)

where cm and cn has the same meaning as in (5), N is the number

of signal values in the second dimension and n = 0, . . . , N − 1.

In such formulation the DCT could be used for images, that in

fact are 2D signals. Using DCT features allows compression and

compact representation similar to MFCC features; a low number of

DCT features are enough to represent most variety in the image, thus

omitting a high number of DCT features is enough to represent the

source image.

2) Implementation of DCT Extraction: For DCT features, ex-

tracted ROI of the lip region in grayscale format is used as source

for DCT conversion which is performed again with OpenCV library.

Obtained DCT image has the same size of pixels as the ROI image,

however similar to MFCC of audio features, only first five horizontal

and vertical DCT coefficients are used as visual features. These

twenty-five features are packed as a one dimensional array and are

used as the observation vector of the visual stream.

G. Synchrony of Audio and Visual Data

When offline experiments are performed for audio-visual speech

recognition, usually recorded video files are used where a video file

generally has a constant frame per second (FPS) rate for (e.g. 25

FPS for PAL DVDs) visual data. Also the number of windows used

in one second during MFCC feature extraction gives the number of

audio feature frames per one second (e.g. usually 100 FPS for speech

applications).

Since audio and visual data are processed in parallel with MSH-

MMs, it is needed to set the rate of both data equal which is usually

done by upsampling the visual data. To upsample a video file aimed

for watching, one can do a motion analysis based interpolation of

video frames which takes movement of objects in consideration so

that there is as little interpolation artifact as possible on the output

video. However for our case where the DCT features of frames

are used for recognition, a simpler interpolation scheme which only

interpolates intermediate frames is enough.

For an offline experiment with constant video FPS, there is a

constant upsampling ratio which is applied to the whole dataset used

in the experiment. However one issue we have noticed during live

acquisition is that, when a webcam with a moderate hardware is

used, such a constant FPS and thus a constant upsampling ratio is

not obtained. We first noticed effects of this asynchrony when we

assumed such a constant ratio between audio and video channels

and upsampled visual feature frames accordingly and got very poor

results in offline experiments. In those experiments, when the visual

features are involved even in a small weight, the recognition ratio

decreased to zero dramatically. Although visual features are known

to give lower accuracy than audio features this dramatic decrease to

zero is out of the bounds of this evident fact.

After noticing this, we have developed a dynamic frame resampling

scheme to overcome this problem. Since the videos are obtained

in small chunks, the number of frames that will be sent to the

MSHMM is decided as the number of audio feature FPS, since

it is nearly 4 between 5 times higher than the number of visual

FPS. Also, many libraries contain functions for image/matrix/vector

resizing algorithms so we have built our resampling scenario using

these algorithms.

Let D be total number of DCT features, Nv be total number of

captured video frames and Na be total number of captured audio

frames. For every DCT feature, we first concatenate Nv number of

same feature from each video frame and resize this vector of size Nv

to Na using linear interpolation. For interpolation, again we benefit

from the OpenCV library which includes image/vector interpolation

functions. This procedure is repeated for each DCT feature, so finally

the number of visual and audio feature frames become equal. After

that both feature frame sequences are taken as two different streams

of the MSHMM. The pseudocode for the developed scheme is at

Algorithm 1.

Algorithm 1 Psuedocode for visual feature upsampling

1: D=Total number of DCT features

2: V =Video Buffer

3: AV =Audio-Visual Buffer

4: Nv=Total number of frames in video buffer

5: Na=Total number of frames in audio buffer

6: for d=1 to D do
7: dall={ }
8: for v=1 to Nv do
9: concatenate dall with d of V [v]

10: end for
11: resize dall from Nv to Na by interpolation

12: for a=1 to Na do
13: d of AV [a]=a of dall
14: end for
15: end for

IV. TANDEM FEATURES FOR SPEECH RECOGNITION

Tandem approach is a well known technique especially in speech

recognition from audio. The approach proposes using posterior prob-

abilities of a classifier, rather than direct observations, as a feature

vector in the HMM classifier. The idea is performed by adding a

classifier layer after feature extraction. The class definition for the

tandem classifier can be chosen parallel to the HMM, such that each

class can be one of words, sub-words, phones, monophone states or

context-dependent phone states.

For example, consider a monophone HMM model for single word

recognition that is trained to recognize ten words, around twenty

phones (depending on the language) and a total of sixty monophone

states (three states for each phone), so the tandem classifier may be

trained to discriminate one of these units of HMM.

The outputs of a classifier (e.g. posterior probabilities / margin

distances for an SVM or output layer values for a NN) are then

considered in the HMM model as observation vectors. Usually the

values are directly used, so for a tandem classifier trained for a

number of C classes, HMM observations are vectors of length C.

A. Using Multiple Tandem Streams in AVSR

Being originally proposed for audio-only speech recognition, the

tandem idea can be used for video based features as well by applying

the same process to extracted video features. In this work, we propose

using the tandem approach for video data, using multiple classifier

outputs in addition to regular observation features. Although the
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implementation and experimentation of tandem classifiers did not

finish by the end of workshop, for completeness and guide future

research we present information on this section by referring our

previous research [18]. For this approach, we propose to model all

streams of data using a MSHMM where each stream comes from

different sources; one for audio features, one for video features and

two features extracted from tandem classifiers. A block diagram of

the proposed system is shown in Figure 5.

Fig. 5. Incorporating tandem streams into MSHMM.

B. Support Vector Machines as a Tandem Classifier

For the above mentioned tandem approach, we need a classifier

to obtain the posterior probabilities and a convenient classifier is the

support vector machine (SVM). It is used frequently in the literature

lately for classification and regression problems. SVM works with

the idea of modelling the boundary and constructing a classifier with

maximum margin. An SVM constructs a max-margin hyperplane in

a high dimensional feature space (with the help of the kernel trick).

 

Support Vectors 
( ) 

 

 

 

Fig. 6. An example to the hyperplane and support vectors in 2D

Given binary training data (xi ∈ Rn, i = 1, . . . , l) and label vector

y ∈ Rl(yi ∈ {1,−1}), SVM solves the following problem:

min
w b,ξ

1

2
wT w + C

l∑
i=1

ξi

such that

yi(wTϕ(xi) + b) ≥ 1− ξi

ξi ≥ 0, i = 1, . . . , l.

This optimization is equal to the following in the dual form:

min
α

1

2
αTQα− eTα

such that

yTα = 0,

0 ≤ αi ≤ C, i = 1, . . . , l.

where e is a vector composed of ones, C > 0 is upper bound, Q
is an l × l matrix whose elements are dot products of data in the

high dimension (Qij = yiyjK(xixj)). K is the kernel function

(K(xixj) = ϕ(xi)
Tϕ(xj)). Here, training data is projected to the

higher dimension by the ϕ function.

The support vectors are found after training. In the test phase, the

location of the data instances with respect to boundary is found using

support vector machines with the formula below:

f(x) =
l∑

i=1

αiyiK(x, xi) + b.

This method is obtained for binary classification problems but can

also be used for multi-class problems, for which one-against-one

approach is used [19].

The f function above outputs the distance of the data instance to

the margin, but for tandem approach we need posterior probabilities.

For obtaining the posterior probabilities, an approach in [19] can be

used.

C. Tandem Approach using Neural Networks

Another alternative for the base classifier in tandem approach is

the artificial neural network (ANN). In Figure 7, an example of ANN

is illustrated.
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Fig. 7. An ANN with one hidden hidden layer

ANNs have at least 3 layers; more layers can be added as hidden

layers and this results in more complex classifiers. ANN is modelled

similar to the working mechanism of neurons in the brain and is a

complicated layered network which combines simple basis classifiers.

Each node is a composition of earlier layer values gi(x) and usually

this composition is a nonlinear weighted sum:

f(x) = K(
∑
i

wigi(x))

where K is the activation function and wi is the weight of ith

component. There are weights for each connection between the nodes

and each node can be thought as a simple classifier. Training the

network means ‘learning the weights’ and the most popular algorithm

is “back propagation”. This algorithm aims to adjust the weights
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for reduction of the error, which is actually a cost function, at each

iteration and the weights are initialized randomly.

D. Implementation of Tandem Layer in The Application

After visual features are extracted by the methods explained in

Section III the feature array is used as an input to the trained

classifiers. For this step, OpenCV’s machine learning classes are used

which allow to incorporate both SVM and NN classifiers into the

application.

Since the application also allows to collect feature files for model

training, they can also be used to train the tandem classifiers. So for

testing the application and the proposed methods, we first collect

a small number of feature files of the sequences containing the

spoken words. With a small application that uses OpenCV, we train

two different tandem classifiers one using NN and one using SVM

algorithms. We also split the training set into subsets (called tapes)

and use stacked generalization with cross-validation to train the

tandem classifiers and extract posterior probabilities. First training

subsets are used as training data and last subset is used for testing

in offline experiments. Each classifier in training set is trained using

the whole training set excluding one subset and tandem features of

the excluded subset is extracted using that trained classifier. Finally a

classifier is trained using all training set and is used to extract features

of the test data.

For the recorded feature files, the class of each frame is determined

using alignment done from an HMM trained on only audio features,

since clean audio is the most reliable data and we use it as a baseline

for our model. We take phones as classes; since using words would

result in a small number of complex classes. On the contrary using

phone states would result in too many classes. So tandem classifiers

discriminate each phoneme class, and generate feature vectors of

length equal to the number of phonemes, where each dimension

corresponds to the output of the classifier for each class.

For the future implementation, while the application is running for

live recognition, extracted visual features are to be used as input for

the trained models. With OpenCV methods, the classifiers generate

posterior probability for each class, so for each of the two classifiers

two different feature vectors are obtained, where length of each vector

is equal to the number of phonemes. These two vectors for each

frame are appended as additional members to the buffer elements,

resulting in the final form of the buffer. In this form, where audio and

upsampled video are combined also supported with tandem elements,

each buffer element has the following structure:

1) Audio Frame: A window of captured audio samples

2) MFCC Features: First few lower order DCT coefficients

derived from the audio frame

3) Visual Frame: Actual frame grabbed from camera

4) Frame ROI: Lip region that is extracted from the visual frame

5) DCT Frame: Lip region image converted to DCT space

6) DCT Features: First few lower order DCT coefficients, stacked

as a 1D array

7) NN Tandem Features: Posterior probability for each class,

generated by NN classifier

8) SVM Tandem Features: Posterior probability for each class,

generated by SVM classifier

During recognition, elements 2, 6, 7 and 8 of the buffer are to be

used as four static features for the streams of the MSHMM. We add

dynamic features to the static features as well. We concatenate Δ
and ΔΔ coefficients for the audio features. and the Δ features for

the video and video tandem features. Currently the application does

audio-visual recognition without tandem features, so only first two

of those are used.

TABLE I

BEST RESULTS USING TANDEM MSHMM.

SNR Audio Video AudioVisual AV+Tandem
Clean 100 36.67 100 100

20 99.17 36.67 100 100
15 93.61 36.67 96.67 96.67
10 74.44 36.67 81.67 85.00
5 37.50 36.67 54.44 62.50
0 11.39 36.67 36.67 52.78
-5 9.44 36.67 36.67 46.39

-10 6.11 36.67 36.67 45.56
-15 2.78 36.67 36.67 45.56
-20 6.94 36.67 36.67 45.56

To give an information about the improvement achieved with

tandem features, we give here the results that are done on offline files.

Although the experiment structure is different from the application

since data is extracted from recorded video files, it can give informa-

tion about the proposed approach. The results are tested with M2VTS

database, where 10 digits are spoken. Four tapes of the database are

used for training and last one for recognition where noise in different

levels are added to the test tape, results of which can be seen on

Table I. The results clearly show that when audio data is insufficient,

incorporating visual data improves accuracy, and supporting it with

tandem features improves more.

V. RECOGNITION WITH MSHMM

A. Multi-Stream Hidden Markov Models

Hidden Markov Models (HMMs) [1] are models that represent

a signal as a random process in which input variables change in

time. So they make it possible to use information about previous

observations in the classification process.

Fig. 8. Examples of 3-state HMM: left-to-right (left) and ergodic (right) [20]

HMMs are very similar to discrete Markov processes, but with

a difference that states are not observable. The decision about the

topology should be taken before the actual learning process happens.

Two most popular options are shown in Figure 8.

As stated above, HMM states are unobservable in the observations

so the change in the states is inferred from the change in the

observations. The probability of observing a value in a state is

estimated from the training set. If these variables are continuous,

Gaussian Mixture Models [2] are usually used for describing the

conditional probability density functions.

The most commonly used approach is to train one HMM per

each class that has to be recognized. When the input signal is being

recognized, probabilities that it could be generated by each of HMM

are calculated i.e. we are identifying how close it is to each of the

classes.

Let us consider the mathematical formulation of the classification

task using HMMs. Let S = {S1, S2, . . . , SN} be the set of all N
states in one model/class. Let pj(x), j = 1..N be the probability of

getting an observation x (a feature value or a vector as well) in the

j-th state. Let the vector of initial state probabilities be denoted as

Π = (π1, π2, . . . , πN ), where πj , j = 1..N is the probability that

the HMM will start in the j-th state. Let an N x N matrix A contain

state transition probabilities, where element ars, r, s = 1..N denote
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a probability that the HMM will move to the s-th state from the r-th

state.

If the sequence of states Q = (q1, q2, . . . , qT ) is known, the

probability of seeing an observation sequence o = (o1, o2, . . . , oT )
on the HMM can be written as follows:

p(O|Q) = pq1(o1)pq2(o2) . . . pqT (oT ) =
N∏
t=1

pqt(ot) (8)

The main problem with using (8) is that the state sequence is

hidden. The probability of the state sequence Q in the model is:

p(Q) = πq1aq1,q2aq2,q3 . . . aqT−1,qT (9)

Using (8) and (9) joint probability can be formulated:

p(O,Q) = p(O|Q)p(Q) (10)

Then the probability of seeing a particular observation sequence

using (10) can be calculated as

p(O) =
∑

all possible Q

p(O,Q) (11)

Although there is a huge amount of possible Q sequences in for-

mula (11) , this probability can be calculated using special forward-

backward procedure.

The decoding task is performed as finding the underlying state

sequence for a given observation sequence using the Viterbi algorithm

[1].

HMMs are widely used as a method for audio speech recognition,

however, they experience some problems while dealing with multiple

streams, for instance, with video and audio data, together. The most

straightforward way to combine the information from two streams is

to put all the features into a single vector, but this approach treats all

streams equal.

In a multi stream hidden Markov model [7], multiple streams of

observations are handled in calculating the emission probabilities

of the HMM model. Given a multi-stream observation sequence

(o1, o2, . . . , oT ), we assume that each observation is a concatenation

of multiple vector sources ot = [o1t , . . . , o
S
t ], where S is the number

of modeled streams. The emission probability for a state qt is

calculated by:

p(ot|qt) =
S∏

i=1

p(oit|qt)λi . (12)

Here λi are the stream weights. For continuous valued observations

(which is the case in speech recognition) each stream is usually

separately modeled with a Gaussian mixture model. This is almost

equivalent to assuming that each stream is independent in terms of

emission probabilities when for the weighting factors λi are all one.

B. Training The Model For Recognition

The proposed MSHMM consists of four streams; (1) audio, (2)

visual, (3) visual tandem using SVM classifier and (4) visual tandem

using NN classifier, where currently only first two are handled by the

application. The contribution of each stream to the decoding process

differs on each experiment; we examine different stream weights

between 0 and 1, in steps of 0.125 however while training we use

stream weights of one. Since recognition is performed with HTK

library functions in the application, the models that are needed while

the software is being actively used during recognition can be any

model that is trained by HTK.

Fig. 9. Flow diagram of regular HVite running

Fig. 10. Flow diagram of modified HVite process

C. Live Recognition Module

In the recognition phase, feature frames extracted in the previous

steps are sent to the MSHMM decoder to decide which word is

spoken. For this step, HTK library is used. The general idea in this

step is to modify recognition application (HVite) of HTK toolkit to

support live recognition with multi-stream user data and embed it into

the application. Normally HVite supports live recognition with audio

data when started without an input file and outputs recognition results

to standard output. During live recognition HVite checks whether the

input is from audio hardware and works only if so. The flow diagram

of the regular HVite live audio recognition is in Figure 9.

Soshi Iba from CMU [21] presents some modifications to HVite to

support live recognition from standard console input by bypassing the

audio-only check and feeding the recognition stream with characters

entered from the keyboard. We have taken those modifications further

so that recognition stream is fed from the features extracted and stored

on the buffer. Also the output is passed to the main program, so that

the program handles it and performs necessary commands.

Normally for live recognition HVite performs a noise detection

procedure and extracts chunks of spoken speech. It then performs

necessary feature extractions on grabbed chunk and sends this chunk

of features to the recognizer. Since we are already capturing only a

chunk of speech and extracting features, the crucial idea is to fork

HVite’s recognition procedure; and feed the extracted features on the

buffer instead.

For every frame that is processed, features of the following frame

are used to fill an array, starting from array element 1, that is taken

as input by HVite. The only necessity that was not foreseen on this

procedure was to fill the elements of the array that divide streams

with zero. For researchers interested in similar work, we recommend

to take care in this situation.

The flow diagram of the modified HVite MSHMM live recognition

procedure is in Figure 10.

VI. RUNNING THE APPLICATION

As mentioned, current state of application performs audio-visual

recognition with audio (MFCC) and visual (mouth ROI DCT) fea-

tures. The initial screenshot of the application can be seen in Figure

11. When initialized, it waits for the user to click the “Begin” button

to begin capturing. Also, the user can prefer to do recognition or
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only feature file extraction by checking the check box labeled “Just

Save”.

Fig. 11. Initial screenshot of the application

In either condition, after the button is clicked capturing process is

triggered. During capturing, captured visual frames can be seen on

the application as seen in Figure 12.

Fig. 12. Screenshot of the application while capturing data

After capturing ends, audio and visual frame synchronization is

performed as proposed in Section III-G and if user had preferred

extracting feature files only two different HTK format feature files

are saved on user’s computer. If recognition is performed, recognized

command is run on the computer. The result of a recognition

process can be seen in Figure 13. For recognition, user can change

stream weights for audio and visual data with the software using

corresponding text boxes.

Fig. 13. Screenshot of the application when recognition ends

The screenshots are taken while the application is running live on a

Toshiba laptop, running Ubuntu Linux 10.04, which is a fine example

of the application’s and related libraries’ multi-platform support.

VII. EXPERIMENTAL RESULTS

To get numerical results and see whether visual features help

recognition, we have collected small number of data and performed

offline experiments. The online recognition result can be seen on

previous section. We have collected a dataset of ten spoken English

words and the offline recognition experiment is performed for this

ten words. The dataset is collected with a Toshiba laptop, with a

moderate integrated web camera and a built-in microphone which

puts a hiss noise to the recorded audio. The files in HTK feature

file format are collected with the application, where in each file the

user says all words to be recognised. A subset of the recorded files

are used as training set and a hidden Markov model is trained on

this set. To obtain an audio-visual MSHMM, we concatenate visual

data to audio data and train the multi-stream model using single-pass

retraining [8] from the audio-only HMM. Then the remaining files

are used as the test set and recognition performance of the trained

model is evaluated on this set of data. The results for the experiment

are on following Table II.

TABLE II

OFFLINE RECOGNITION RESULTS

Audio Weight Video Weight Accuracy
1.00 0.00 80.00

0.875 0.125 90.77

0.75 0.25 86.15

0.625 0.375 76.92

0.50 0.50 66.92

0.375 0.625 53.85

0.25 0.75 51.54

0.125 0.875 53.85

0.00 1.00 36.92

The results may be interpreted such that; as seen on Table II, if the

recording environment has implicit noise (in this case due to the hiss

in microphone) using visual features improves accuracy. This shows

the advantage of fusing audio and visual features and positive effect

on the recognition accuracy.

It should be reminded that these tests are performed with limited

number of training data. A higher and more diverse data set where

recordings are done with different people, at different places and

times, a deeper analysis can be made. However visual features are

promising for recognition when audio data is insufficient.

VIII. CONCLUSIONS AND FUTURE WORK

We have developed a software during the eNTERFACE’10 work-

shop that demonstrates how to control a computer with audio visual

speech recognition. Speech recognition phase is performed with both

audio and visual channels, and during recognition user can choose

which channel is emphasized with what weight. Also user can use the

software to extract source files to train new models. The application

uses multi-platform, free and open source libraries and development

environment. This allows other researchers who wish to benefit from

the project at maximum. We also propose using tandem approach and

give results done with offline data. The results for tandem streams

are also promising.

The source file for the entire project, presentations and a demo

video can be found on eNTERFACE 10 web site [22] and project

home page [23]. One exception for the source files is that, live

recognition module which is modified from HTK toolkit cannot be

distributed.

For future work, automatic detection of SNR and speech activity

may improve usability and continuous recognition such that; when
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activity is detected recognition begins and ends when the activity

ends. Also detecting audio SNR and quality of visual information can

help to determine stream weights automatically. Also coupled hidden

Markov models [24] may be employed to overcome state asynchrony

in audio and visual channels and improve accuracy.
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An Affect-Responsive Interactive Photo Frame
Hamdi Dibeklioğlu, Ilkka Kosunen, Marcos Ortega Hortas, Albert Ali Salah, Petr Zuzánek

Abstract— We develop an interactive photo-frame system in which a
series of videos of a single person are automatically segmented and a
response logic is derived to interact with the user in real-time. The
system is composed of five modules. The first module analyzes the
uploaded videos and prepares segments for interactive play, in an offline
manner. The second module uses multi-modal input (activity levels, facial
expression, etc.) to generate a user state. These states are used by the
internal frame logic, the third module, to select segments from the offline-
generated segment dictionary, and they determine the response of the
system. A continuous video stream is synthesized from the prepared
segments in accordance with the modeled state of the user. The system
logic includes online/offline adaptation, which is based on stored input-
output pairs during real-time operation, and offline learning to improve
the system response. The fourth module is the application interface, which
deals with handling the input and output streams. Finally, a dual-frame
module is described to enhance the use of the system.

I. INTRODUCTION

In this paper we describe a dynamic responsive photo frame.
This system replaces a traditional static photograph with a video-
based frame, where short segments of the recorded person are shown
continuously, depending on the input received from the sensors
attached to the interactive frame.

The prototypical scenario we consider is the photograph of a baby,
set up in a different location, for instance in the living room of the
grandparents. While there is no one around, the baby is asleep in
the photo frame. Once a viewer arrives, the baby ‘wakes up’, and
responds to the multimodal input received from its viewer. To realize
such a system, we propose methods to automatically analyse and
segment a number of video sequences to create a response dictionary,
combined with a real-time affect- and activity-based analysis tool to
select appropriate responses to the user. We then propose a number
of system extensions and describe an evaluation methodology.

This system has a number of precursors. A responsive interactive
system was proposed in [1], called an Audiovisual Sensitive Artificial
Listener. It is a system in which virtual characters react to real users.
Facial images and voice information in the videos are used to extract
features, which are then submitted to analysers and interpreters that
understand the user’s state and determine the response of the virtual
character. Hidden Markov Models (HMMs) are used in sequential
recognition and synthesis problems. In [2], a dialogue model is
proposed that is able recognize the user’s emotional state, as well
as decide on related acts. A Partially Observable Markov Decision
Process approach is used with observed user’s emotional states and
actions.

A project which brought some interaction to photographs is the
Spotlight project of Orit Zuckerman and Sajid Sadi, developed at
MIT MediaLab1. In this project, 16 portraits are placed in a 4 × 4
layout. Each portrait has nine directional temporal gestures (i.e. one
of nine images of the same person can be displayed in the portrait at
any given time), which give the appearance of looking at one of the
other portraits, or to the interacting user. The user of the system can
select a portrait, at which point the remaining portraits will ‘look’ at

H. Dibeklioğlu and A.A. Salah are with the Informatics Institute, University
of Amsterdam, the Netherlands. I. Kosunen is with Helsinki Institute of
Technology, Finland. M. Ortega is with University of A Coruña, Spain. P.
Zuzánek is with Czech Technical University, Czech Republic.

1http://ambient.media.mit.edu/people/sajid/past/spotlight.html

it. This project demonstrates the concept of an interactive photograph
with static content. While the combination of portraits create novel
patterns all the time, the language of interaction is simple and crisply
defined.

Another interactive photo frame project is the “Portrait of Cati”
by Stefan Agamanolis, where the portrait in question can sense the
proximity of the spectator, and act accordingly [3]. When no one
is close to the portrait, Cati displays a neutral face. When someone
approaches, it selects a random emotion, and displays it in proportion
to the proximity of the spectator. If the selected expression is a
smile, for instance, the closer the spectator comes, the wider Cati
will smile. A similar project is the Morface installation, where an
image of Mona Lisa was animated based on the proximity of the
interacting person [4]. In this project camera-based tracking is used
to determine proximity and head orientation of the user.

The system described in here is different in several aspects from the
systems discussed in the literature. In our model the responses of the
system are not fixed, but grow in time as the user uploads new videos.
In this manner, the system maintains novelty. The two interactive
systems we just described are suitable for art installations, but we
target a home application, for which novelty plays an important
role. Another aspect is that we use real videos in the systems
output, with no manual annotation. This is much more challenging
than producing appropriate responses through a carefully engineered
synthesis framework, where the system has control over the output.

The bottleneck in our system is the real-time interaction, therefore
we need to work with lightweight features. We first inspect simple and
easy-to-recognize signals, and move to recognition of more complex
stimuli. The second aspect that makes our work novel is that the
response of the system is not manually (and precisely) defined. A
fully automatic segmentation procedure is proposed to create self-
contained response patterns, for which the precise semantics is not
known at the onset. Our goal is to create a consistent system, in
which certain user behaviour is used to produce a certain system
response in a consistent manner, and the user is the primary driver
of the interaction semantics.

The primary modality we use for real-time analysis is the facial
expression of the user. At the core of our real-time module is the
eMotion system, which recognizes six basic emotional expressions
in realtime [5], [6]. This system uses a Bézier volume-based tracker
for the face and a naı̈ve Bayes classifier for expression classification.
In a similar vein, Kaliouby et al. previously proposed a MindReader
API which models head and facial movements over time by Dynamic
Bayesian Networks, to infer a person’s affective-cognitive states in
real time [7]. In [8] a real-time emotion analysis system was proposed
that used an efficient facial feature detection library in conjunction
with a number of physiological signals. In the last few years, facial
expression and action recognition have seen great improvements. For
additional information on facial expression recognition, see [9], [10],
[11].

This report is structured as follows. In Section II we describe the
proposed system, its separate modules, and its use-cases. Section III
describes the algorithmic aspects for each of the modules of the
system. Section IV describes the experimental methodology and the
assessment of the proposed algorithms within the application context.
As the complete system implementation was not completed until
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Fig. 1. The overview of the operation of the system. In the dual-frame mode, each frame is used to record new videos that are automatically segmented and
added to the segment library of the other frame, establishing an asynchronous communication channel.

the end of the eNTERFACE Workshop, a usability study was not
performed. However, such a study was planned during the Workshop.
Finally, we conclude in Section V and summarize possible future
directions.

II. DESIGN OF THE AFFECT-RESPONSIVE PHOTO FRAME

In this section we describe the logic and the design choices for the
affect-responsive photo frame, and introduce the separate modules.
Our purpose is to create an emotional/personal digital artifact for
continued use. This artifact is designed to adapt to each of its users,
as well as prompt the user to adapt to its behavior by guiding the user.
We will describe the whole system through the prototypical baby-
grandmother scenario. This will help distinguishing the two analysis
modules that are similar in principle, but work in offline and online
modes, respectively.

A. Overview

The first part of the system is the offline segmentation module.
The purpose of this module is to create a response segment library,
composed of short video fragments. The input is any number of
uploaded videos. In the prototypical use-case, these are the videos
of the baby. These videos are analyzed in an offline fashion, and
the segments are stored in a segment library. During interaction, the
system will play these segments in a particular order.

The second module is the affect and activity analysis module. Here
the visual (and in the future audio) input from the user is analyzed in
real-time, and a feature vector is generated. This is the module that
processes the behaviour of the grandmother in the use-case.

The feature vector is used by the third module, which is the system
response logic. The features computed in the second module are used

to select an appropriate video segment from the segment library. This
module also incorporates learning, to fine-tune its response over time.
The system uses its offline period to execute an unsupervised learning
routine for this purpose.

The fourth module is the interface. The segments are displayed to
the user in the photo frame, depending on the user input. For instance,
a smile will trigger a response from the frame, but since we have no
mechanism to interrupt the response of the system as soon as new
input arrives, a faster feedback mechanism is integrated to the frame
in form of coloured glyphs, displayed under the image. Each system
response is associated with one glyph, and the brightness of the glyph
indicates the proximity of users behaviour to the activating input for
that particular response. Thus, if a response is triggered by a smile, a
wide smile will activate its glyph immediately, and the response will
be played once the current sequence ends playing.

Finally, the fifth module is implementation of the dual frame mode.
Here there are two frames, in different locations. Each frame records
new segments when it is interacting with a user, analyses those
segments, and sends them over the Internet to the other frame system.
These segments are added to the segment library of the other frame.
They also come with some ground truth, we already know what kind
of input elicited these responses in the first place, so we can associate
their activation with similar input patterns. This design takes care of
content management, and provides constant novelty to the system.
Figure 1 shows the overall design of the system, complete with the
dual-frame mode.

B. Offline Segmentation Module

The task of the offline segmentation module is to automatically
generate meaningful and short segments from collected videos. These
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are stored with indicators of affective content and activity levels.

Segmentation errors here are not of great importance, as the synthesis

module will eventually use all footage material.

The segmentation module uses optical flow calculations to find

calm and active moments in the video. Each active moment of a

specific length, surrounded by calm moments, is considered as one

event and labeled as an active segment. Also, each calm period of

sufficient length is labeled as a calm segment. Due to the generic

nature of the optical flow calculation, the module is able to detect

not only changes in facial expressions, but also events such as hand

gestures (waving to the camera) and head movements.

Since we cannot assume a neutral initial pose, or an occlusion-free

face area for the duration of the video, assessing facial expressions

in these uncontrolled segments is really difficult. Furthermore, our

use-case involves a baby, for which the expression analysis requires

special training due to different facial morphology. Our experimental

results have shown that the optical flow based segmentation creates

segments similar to manual segmentation.

C. Real-time Feature Analysis Module

The real-time analysis module is motivated by the need of the

system to analyze and characterize user behaviour in order to provide

an appropriate response to any particular behaviour. Keeping this

in mind, this module can be considered as the data source of the

system, as it receives signals from the user and processes them

to determine affect- and activity-based content. Since the data are

gathered during real-time operation, the module must be able to

analyze and process data in a real-time fashion, within reasonable

computational assumptions.

The feature analysis module combines the input data into a single

feature vector aimed to characterize the current action taken by the

user of the system. Modelling the action as a feature vector has the

critical advantage that it allows to generate an action space covering

the possible feature vector values. This space can be further used to

improve system responses to a specific user using machine learning

techniques.

In our initial design of the system, we have focused on the

following aspects of the user behaviour to be able to model a

significant and complete set of different actions:

• Face: The location of the face is the first and most important

feature of the system. It allows us to detect the presence of a user

to initiate a session, and at the same time it offers information

during the session such as movement with respect to camera’s

frame of reference, and proximity of the user.

• Eyes: The location of the eyes gives us information about

the gaze direction of the user. In a system with synthesized

responses, matching gaze direction with the user (shared focus

of attention) or following the user’s location with the gaze are

both important for realistic interaction. Since we do not assume

any control over the stored segments, there is no meaningful way

we can match the gaze information with appropriate segments.

However, we do know where the strongest action takes place

in each segment, and the gaze information can potentially be

matched to such a cue.

• Motion: The activity level of the user is a lightweight feature

that can be usefully employed to characterize actions. We divide

the face area into a grid and measure the amount of activity in

each cell of the grid. This gives us a granular indication of facial

activity levels.

• Expression: Facial expression analysis is computationally costly.

In our prototype we detect the six prototypical facial expressions

(joy, sadness, anger, fear, surprise, disgust). Our system gives

soft membership values for each category (including neutral) at

15 fps.

In future, we plan to take more input channels into consideration,

like color information (in order to detect presence of some predomi-

nant color in the scene, possibly indicating an object) or audio cues

from the user.

1) Feature vector components: Fig. 2 shows the information that

the real-time analysis module extracts from the input data in a given

frame F in order to construct the feature vector. We also need to

consider the action of the user in some interval of time to model

the evolution of activity and movement. Therefore, we consider a

past frame F ′, typically two or three frames prior to F . The feature

vector computed at F ′ is used in conjunction with the feature vector

computed at F to determine the system response. In addition to these

location and activity based features, we use facial expression analysis

to provide us with the amount of expression present in each frame.

This additional information comes as a normalized vector containing

the amount for each one of the six basic facial expressions, plus the

neutral expression (represented as E1 . . . E7). Table I summarizes

the feature vector components related to the computations from the

frame data.

Fig. 2. Features gathered from the visual input of the user for a particular
frame. (Fx, Fy) represents the coordinates of the left corner of the face
region with respect to the image borders, W is its width and H is its height.
L = (Lx, Ly) and R = (Rx, Ry) represent the left and right eye locations,
respectively. A1 . . . A9 quantify the motion activity in each of the nine regions
around the face. These nine parameters are measured as vectors, the magnitude
(|A|) being the amount of average activity in the region and the direction (Aρ

being the mean direction for each region).

D. System Response Module

The system response determines the quality of interaction. If the

automatic segmentation is successful, we have a number of short

segments that can be played in any sequence. This forms a baseline

for the operation of the system. The purpose of the system response

module is to improve on this baseline by evaluating the user input in

real-time, and by producing consistent and meaningful responses.

We have selected a finite state machine as the abstract represen-

tation of the system’s operation in this module. This is the simplest

possible model for interaction, where input and output relations are

clearly (but probabilistically) indicated.

1) Simple prototype: As a simple first prototype, we have devel-

oped a simple, two-state finite state machine. The transition between

the states were made to depend on the results of the Viola-Jones face

detector (i.e. the input consisted of a Boolean variable representing
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TABLE I
DESCRIPTION OF THE 41 FEATURES USED TO BUILD THE FEATURE VECTOR FOR FRAME F . FEATURES ARE DEFINED IN TERMS OF THE COMPUTATIONS

OF FRAME F AND REFERENCE FRAME F ′ . THESE COMPUTATIONS CORRESPOND TO THE ONES EXPRESSED IN FIG. 2.

Index Calculation Definition

F1, F2 Fx, Fy Face region left corner coordinates
F3, F4 W , H Width and height of face region
F5, F6 Cx − C′

x, Cy − C′

y Translation of the face region from F ′ to F
F7, F8

W
W ′ , H

H′ Scale factor of the face region from F ′ to F
F9, F10 Lx, Ly Left eye center coordinates
F11, F12 Lx − L′

x, Ly − L′

y Left eye center translation from F ′ to F
F13, F14 Rx, Ry Right eye center coordinates
F15, F16 Rx −R′

x, Ry −R′

y Right eye center translation from F ′ to F
F17 . . . F25 |A1| . . . |A9| Magnitude of motion vectors in regions A1 to A9

F26 . . . F34 A1ρ . . . A9ρ Motion vector directions for regions A1 to A9

F35 . . . F41 E1 . . . E7 Amount of basic expressions present in the current frame

“face detected’ and ‘face not detected’). Fig. 3 depicts this two-state
machine. We have used two expressive face action sequences (‘Sad’
and ‘Smile’, respectively) from the Cohn-Kanade database [12]. The
advantages of using these sequences are that they are normalized with
respect to face location and size, well-illuminated, and the expressions
start from a neutral face and evolve into the full manifestation of the
expression.

��� �����
	
	������

�����
	
	������ �����

Fig. 3. Scheme of the two-state machine that changes the response of the
system according to the results of the Viola-Jones face detector.

This prototype helped us to inspect the behaviour of the system
under very simple operating principles, and led to the following
observations:

• Neutral state: It is unnatural to repeat a video segment multiple
times, as the jump from the last frame to the first frame induces
an abrupt motion. In the prototype, we ensured the smooth
transition between segments by playing them forwards and
backwards in a single output cycle. Thus, any transition from
the ‘Sad’ state to the ‘Smile’ state occurred when the face was
displaying a neutral expression. We have decided to use such a
‘neutral state’ in all our state transitions. We define the neutral
state as a frame with very low activity, so that the switch from a
forward play to the backward play of the segment has minimum
unnatural motion. We have also experimented with morphing
between segments to have a smooth transition, but it is difficult
to ensure a proper registration of anchor points between frames
automatically to have a natural and smooth morphing sequence.

• Uninterrupted play: While the response logic requires the
system to change behaviour as soon as a new user input is
registered, it is unnatural to interrupt a sequence in progress
and switch to another sequence. We decided to switch the
segments (make a state transition) after the current segment is
played completely. For the acknowledgement of the user input,
a supplementary indicator is designed. This will be described
shortly.

• System responsivity: With uninterrupted play, there is a related
issue of the length of the video segments. Longer video segments

means that the system response is delayed, while the segment is
run to its end. A solution might be to eliminate longer sequences
from the segment library, or to make them rare events in the
operation of the system.

• Video transitions: When we have a transition between segments
that naturally follow each other, the state transition is very
smooth, as expected. However, switching to a distant segment of
the same video session, and even more prominently, switching to
a segment of another video session can be sharp and unnatural.
These transition artifacts should be eliminated using a smoothing
or blur function during the transitions. In [13] a subspace method
is proposed to control real-time motion of an object or a person
in a video sequence. The low-dimensional manifold where the
images are projected can be used to define a trajectory, which
is then back-projected to the original image space for a smooth
transition. While this method is promising for controlling tran-
sitions between segments, the subspace projection will not be
very successful with the dynamic and changing backgrounds
we deal with. Subsequently, we use a much simpler scheme. If
we have a transition from frame F1 to frame F2, we use an
exponential forgetting function to synthesize transition frames,
given by equation:

F3 = α · F1 + (1− α) · F2 (1)

where α ∈ (0; 1).

2) Design of the finite state machine: According to the observa-
tions we made following the prototype experiment, we have devel-
oped a more extensive finite state machine for the affect-responsive
photo frame, depicted in Fig. 4.
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Fig. 4. Scheme of the finite state machine for system response. The two
kinds of states are distinguished by the dotted line separator.
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In this current implementation, we distinguish between Basic states
and Segment states, respectively.

• Basic states are used to provide a general and consistent outlook
to the system. When the system is not in use, a default state
of low activity is played in loop. In the prototypical use-case,
this state would depict the baby asleep in the frame. When a
person is present, the baby wakes up, and normal operation is
resumed. When the interacting user is absent for a long period,
the system returns to the sleep mode. The basic states make
sure that this skeleton response is properly displayed. They
are assigned manually, although their segmentation need not be
manual. The transition from one basic state to another basic state
depends solely on the input from the face detector.

• Segment states constitute the dynamic part of the finite state
machine. Each segment state Si is associated with one video
segment Vi from the segment library, as well as an expected
feature vector Fi that will guide the activation of the segment.
In the first working prototype of the system, implemented during
the eNTERFACE, we have assigned the expected feature vectors
randomly, by setting the activity and location based values to
zero and setting one or two of the facial expression dimensions
to larger values. Thus, basic expressions were used to elicit
responses from the system. The segment Vi is activated when
the feature vector describing the user’s activity is close to the
expected feature vector Fi. The ‘closeness’ here is described
statistically, by specifying a Gaussian distribution around each
expected feature vector, and admitting activation if the feature
vector computed from the user’s activity is close to the mean
by one standard deviation.

To better understand and remember the user’s response for each
segment, a game-like strategy is used, where the responses of the
system are ‘unlocked’ one by one. This means that the user has to
discover the correct response expected by the system for each new
video segment that is shown on the frame. At the beginning, all
segments are locked. Once the correct response for the segment in
line is found, the particular segment becomes active, and it can always
be re-activated by producing the same response.

E. Interface

The interface of the affect-responsive photo frame contains a
feedback mechanism to allow the user to see the immediate effect of
its actions. This was necessary, as we treat each video segment as
an integral entity, and play them in their entirety. Longer segments
reduce the responsiveness of the system. In this section we describe
our solution based on coloured glyphs, displayed under the photo
frame. We also describe the external software packages we made use
of to run the system on a stand-alone computer system.

1) Glyphs responses: The developed system aims to provide
two-sided adaptation between the user and the machine. Two-sided
adaptation means that it is not only the machine that learns the
patterns of the user, but also that the user learns the reactions of the
machine for different patterns. For this purpose, our system shows
glyph responses in real time for patterns derived from the actions
of the user at a specific moment. Each segment is pre-assigned
to a glyph, which shows the relation between the user’s behaviour
and the system response, which is encoded by the intensity of the
glyph. Higher intensity means that the user activity comes close to
the activity that is associated with the particular segment. When the
intensity reaches its maximum, the segment is activated. It is shown
to the user once, and the user response that elicited the activation of
the segment can be repeated for re-activation of the segment at later
times.

(a)

(b)

Fig. 5. (a) The stand-by mode and (b) the interaction mode of the system.
The lower left corner shows the current camera input to the photo frame as
a diagnostic tool.

Fig. 6 shows the system with the glyph responses for each segment.
The order of the glyphs (from left to right) reflects the order of
segments in the unlock queue. The third glyph glows bright in the
example, which means that the current activity of the user is very
close to the activity pattern that activated the third segment. The
green bounding box around the fourth glyph shows that this is the
next segment to be activated, and if the user wants to unlock this
segment, he or she should watch this glyph for intensity changes,
and adjust its behaviour to increase this intensity. The glyphs on the
left side of the green bounding box are already unlocked, and at any
given moment, the user can elicit these responses from the system
by the same behaviour that was used to unlock the segment initially.
Responses for segments to the right of the green bounding box are
not known to the user yet.

2) External software: To enable facial expression analysis in
our system, we have used the approach proposed in [6]. There
is an existing software implementation of this method, packaged
into the commercial eMotion application2. This program analyses a
face image, and classifies the facial expression into basic emotional
categories. We have modified some output channels of this expression
analysis system and prepared a separate executable to avoid running
face detection twice. In the prototype we have prepared, the modified
eMotion software runs in addition to the main program, and feeds the
facial analysis results to our system over a Telnet connection. Since
both interaction and eMotion systems need camera input, we have
used a third party camera splitter driver (SplitCam software) which
clones the camera input for both applications.

2http://www.visual-recognition.nl/
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Fig. 6. The output window displays the segment and the glyphs below it.
The red circle in the center of the third glyph shows the currently playing
segment. In the top-left corner, the name of the currently playing segment
is displayed. This is a prototype where each segment is named with basic
expression categories. This information is normally not available to the system,
as the segmentation is automatic.

F. Dual Frame Mode

The principle behind the dual-frame mode resembles that of the
PhotoMirror appliance [14]. In PhotoMirror, a camera is hidden
behind a mirror in a home setting, which can record segments of
the inhabitants life, and play them back on the surface of the mirror
(or another mirror). Similarly, the dual-frame mode of our system
implies an asynchronous communication between two persons.

Consider our example scenario with the baby and the grandmother,
and add to it a time-differential, where the baby lives in another
continent. While the grandmother uses the interactive photo frame
in her house, the system will record short segments of her activity
(where the face detector is active) and create a segmented behavior
library for the grandmother. These segments will be played on a
second frame, placed in the baby’s room. Through this symmetrical
setup, we will also have a kind of action-response ground truth; the
segments recorded from the grandmother’s frame will be associated
to particular segments of the baby. Then, these associations can be
used to weakly guide the response patterns. Furthermore, each usage
of the frame will send a sequence of new segments to the other frame,
taking care of automatic content update for improved novelty.

III. ALGORITHMIC ASPECTS

A. Offline Segmentation Module

The optical flow algorithm can be controlled in various ways
depending on the type of segmentation that is desired. First there is
the question of whether the optical flow should be calculated between
two consequent frames, or a longer period, which might be necessary
if the video footage is very static. Secondly, the number of tracked
features can be adjusted: in videos with lots of small, uninteresting
motion, the algorithm could be set to track only the most important
features. Furthermore, the distance between two unique features can
be scaled, and the maximum effect of a given feature can thereby
be made greater or smaller. This provides robustness against outliers,
so that a single large deviation in a given feature, which may be the
result of an outlier or noise, does not overly affect the result. With
all these options, the module can be used to segment a wide variety
of video content. We now discuss several aspects of this module.

1) Optical flow and motion energy: The optical flow calculations
were performed with standard routines of the OpenCV library3.
Optical flow is calculated by selecting the number of points or

3See David Staven’s excellent tutorial “The OpenCV Library: Computing
Optical Flow” for more information.

features in one frame image, and tracking the distance these points
have moved in another frame. The tracked features can be selected in
a variety of ways [15], but we used the Shi-Tomasi corner detection
algorithm [16]. Once the features are selected, they are used using the
Lucas-Kanade method for optical flow estimation [17]. The resulting
optical flow for each feature in the frame (up to a pre-specified
number of features) is then summed to produce a total amount of
optical flow for each frame. Because we are interested in events
that last for several seconds, the optical flow data are then smoothed
using a moving average window to get rid of noise, as well as large
fluctuations. This procedure is illustrated in Fig. 7.

After the smoothed optical flow data are generated, the algorithm
goes through the data and finds extended periods of activity and
calm, and generates both calm and active segments based on this
information. The main problem is automatically selecting reasonable
thresholds for what is considered an activity and what is not. This
is done by defining the average activity as the amount of total
optical flow in a frame, and then by taking a certain percentage
of this amount to be the threshold for activity segmentation. This
allows the algorithm to work with both very active videos, as well
as comparatively static ones.

(a)

(b)

Fig. 7. (a) The original optical flow curve and (b) its smoothed version.

2) Frontal face detection: Apart from activity analysis, we rely
on face information for both offline and online processing. The first
step for this purpose is face detection. While it is possible to do
a pass over the video segments that are processed offline to find
the best (frontal) face, and combine this with tracking to provide
robust face localization, this approach was not implemented. The
ideal combination of frame-by-frame face detection and tracking is
a possible extension left for the future work.

Because of its proven reliability, we have selected the well-known
Viola & Jones algorithm for face detection [18]. For better accuracy
we have used the improved version of Viola & Jones algorithm as
proposed by Lienthart and Maydt [19]. In this improved version, 45◦

rotated Haar-like features (see Fig. 8) are used in addition to the
original set of Haar features, and a post optimization of boosted
classifiers is performed. While rotated Haar-like features increase
the discrimination power of the framework, post optimization of the
boosted classifiers provides for reduced false alarms.

The Viola & Jones method can be used to detect rotated faces with
a cascade trained for this purpose. In general, frontal face images
are easier to analyse, and the expression analysis module used in
this study needs a frontal face at the initialization step. Therefore,
we have used only frontal face cascades to recognize nearly frontal
faces.

B. Real-time Feature Analysis Module

In this section we describe the techniques employed in the real-
time feature analysis module in order to compute the feature vectors
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(a)

(b)

Fig. 8. (a) Haar-like edge, line, and center-surround features, respectively,
and (b) their rotations [19].

representing the user actions to the system. For fast online analysis
of the camera input we process the location and extent of the face,
the locations of the eyes, the content of facial expressions, and
the distribution of motion activity. Face detection was discussed in
the previous section, the computation of the rest of the features is
discussed next.

1) Face analysis: As discussed previously, face analysis starts with
face detection. The presence of a face in the field of view of the
camera is the main cue we use to arouse the system from its sleep
mode. Future work can extend this easily by incorporating sound,
such that a loud noise, or the utterance of a particular word can be
used as triggers for activating the system.

The detection of eye locations and facial expression analysis both
depend the detected face area. For the eye center localization, we used
a technique based on isophote curvature, proposed by Valenti and
Gevers [20]. The proposed method makes use of isophote properties
to gain invariance to linear lighting changes (contrast and brightness)
and rotational invariance. For every pixel, the center of the osculating
circle of the isophote is computed from smoothed derivatives of the
image brightness, so that each pixel can provide a vote for its own
center. The eye center is surrounded by pixels whose curvature point
in the eye-center direction, so it becomes very salient when these
votes are pooled. The use of isophotes yields low computational cost
(which allows for real-time processing) and robustness to rotation
and linear illumination changes. Fig. 9 illustrates an example of the
face and eye location on the feature analysis module.

The features extracted from the face allows for quantification of
changes in different aspects. For instance the change in the scale of
the facial area is indicative of movement towards the frame or away
from it. The eye centers denote shifting foci of attention, although
the system we employ does not have sufficient resolution to precisely
determine the true focus of attention.

Fig. 9. An example of face and eye center localization.

For facial expression analysis we have used the system which
is proposed in [6]. In this approach, the face is tracked by a
piecewise Bézier volume deformation (PBVD) tracker, based on the
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(a) (b)

Fig. 10. (a) The Bézier volume model. (b) The motion units.

system developed by Tao and Huang [21]. A three dimensional facial
wireframe model is used for tracking. The generic face model consists
of 16 surface patches, and it is warped to fit the estimated facial
feature points, which are simply estimated by their expected locations
with respect to the detected face region boundary. These expected
locations are learned on a separate training set of faces.

The surface patches are embedded in Bézier volumes to generate
a smooth and continuous model. A Bézier curve for n + 1 control
points can be written as:

x(u) =
∑n

i=0
biB

n
i (u),

x(u) =
∑n

i=0
bi

(
n

i

)
ui(1− u)n−i,

(2)

where the control points bi and u ∈ [0, 1] control model shape
according to Bernstein polynomials, denoted with Bn

i (u). The Bézier
volume is an extension of the Bézier curve, and the displacement of
the mesh nodes can be computed as V = BD, where B is again the
mapping in terms of Bernstein polynomials, and D is a matrix whose
columns are the control point displacement vectors of the Bézier
volume.

After initialization of the facial model, head motion and facial
surface deformations can be tracked. 2D image motions are estimated
using template matching between frames at different resolutions.
Previous frames are also used for better tracking. Estimated image
motions are modelled as projections of true 3D motions. Therefore,
3D motion can be estimated using the 2D motions of several points
on the mesh.

Expression classification is performed on a set of motion units,
which indicate the movement of several mesh nodes on the Bézier
volume with respect to the initial, neutral/frontal frame. 12 different
motion units are defined as shown in Fig. 10. Unlike Ekman’s Action
Units [22], motion units represent not only the activation of a facial
region, but also the direction and intensity of the motion. A naı̈ve
Bayes classifier is used to compute the posterior probabilities of seven
basic expression categories (neutral, happiness, sadness, anger, fear,
disgust, surprise).

2) Motion Energy and Activity Levels: The motion energy in
a particular frame is computed by means of the optical flow.
For its computation we use the technique proposed by Lucas and
Kanade [17] for registration of images. This method assumes that
the flow is essentially constant in a local neighbourhood of pixels
under consideration, and solves the basic optical flow equations for
all the pixels in that neighbourhood under a least squares criterion. By
combining information from several nearby pixels, the Lucas-Kanade
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method can often resolve the inherent ambiguity of the optical flow
equation. It is also less sensitive to image noise compared to point-
wise methods. In our particular case, we have used a pyramidal
implementation of the Lucas-Kanade algorithm, developed by Jean-
Yves Bouguet [23]. Fig. 11 shows a graphical example of the optical
flow algorithm output for a particular frame.

Fig. 11. Example of the optical flow vectors obtained in a frame using the
pyramidal implementation of the Lucas and Kanade algorithm [23]. Optical
flow vectors are represented as red arrows in the picture.

C. Learning and Adaptation

There are several ways to define interaction between a computer
and its human user. The dominant paradigm is to specify the response
of the computer precisely, given a certain input from the user. In
the interactive photo frame, the manifestation of this paradigm is
a static design of the system response logic, and a pre-specified
input dictionary. There are however two immediate problems here.
Our affect-sensing technology is not robust enough to assign crisp
categories to different actions of different users. In other words, if
the system is not trained for a specific person, there is a possibility
that only a few input words will be activated during the lifetime of
the system, and other response possibilities are left unexplored. The
second problem is that the response dictionary of the system is not
static, and grows each time a new video is added to the system.

The solution to both problems is to model the operation of the
system as a dialogue, and let a consistent semiotics emerge through
the interaction [24]. In this approach, the initial response of the
system is random, or relates weakly to the actions of the user.
However, during interaction, action-response pairs are stored. The
system then periodically updates its response function by analysing
the existing action-response pairs. This serves a two-fold purpose.
1) The response of the system becomes consistent over a period of
usage, in that the user becomes able to trigger a certain response by a
certain action, and these triggering actions are suitably idiosyncratic.
2) The system, by giving glyph-based feedback to the user, induces
certain actions, yet if the user is not able to produce the expected
valence, the learning process will shift the required activity to an
appropriate level suitable for the user’s activity range. In other words,
the user and the system simultaneously adapt to each other, and for
each user, the final response pattern of the system will be different.

Let F t denote the feature responses collected during a session of
interaction with a user. At a specific moment T of the session, if
there are k active segments, and one additional segment that the user
seeks to activate at the moment of analysis, there will be k+1 feature
distributions, represented as N (μi,Σi), with i = 1 . . . k+1 . Here,
each segment is activated by a feature response that is close to its
distribution, as measured by the Mahalanobis distance between μi

and F t.

(a) (b)

Fig. 12. The user responses (each point is one frame) projected to two
dimensions. The response thresholds of the system are shown as ellipses for
two segments (red and blue in the coloured version), (a) before adaptation (b)
after adaptation.

We can take into account the idiosyncratic variations that are
conditioned to users by letting the system adapt its response to
the user. The terms that determine the system response are F t, μi

and Σi. Since F t is computed from the camera input recording
user’s behavior, the adaptation of the system is not concerned with
it, but rather involves changing μi and Σi. The idea is to update
these variables for an improved modeling of user behavior. Fig. 12
illustrates this idea on a toy example.

The procedure we use for improving the adaptation of the system
is simple. At periodical intervals, the parameters of the system are
updated as follows:

hi(F
t) =

p(F t|μi,Σi)∑k+1

j=1
p(F t|μj ,Σj)

. (3)

μ
′

i = αμi + (1− α)

∑T

t=1
hi(F

t)F t∑T

t=1
hi(F t)

. (4)

Σ′

i = αΣi + (1− α)

∑T

t=1
hi(F

t)(F t − μi)(F
t − μi)

T∑T

t=1
hi(F t)

. (5)

Here, hi(F
t) denotes the normalized membership probabilities of a

particular set of features F t for behaviour segment i, p(F t|μi,Σi)
is computed from the Gaussian distribution N (μi,Σi), and α is a
control parameter. Small values of α will result in small adjustments
in the systems behaviour, making it more responsive to the type of
activities displayed by the user, as opposed to activities expected by
the system. Large values of α may cause inconsistent behaviour in
the system, and abrupt changes in response.

IV. SYSTEM ASSESSMENT

We have constructed a working prototype of the system that has
basic functionality. We summarize the achievements and assessment
in this section.

A. Offline Segmentation

The offline segmentation module is completely implemented. To
gain insight into its operation, we have manually segmented a number
of video sequences. The system segmentation is then contrasted with
manual segmentation, provided by five different persons for each
video sequence. During manual segmentation, segments were also
assigned labels. We have not constrained these labels in any way;
the only constraint was conciseness. The freely available ANVIL
multimedia annotation tool4 was used.

Fig.13 shows a video sequence being processed in the ANVIL tool.
Five different segmentations are displayed as rows at the bottom of

4http://www.anvil-software.de/
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Fig. 13. The manual segmentation of videos and the corresponding automatically determined segmentation.

the video image. The temporal dimension is represented in each row
in a left-to-right fashion. Labeled segments are represented as boxes,
with the custom label written inside. The smoothed optical flow graph
that is appended to the figure (aligned in the temporal axis) is not
part of the annotation tool. It displays the result of automatic offline
segmentation (as vertical bars) and the optical flow illustrates the
‘reasoning’ of the system in choosing these segments. The bars are
elongated to intersect all five manual segmentations, so as to allow
visual comparison. As it is evident from the figure, the most important
segment boundaries (as evidenced by consensus among the taggers)
is found by the automatic algorithm.

B. Real-time Feature Analysis

The real-time feature analysis module has been partly imple-
mented. As we have discussed, some external software modules
were employed to make the system work. The processing is no
streamlined, and subsequently the computation burden of real-time
feature computation is high. This is a common problem we have noted
in similar systems. The SEMAINE API [25], which is developed for
building emotion-oriented systems, and which provides a rich set of
tools for this purpose, was considered for usage in an early stage
of development. Our initial experiments have shown that enabling
the facial feature analysis module in this system required a lot of
computational resources. The information provided by the API in this
modality is quite detailed, which led us to pursue a computationally
cheaper system that would nonetheless be useful in guiding the
interaction. The full assessment of this module is closely tied to
usability studies with real subjects, which was not performed during
the Workshop.

C. Real-time Facial Expression Analysis

We have assessed the accuracy of the eMotion software on the
Cohn-Kanade AU-Coded Facial Expression Database [12]. In this
database, there are approximately 500 image sequences from 100
subjects. These short videos each start with a neutral and frontal
face display, and with little overall movement of the face display
an emotional expression. Cohn-Kanade dataset has single action unit
displays, action unit combinations, as well as six universal expres-
sions, all annotated by experts. Without any manual facial landmark
correction, the eMotion software provides 70.68 per cent average
classification accuracy for six emotional expressions on this database.
We have used 249 of the emotional expression sequences (46 joy,
49 surprise, 33 anger, 37 disgust, 41 fear, 43 sadness sequences)
with three-fold cross validation to obtain the accuracy. Warping the
generic face model of the eMotion software into a more accurate face
representation anchored by seven manually annotated facial feature
points (outer eye corners, inner eye corners, nose tip, and mouth
corners) by a Thin-Plate Spline algorithm [26] has increased the
average classification accuracy to 80.72 per cent. Fig. 14 shows
the classification accuracy of the eMotion software for different
emotional expressions, with and without manual landmark correction.

V. CONCLUSIONS AND FUTURE WORK

We have developed a working prototype for an affect-responsive
photo frame application. Our report sketches the main parts of the
application, focusing on only visual features. The voice and speech
modalities can be added to the system following the same principles,
at the cost of higher computational complexity. We have completed
the offline segmentation, feature analysis and the interface modules.
The adaptation and dual-frame modules were not implemented during
the Workshop. The dual-frame mode of the system is particulary
interesting, as it solves the content acquisition and maintenance
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Fig. 14. Classification accuracies of eMotion software for different emotional
expressions with and without manual landmark correction.

problems. This is the most important aspect that separates this work
from similar digital constructions in the literature. We do not assume
carefully recorded and annotated response patterns, but process the
input and the output of the system automatically.

Our preliminary experiments have shown us that the proposed
system is interesting and engaging. We have not conducted formal
usability studies, but earlier prototypes were inspected and practical
aspects of design were discussed. A thorough user assessment re-
quires usability studies on a reasonable set of subjects, which can
then reveal limitations of the system in longer term usage. It is
conceivable that our automatic content management results in less
meaningful segments than a hand-crafted set of responses. It remains
to be seen whether the constant novelty created by the dual usage of
the system is sufficient to offset this handicap, or even to turn it into
an advantage.
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� 
Abstract— The aim of this project is to help the 
communication of two people, one hearing impaired 
and one visually impaired by converting speech to 
fingerspelling and fingerspelling to speech.  
Fingerspelling is a subset of sign language, and uses 
finger signs to spell letters of the spoken or written 
language.  We aim to convert finger spelled words to 
speech and vice versa. Different spoken languages and 
sign languages such as English, Russian, Turkish and 
Czech are considered.
 

Index Terms—fingerspelling recognition, speech 
recognition, fingerspelling synthesis, speech synthesis  
 

I. INTRODUCTION 
The main objective of this project is to design and 
implement a system that can translate fingerspelling to 
speech and vice versa, by using recognition and synthesis 
techniques for each modality. Such a system enables 
communication with the hearing impaired when no other 
modality is available.  

Although sign language is the main communication 
medium of the hearing impaired, in terms of automatic 
recognition, fingerspelling has the advantage of using 
limited number of finger signs, corresponding to the 
letters/sounds in the alphabet. Although the ultimate aim 
should be to have a system that translates the sign language 
to speech and vice versa, considering the current state of 
the art and the project duration, focusing on fingerspelling 
is a reasonable choice and provides insight to next coming 
projects to develop advanced systems. Moreover as 
fingerspelling is used in sign language to sign out-of-
vocabulary words, the outcome of this project provides 
modules that can be reused in a sign language to speech 
translator. 

 
The objectives of the project are the following: 
� Designing a close to real time system that performs 

fingerspelling to speech (F2S) and speech to 
 
 
 

fingerspelling (S2F) translation 
� Designing various modules of the system that is 

required to complete the given task. 
�Fingerspelling recognition 
�Speech recognition 
�Fingerspelling synthesis 
�Speech synthesis 

II. SYSTEM OVERVIEW 
The overall system is implemented in client-server 

architecture. The modules are the client applications and 
are communicating through the server. The system is 
operating in close to real time.  It takes the fingerspelling 
input from the camera, or the speech input from the 
microphone and converts it to synthesized speech or 
fingerspelling. The input and output can be selected among 
the supported languages for each module. The translation 
between different languages is handled via Google translate 
APIs. The system flowchart can be seen in Fig.1. 

A simple game scenario is defined as follows, for 
demonstration purposes: 

SP- Hi, I am Alexander, from Russia  
FS- Hi, I am Alp, from Turkey  
SP- Do you want to play city names game?  
FS- Yes  
SP- Ok, I start. London  
FS- Naples  
SP- St. Petersburg  
FS- Grenoble  
SP- ... 

III. LITERATURE SURVEY  

A. Fingerspelling recognition 
The fingerspelling recognition task involves the 
segmentation of fingerspelling hand gestures from image 
sequences. Through the classification of features extracted 
from these images, sign gesture recognition can be 
achieved. Since a perfect method of segmenting skin color 
objects from images with complex backgrounds has not yet 
been proposed, recent studies on fingerspelling recognition 
make use of different methodologies. Liwicki and 
Everingham [1] focuses on the segmentation of hands by 
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Fig. 1. System flowchart 

 
skin color detection methods and background modeling. 
Then, Histogram of Oriented Gradient descriptors are used 
to classify hand features with Hidden Markov Models. Goh 
and Holden [2] incorporate motion descriptors into skin 
color based segmentation to improve the accuracy of hand 
segmentation. Gui et al. [3] makes use of human past 
behavioral patterns in parallel with skin color segmentation 
to achieve better hand segmentation.   

B. Fingerspelling synthesis 
The goal of an automatic sign language synthesizer is the 

reproduction of human behavior during the signing. The 
sign language synthesizer should express manual 
components (position and shape of hands) as well as non-
manual components (face expression, lip articulation etc.) 
of the performed signs. In the general task, sign language 
synthesis is implemented in several steps. Firstly the source 
utterance has to be translated into the corresponding 
sequence of signs since the sign language has different 
grammar than the spoken one. Then the relevant signs have 
to be concatenated to continuous utterance. The non-
manual components should be partially supplemented by a 
talking head system that is able to articulate the utterance or 
express the face gestures. 

The straightforward solution of sign language synthesis 
is based on video records of signing human. A 
concatenation of these records has very good quality and 
realism. On the other hand, we can find an avatar animation 
allowing low-bandwidth communication, arbitrary 3D 
position and lighting, and to change an appearance of the 
animation model.  

There are two main solutions how to solve the task of 
sign language synthesis via avatar animation. The first one 
is based on the recording and reproduction of signing 
speaker in the 3D space using motion capture [4]. The 
second one is more artificial and is based on a symbolic 
notation of signs [5][6]. 

The first solution is to use the recorded data to control 
the animation of the avatar directly. The advantages are 3D 
trajectories of whole body and very realistic motions of the 
animation model. Low accuracy and extensibility of 
recorded signs are considered as disadvantages as well as 

the need of special and expensive equipment. Advantages 
of synthesis from the symbolic notation are high accuracy 
of the generated trajectories, relatively easy editing of 
symbols, and a possibility to add new features. A lexicon 
for the synthesis can be collected from different sources 
and created at different times. The disadvantages are a 
complicated conversion of symbols to animation 
trajectories and authenticity of final animation. 

C. Speech recognition 
Human speech refers to the processes associated with the 

production and perception of sounds used in spoken 
language, and automatic speech recognition (ASR) is a 
process of converting a speech signal to a sequence of 
words, by means of an algorithm implemented as a 
software or hardware module. Several kinds of speech are 
identified: spelled speech (with pauses between letters or 
phonemes), isolated speech (with pauses between words), 
continuous speech (when a speaker does not make any 
pauses between words) and spontaneous natural speech in 
an inter-human dialogue. The most common classification 
of ASR by recognition vocabulary is the following [7]: 

• small vocabulary (10-1000 words); 
• medium vocabulary (up to 10 000 words); 
• large vocabulary (up to 100 000 words); 
• extra large vocabulary (up to and above million of 
words that is adequate for inflective or agglutinative 
languages) 

 
Recent automatic speech recognizers exploit 

mathematical techniques such as Hidden Markov Models 
(HMM), Artificial Neural Networks (ANN), Bayesian 
Networks or Dynamic Time Warping (dynamic 
programming) methods. The most popular ASR models 
apply speaker-independent speech recognition, though in 
some cases (for instance, personalized systems that have to 
recognize owner only) speaker-dependant systems are more 
adequate. 

In framework of the given project a multilingual ASR 
system is constructed applying the Hidden Markov Model 
Toolkit (HTK version 3.4) [8]. Language models based on 
statistical text analysis and finite-state grammars are 



ENTERFACE’10, JULY 12TH – AUGUST 6TH, AMSTERDAM, THE NETHERLANDS                             

 
 

71

implemented for ASR of continuous phrases or messages 
[7]. 

D. Speech synthesis 
Speech synthesis is the artificial production of human 

speech. Speech synthesis (also called text-to-speech (TTS) 
system converts normal orthographic text into speech 
translating symbolic linguistic representations like phonetic 
transcriptions into speech. Synthesized speech can be 
created by concatenating pieces of recorded speech that are 
stored in a database (compilative, HMM-based or unit 
selection speech synthesis methods) [9]. Systems differ in 
the size of the stored speech units; a system that stores 
allophones or diphones provides acceptable speech quality 
but the systems that are based on unit selection methods 
provide a higher level of speech intelligibility. 
Alternatively, a synthesizer can incorporate a model of the 
vocal tract and other human voice characteristics to create 
voice output. The quality of a speech synthesizer is judged 
by its similarity to the human voice and by its ability to be 
understood (intelligibility). 

E. Properties of the considered languages 
The Czech, English, Russian and Turkish languages are 

included in the speech scope of the system and the Czech, 
Turkish and Russian fingerspelling alphabets are included 
in the visual scope.  

Turkish is an agglutinative language with relatively free 
word order. Due to their rich morphology Czech, Russian 
and Turkish are challenging languages for ASR. Recently, 
large vocabulary continuous speech recognition (LVCSR) 
systems have become available for Turkish broadcast news 
transcription [10]. An HTK based version of this system is 
also available. LVCSR systems for agglutinative languages 
typically use sub-word units for language modeling. 

The Russian language belongs to the Slavonic branch of 
the Indo-European group of languages, which are 
characterized by a tendency to combination (synthesizing) 
of a lexical morpheme (or several lexical morphemes) and 
one or several grammatical morphemes in one word-form. 
So, Russian is a synthetic inflective language with a 
complex mechanism of word-formation. For large 
vocabulary Russian ASR, it is required to apply a 
recognition vocabulary in several orders larger than for 
English or French ASR because of existence of prefixes, 
suffixes and endings that essentially decreases both 
accuracy and speed of recognition. Zaliznjak’s grammatical 
dictionary of Russian contains above 150 thousand words 
and due to word-formation rules it allows to extract all the 
dictionary entries and to obtain over two million various 
word-forms. For instance, verbs can generate up to two 
hundred word-forms, which have to be taken into account 
at speech recognition. Besides, most word-forms of the 
same word differ in endings only, which are pronounced in 
continuous speech not as clearly as beginning parts of 
words. Misrecognition in endings results in misrecognition 
of word and whole sentence because of word discordance. 

Moreover, word order in Russian sentences is not 
restricted by hard grammatical constructions, like in 
English or German that complicates creation of statistical 
language models or essentially decreases their 
effectiveness. N-gram language models for Russian are 
larger in orders in contrast to English and have perplexity 
and entropy estimations in three-four times higher. 

SAMPA phonetic alphabet for the Russian language 
includes 42 phonemes: 36 units for consonants and six for 
vowels, so consonants ambiguity is rather high in Russian. 
An automatic phonetic transcriber is required for creation 
of the recognition vocabulary for Russian ASR. Rules for 
transformation from orthographic text to phonemic 
representation are not very complicated for Russian; 
however, the main problem is to find position of stress 
(accent) in a word-form. There exist no common rules to 
determine stress positions; moreover, compound words 
may have several accents at once. Only knowledge-based 
approaches can solve this challenge. 

The three different fingerspelling alphabets included in 
the system contain varying characteristics that make their 
combined recognition a challenging problem. The Turkish 
Fingerspelling Alphabet (TFA), seen in Fig.2, contains 
seven gestures performed by one hand and twenty two 
gestures performed by two hands. 

 

 
Fig. 2. Turkish fingerspelling alphabet

 
 

Fig. 3. Russian fingerspelling alphabet 
 
In contrast to the Turkish alphabet, all signs of the 

Russian fingerspelling alphabet (Fig.3) are performed by 
one (right) hand. The Czech sign language contains a one 



ENTERFACE’10, JULY 12TH – AUGUST 6TH, AMSTERDAM, THE NETHERLANDS                             

 
 

72

handed and a two handed sign for each letter. Therefore, 
this combination of gestures creates a need to handle the 
processing of different kinds of letters separately.  

IV. CLIENT-SERVER ARCHITECTURE 
Since the aim of this project is to help the 

communication of two people, the use of a computer 
network is essential to allow remote communication.  

As seen in Fig.1, the whole communication system has 
two input parts (one for each user), the central server and 
two output parts (again, one for each user). 

The central server, located outside of the user computers, 
runs a standalone application, which communicates with 
the applications located in the users’ computers (one input 
and one output application for every user). As these 
applications connect to the server we can call them clients. 

The server has these features: 
� can handle multiple discussions (“sessions”), i.e. 
multiple user pairs can discuss separately on the same 
server 
� receives text messages from input clients 
� stores all messages 
� translates messages to another languages using Google 
Translate API 
� sends messages to output clients 

The “message” can be a single letter (e.g. received from 
a finger spelling recognition client), a single word or a 
sentence (e.g. from a speech recognition client). The server 
automatically concatenates single letters into words and 
single words into sentences. 

The server is implemented as a web server that receives 
and delivers content using the HTTP (Hypertext Transfer 
Protocol) over the Internet. The server receives requests 
from the clients and sends a response back. 

Example to retrieve messages by an output client: 
http://[server url]/dialogue?list=all&sessio
n=tom_and_bob&format=json&translate_lang=cs_
CZ 

This lists all messages from “tom_and_bob” session, 
translates all messages into “cs_CZ” language and sends 
the response in JSON format. 

Example to send a new message by an input client: 
http://[server url]/dialogue?language=en_GB&
user_id=Tom&sentence=Hello+world&session=tom
_and_bob 

This adds the new sentence “Hello world” in “en_GB” 
language by user “Tom” into “tom_and_bob” session. 

The advantage of this client-server architecture is the 
possibility to have multiplatform client applications created 
in any programming language which supports HTTP 
communication. 

V. FINGERSPELLING RECOGNITION 
The recognition system is based on video input without 

any markers on the hands. The supported languages are 
Turkish fingerspelling and Czech fingerspelling. Some stop 

signs are defined as well for end of word and end of 
sentence. 

A. Dataset Collection 
For the purposes of this project, we have collected a 

fingerspelling database from 11 different users. Five of 
these users perform Turkish fingerspelling while four 
perform Czech and two perform Russian. Of the 11 users, 
one Turkish and three Czech users are native signers who 
are hearing impaired.  

 

 
Fig. 4. Turkish fingerspelling database 

 
The videos are recorded by a mini-dv camera at 25fps at 

a resolution of 640x480.  The signs are performed in front 
of a black background using a constant camera distance and 
angle. The signers wear dark colored clothes with long 
sleeves. As each letter is repeated five to eight times, the 
total length of the database for each signer changes between 
30 and 45 minutes. Due to different recording environments 
lighting conditions and camera calibration settings slightly 
vary from subject to subject. Some samples from Turkish 
fingerspelling database is shown in Fig.4. 

B. Hand Tracking and Segmentation 
The highly mobile and self occluding nature of hands 

makes tracking hand gestures a challenging task. While 
signing in a natural manner, hands often tend to interact 
with each other, cross over the face and make movements 
that are sudden and rapid. In order to handle as many of the 
exceptional cases without using too much computational 
time, we used a tracking algorithm based on the 
Continuously Adaptive Meanshift (Camshift) method. The 
Camshift algorithm is a semi automatic tracking algorithm 
that accomplishes tracking by using the color properties of 
tracked objects. It is a robust non-parametric tracking 
algorithm that converges on the peaks of a probability 
distribution image [11]. 

As the original Camshift algorithm is designed for face 
tracking, it shows a few inadequacies in continuous 
fingerspelling recognition tasks. We replace the manual 
initiation by implementing a motion based hand detection 
module. The module requires the user to wave his hands for 
a few seconds before commencing signing to generate a 
person specific color histogram.  

Following this method, histogram generation is 
performed. To negate the effects of background pixels 
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present in the histogram, the Weighted Histogram and 
Ratio Histogram techniques suggested in [11] are 
performed. 

During tracking, we handle issues caused by 
simultaneous two hand tracking and tracking failures with a 
hierarchical hand redetection module [12]. With this 
module, by marking the combination and separation of 
tracking boxes, we keep track of the number of hands in the 
search boxes. 

The tracking is performed on reduced resolution video 
for faster performance. Following tracking, masks of 
obtained hands are segmented from original sized images 
using color and motion cues. 

C. Feature Extraction 
On the segmented hand images, we used the following 

shape descriptors as features to mathematically represent 
our hand images. 
1) Local Binary Patterns 

Local Binary Patterns (LBP) were introduced by Ojala 
[13] for texture representation. The LBP is used across 
various computer vision fields (e.g. image synthesis, light 
normalization, face detection, face/expression recognition). 
It has been successfully used for hand detection in cluttered 
images [14]. We use LBP for hand shape description. 

First a LBP image is computed. The algorithm moves a 
defined patch along all the pixels in an image. The 
evaluated pixel is in the center of the patch. Depending on 
the size and shape of the patch, the resulting LBP image 
changes. We use a circular 8-neighbourhood patch with 
radius one and two pixels. The patches can be seen in Fig.5. 
If the brightness of a pixel in the patch is greater or equal to 
the evaluated pixel’s brightness we assign a binary label 1 
to the proper location in the patch. If the patch brightness is 
lower than the evaluated brightness we assign label 0 to it. 
In each patch we evaluate eight locations (or combinations 
of locations) which yields an 8-bit number. This number is 
assigned to the location of the evaluated pixel and the patch 
moves to the next pixel. Next, we compute a histogram of 
the LBP image, which we use as a feature vector. For 
normal LBPs there are 256 histogram bins, each bin for one 
pattern.  In practice it has been shown that all the patterns 
are not important for recognition. Most of the information 
is in the patterns that have two or less changes between 0 
and 1 in its binary representation. Such LBPs are called 
uniform [15].  

 

 
(a)                               (b)    

Fig. 5. Examples of LBPs. We use LBP with radius one (a) and 
two (b). Numerical values represent the position of the patch in 
the binary representation of the pattern. 

There exist 58 such patterns and all the other patterns are 
moved to the 59th bin of the histogram. This means that for 
uniform LBP the feature vector is of size 59.  

We implemented both uniform and non-uniform LBP 
both with the patch radius one and two. 
 
2) Hu Moments 

Used in numerous computer vision applications as shape 
descriptors, the invariant moments of Hu are calculated 
from central image moments using the formulas below 
[16]: 
I1 = �20 + �02 
I2 = (�20- �02)2 + (2 �11)2 
I3 = (�30- 3�12)2 + (3�21- �03)2 
I4 = (�30 + �12)2 + (�21+ �03)2 
I5 = (�30- 3�12) (�30+ �12) [ (�30+ �12)2-3(�21+ �03)2]+ 
       (3�21- �03) (�21+ �03) [3(�30+ �12)2- ( �21+ �03)2]  
I6 = (�20 – �02) [ (�30 + �12)2-(�21 + �03)2]+ 

4�11(�30 + �12) (�21 + �03)  
I7 = (3�21- �03) (�30+ �12) [( �30+ �12)2-3(�21+ �03)2]+ 
       (�30- 3�12) (�21+ �03) [3(�30+ �12)2- ( �21+ �03)2]  
 

Calculated from binary shape masks, we use the seven 
Hu moments as rotation, scale and translation invariant 
feature vectors.  
 
3) Elliptic Fourier Descriptors 

Elliptic Fourier descriptors on shape signatures are 
widely used for shape analysis and recognition [17][18]. 
These descriptors represent the shape of the object in the 
frequency domain. The lower frequency descriptors contain 
information about the general features of the shape, and the 
higher frequency descriptors contain information about 
finer details of the shape. Although the number of 
coefficients generated from the transform is usually large, a 
subset of the coefficients is enough to capture the overall 
features of the shape.  

Consider an n-harmonic elliptic Fourier descriptor 
representation of any 2-D curve, namely: 

 

 
 
where  the center of the curve and , 
k = 1,2,…n are elliptic Fourier coefficients of the curve up 
to n Fourier harmonics.  

The Euclidean invariants can be defined as follows: 
 

 

 
 
where  and . 
Here Ak and Bk are the major and minor axis lengths of the 
kth ellipse fit to the shape. 
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4) Radial Distance Function  
The radial distance function method, presented in [19] is 

a contour based method. Using the distance of a seed-point 
(possibly the center of mass) in all directions to the closest 
background pixel (Fig.6), a description of the image is 
given as a feature vector. The calculated image descriptors 
are invariant to translation, size and rotation. Rotation 
invariance is achieved by choosing the angle with the 
smallest radial distance as the point for each seed point. 

 

 
Fig. 6. Radial distances for a two-handed gesture

 
While describing an isolated hand, the radial distance 

function is an efficient measure as it is possible to represent 
finger locations and notable extensions of the hand. 
However, when describing blobs consisting of not 
completely overlapping, but touching hands, obtaining a 
point which has a straight line distance to both hands may 
not be possible. For this reason, we attempt to find the 
centers of gravity belonging to both hands. By using the 
image moments, we calculate the parameters of the smallest 
ellipse that covers both hands using the formulas below.  
 

           

      

 

 

 
 

In the calculations, l1 and l2 are the principal axes of the 
bounding ellipse centered on the centroid of the image and 
� is their rotation angle. By dividing the image using the 
minor axis l2 as a separator, we effectively divide the blob 
into two approximately equal parts belonging to different 
hands. After calculating the centroid of each part using 
image moments, we obtain seed locations for two radial 
distance functions that are sufficient to describe a hand blob 
consisting of two hands, as seen in Fig.6.  

D. Recognition and Results 
For gesture recognition, we make use of a two layered 

classification method. First, we decide whether the given 

frame is a keyframe where a gesture is being performed or 
a transition frame where the hands are moving from one 
gesture to another. Then, only if the given frame is a key-
frame we try to classify the hand gesture in the current 
keyframe into one of the previously given classes.  
 
1) Keyframe Selection 

In a hand gesture recognition setup, a hand gesture can 
either be represented with a single frame or through the 
usage of multiple frames in a sequence. Since we 
represented each hand gesture through a single static 
snapshot of itself, motion of hands, together with some 
image quality features such as motion blur provides 
satisfactory results in classifying a gesture as either a key or 
a transition frame. We make use of an unsupervised 
classification method for keyframe selection using three 
features namely the global motion of the hands, the amount 
of change in hand contours and the presence of motion 
blur.While signing consecutive gestures, the signer first 
moves her/his hands to a certain start position, moves 
her/his hands to perform the gesture and then either starts 
moving on to the next gesture or the start position. 
Therefore, while performing the gestures, she/he pauses for 
brief moments either while starting or completing the 
performed gesture and moving on to the next one. The use 
of motion and external hand contour change thus attempts 
to mark the moment where the motion of hands has slowed 
down in keyframe selection.  

In addition, we also search for the presence of image blur 
around the external contours of the hand to eliminate any 
images where a deformation in the hand shape image may 
yield to a false recognition. 

 
 

         

             
Fig. 7. Motion blur example 

 

 
Fig. 8. Trace image 
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Fig. 9. Classification pipeline 

 
Compared to unblurred images, a major characteristic of 

blurred images is that edges tend to be smoother and 
contain smaller gradient values (Fig.7). Therefore, focusing 
on the distribution of gradient values in a certain image 
patch can give us an idea about the presence of partial 
motion blur. 

Using the image derivative masks, 
 

   

 
we convolve the images to obtain the derivative images Ix 
and Iy. From those images, using a Gaussian window, we 
obtain the smoothed squared image derivatives Ix2 and Iy2. 
Then we calculate the trace of the image in the same 
manner that is used to calculate the image trace for the 
Harris corner detector (Fig.8). 
  

 
 

As the trace image yields the most significant results in the 
edge areas that separate the hands from the background, we 
compute the trace image for small windows around the 
hand contour. We capture nxn sized small images around 
the hand contours that are at least n2/4 pixels apart from 
each other (n=7). Then since we are looking for motion 
blur which is nonexistent in the direction of motion, the 
magnitude of the difference of the maximum and minimum 
gradient strength values of the same image can be used to 
hint an increase or decrease in the amount of motion blur 
[20]. 
2) Hand Gesture Recognition 

In hand gesture classification hand gesture features of 
different types are handled individually and are classified 
using the K-nearest neighbor algorithm. For each 
recognized keyframe, a decision is obtained by fusing the 
classification results from Hu moments (Hu), Elliptic 
Fourier Descriptors (EFD), Radial Distance Functions 
(RDF) and Local Binary Patterns (LBP). 

The results from the underlying features are then fused 
using weighted majority voting to obtain a keyframe based 
decision. 

As gestures belonging to successive keyframes are 
classified, they are gathered until a certain number of 
successive transition frames appear. The gathered 
classification results of different keyframes are then fused 
together using majority voting (Fig.9). 

For offline testing, we have used the fingerspelling 
videos belonging to the Turkish fingerspelling alphabet. 
Images belonging to each subject in the dataset have been 
divided into equal sized training and test sets (740 videos 
each). The recognition data for each subject’s test videos 
are tested in two settings; one which includes the user’s 
own training data and one that excludes it. The results of 
individual classification are shown in Table I and 
anonymous classification are presented in Table II. 

 
TABLE I  

TFL USER RECOGNITION ACCURACY 

$$ Hu$ EFD$ RDF$ LBP$ Fused$

Subject1$ 0.53$ 0.63$ 0.67$ 0.85� 0.88$

Subject2$ 0.56$ 0.70$ 0.78$ 0.91� 0.93$

Subject3$ 0.54$ 0.75$ 0.77$ 0.87� 0.87$

Subject4$ 0.48$ 0.61$ 0.61$ 0.74� 0.78$

Subject5$ 0.59$ 0.79$ 0.76$ 0.94� 0.96$

Average$ 0.54$ 0.70$ 0.72$ 0.86� 0.88$
 

TABLE II 
TFL ANONYMOUS USER RECOGNITION ACCURACY  

$$ Hu$ EFD$ RDF$ LBP$ Fused$

Subject1$ 0.31$ 0.15$ 0.39� 0.28$ 0.43$

Subject2$ 0.23$ 0.06$ 0.24� 0.21$ 0.28$

Subject3$ 0.36$ 0.30$ 0.48� 0.29$ 0.45$

Subject4$ 0.07$ 0.28$ 0.61� 0.48$ 0.54$

Subject5$ 0.32$ 0.20$ 0.45� 0.23$ 0.40$

Average$ 0.26$ 0.20$ 0.43� 0.30$ 0.42$
 

As it can be inferred from the average results, having the 
user’s own data in the recognition set doubles the accuracy 
of recognition from 42% to 88%. The main reasons of this 
difference can be inferred as the variances in illumination 
and the minor differences in the performances of the 
signers. 

However, since the overall aim of the system is to 
provide an online word level recognition system, such 
accuracy rates on their own were deemed insufficient. For 
that reason we opted to implement a vocabulary list of 2000 
words and match the signed letters to the closest word 
using Levenshtein distance [21]. We compared the 
sequence of recognized letters when the user returns to rest 
position (hands separated and lowered to opposing sides of 
the body), to each word using a normalized Levenshtein 
distance. As a result, the online system was able to send 
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word level messages to the server with a much greater 
accuracy. 

VI. SPEECH RECOGNITION 
We have implemented two different speech recognition 

modules. First is continuous speech recognition 
(implemented for Turkish) and the other is spelled speech 
recognition (implemented for Russian and English). 

A. Continuous Speech Recognition 
Automatic speech recognition (ASR) is needed in the 

first stage for the one-way communication from a speaking 
person to a hearing impaired person by converting spoken 
words to text that gets synthesized to sign language in later 
stages. We integrated a Weighted Finite-State Transducer 
(WFST) based large-vocabulary continuous speech 
recognition system developed at Bo�aziçi University into 
this multimodal communication platform [22][10]. The 
integrated system is currently capable of recognizing just 
Turkish utterances since language and acoustic models 
were readily available only for Turkish. 

The morphologically productive languages such as 
Turkish, Finnish, and Czech present some challenges in 
ASR systems. The out-of-vocabulary (OOV) rates for a 
fixed vocabulary size are significantly higher in these 
languages. The higher OOV rates lead to higher word error 
rates (WERs). Having a large number of words also 
contributes to high perplexity numbers for standard n-gram 
language models due to data sparseness. Turkish, being an 
agglutinative language with a highly productive inflectional 
and derivational morphology is especially prone to these 
problems. 

The speech recognition problem is treated as a 
transduction from input speech signal to a word sequence in 
the WFST framework [23]. The WFSTs provide a unified 
framework for representing different knowledge sources in 
ASR systems. A typical set of knowledge sources consists 
of a transducer H modeling context-dependent phones as 
hidden Markov models (HMMs), a context-dependency 
network C transducing context-dependent phones to 
context-independent phones, a lexicon L mapping context-
independent phone sequences to words, and an n-gram 
language model G assigning probabilities to word 
sequences. The composition of these models H � C � L � G 
results in an all-in-one search network that directly maps 
HMM state sequences to weighted word sequences, where 
weights can be combinations of pronunciation and language 
model probabilities. The WFST also offers finite-state 
operations such as composition, determinization and 
minimization to combine all these knowledge sources into 
an optimized all-in-one search network. 

The morphology as another knowledge source can be 
represented as a WFST and can be integrated into the 
WFST framework of an ASR system. The lexical 
transducer of the morphological parser maps the letter 
sequences to lexical morphemes annotated with 

morphological features [24]. The lexical transducer can be 
considered as a computational dynamic lexicon in ASR in 
contrast to a static lexicon. The computational lexicon has 
some advantages over a fixed-size word lexicon. It can 
generate many more words using a relatively smaller 
number of root words (55,278) in its lexicon. So it achieves 
lower OOV rates. In the WFST framework, the lexical 
transducer of the morphological parser can be considered as 
a computational lexicon M replacing the static lexicon L. 
Since M outputs lexical morphemes, the language model G 
should be estimated over these lexical units. Then with the 
morphology integrated, the search network can be built as 
H � C � M � Gmorpheme. The decoding for the best path in 
the resulting network is a single-pass Viterbi search. 

Note that the word-based models output word sequences 
such as “merhaba saat on üç haberleri ajanstan 
al�yorsunuz”, while the morphology-integrated model 
outputs lexical morpheme sequences such as 
“merhaba[Noun] saat[Noun] on[Adj] üç [Adj] haber[Noun] 
+lAr[A3pl] +SH[P3sg] ajans[Noun] +DAn[Abl] al[Verb] 
+Hyor[Prog1] +sHnHz[A2pl]”. Therefore, we use the 
morphological parser as a word generator to convert the 
recognition output to words. 

We evaluated the performance of the speech recognition 
system on a Turkish broadcast news transcription task. The 
acoustic model uses hidden Markov models (HMMs) 
trained on 188 hours of broadcast news speech data [10]. In 
the acoustic model, there are 10843 triphone HMM states 
and 11 Gaussians per state with the exception of the 23 
Gaussians for the silence HMM. The test set contains 3.1 
hours of speech data that has been pre-segmented into short 
utterances (2,410 utterances and 23,038 words). We used 
the geometric duration modeling in the decoder. 

The text corpora that we used for estimating the 
parameters of statistical language models are composed of 
182.3 million-words BOUN NewsCor corpus collected 
from news portals in Turkish [24] and 1.3 million-words 
text corpus (BN Corpus) obtained from the transcriptions of 
the Turkish Broadcast News speech database [10]. 

As a baseline word language model, we built 200K 
vocabulary 3-gram language model. Our previous study 
showed that higher vocabulary sizes than 200K and higher 
n-gram orders did not improve the accuracy significantly 
[10]. The OOV rate for 200K word vocabulary is about 2% 
on the test set. 

For the morphology-integrated model, the optimal n-
gram order of the language model over lexical morphemes 
was chosen as four. The OOV rate of the morphological 
parser is 0.68% on the test set. 

Fig.10 shows the word error rate versus run-time factor 
for 200K vocabulary word model Word-200K and the 
morphology-integrated model MP. The improvement in 
OOV rate for the morphology-integrated model translates 
to WER reductions. 
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Fig. 10. Word error rate versus real-time factor obtained by 

changing the pruning beam width from nine to 12 
 

For this communication platform, we implemented a 
voice activity detection (VAD) system to prevent false 
triggers and improve recognition accuracy. A binary 
supervised classification methodology has been adopted for 
this purpose. The "speech" class is trained with improvised 
talk and readings on a silent background and the 
"nonspeech" class contains silence, noise and some other 
noisy activities (cough, tapping on the microphone, mouse 
clicks, etc.). We use 13 dimensional MFCC vectors as 
features and GMMs with 16 components for 
training. Testing is done in an online fashion and the 
decision is given by the likelihood ratio test. 

B. Spelled Speech Recognition 
Spelled speech input (letter-by-letter input) is widely 

used by humans for rare and out-of-vocabulary words (for 
instance, personal names, city names, e-mail addresses, 
etc). A speaker-dependent automatic speech recognition 
(ASR) system was developed and embedded into the global 
system. 

A single stationary microphone located 30-40 cm from 
the speaker’s mouth is used for speech input. As acoustic 
features we used 13-dimensional Mel-Frequency Cepstral 
Coefficients (MFCC), including 0-th coefficient, with the 
first and second derivatives calculated from 26 channel 
filter bank analysis of 20 ms long frames with 10 ms 
overlap. Thus, the frequency of audio feature vectors is 
100 Hz. Cepstral Mean Subtraction is applied to audio 
feature vectors. 

Acoustic modeling and recognition of phonemes and 
letters of the recognition vocabulary are based on Hidden 
Markov Models (HMM). The acoustical models are 
realized as HMMs of the context-independent phones with 
mixture Gaussian probability density functions (GMMs). 
HMMs of phones have three meaningful states (and two 
additional states intended for concatenation of the phones 
in the letter models), see Fig.11. 
 

 
Fig. 11. Topology of HMM-based acoustical model for a phoneme 

 
Fig.12 shows an example of complex HMM-based model 

for the isolated word “seven”. One can see that there are 
five phones in this word and the second phone /e/ may 
sometimes disappear in pronunciations of some people. 

 

 
Fig. 12. Topology of HMM for the isolated word “seven” 
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Fig 13. Architecture of spelled speech recognition system 

 
Developed ASR system is multilingual and able to 

recognize letters spelled both in English and in Russian. 
The lexicon of ASR contains 26 English letters, plus 31 
Russian letters (there exist 33 letters in the Russian 
language, but we employed 31 of them only, because two 
letters - the soft sign “�” and the hard sign “�” have not 
their own phonetic representation, but an influence on 
previous letter’s pronunciation in continuous speech only), 
plus digits for both languages looped in the null-gram 
model. Moreover, two system commands were additionally 
introduced in the system: “DEL” (backspace) – to delete 
the last said but misrecognized letter or word; “DOT” 
(point) – to indicate the end of the sentence input. English 
and Russian vocabularies use joint pool of trained phone 
models. A pause (silence) between two letters’ input that 
lasts more than five seconds means the “SPACE” symbol. 
The general architecture of spelled speech recognition 
system is shown in Fig.13, one can notice that there are two 
main work modes: system training and speech decoding. 
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Fig. 14. A general algorithm of spelled speech decoding 

 
The stage of system training includes the following steps: 
� manual transcription of a lexicon of an applied 
domain; 
� creation of a finite-state grammar of an applied 
domain; 
� preparation of a training speech corpus; 
� coding the speech data (feature extraction); 
� definition of topology of HMMs (prototypes); 
� creation of initial HMMs for phones list by the flat 
start; 
� re-estimation of HMMs parameters of monophones 
using a labeled speech corpus and Baum-Welch 
algorithm; 
� mixture splitting. 
In order to train the speech recognizer a speech corpus 

was recorded in office conditions using the distant talking 
and directed microphone. Totally we have recorded about 
20 minutes of speech data from one speaker, these data 
were labeled semi-automatically in the terms of phones. 

The isolated speech decoder (see Fig.14) uses Viterbi-
based token passing algorithm [25]. The input phrase 
syntax is described in a simple grammar loop that allows 
recognizing one vocabulary item in a hypothesis. The audio 
speech recognizer operates very fast (less than 0.1xRT) so 
the result of speech recognition is available almost 
immediately after detection of speech end by the activity 
detector.  

The performance of ASR was evaluated by another 
speech data, collected in the same office conditions as the 
training part. Training and testing databases for the 
automatic speech recognition system was recorded in one 
session and each letter of both languages was said 20 times 
for the training purpose and 10 more times for the system 
evaluation and testing. Tables III and IV show the accuracy 
of speech recognition (in the form of confusion matrices) 
for English and Russian letters, correspondingly. In these 
confusion matrices, the sign “+” denotes a 100% 
recognition rate (10 instances of 10) and “-” means 0% (0 
instances recognized of 10 pronounced). Most of the letters 
are recognized with 100 % rate; however, some letters (for 
example, English consonant letters B /b’ i/ and D /d’ i/ or 
vowel letters A /e i/ and I /a i/) are highly confused. The 
recognition rate (accuracy) for all the English letters was 
93.1% on average, and 90% for the Russian letters. English 

spelled speech is recognized a bit better than the Russian 
one because of the smaller alphabet size. 

 
TABLE III 

CONFUSION MATRIX FOR ENGLISH LETTERS RECOGNITION 

 
 

TABLE IV 
CONFUSION MATRIX FOR RUSSIAN LETTERS RECOGNITION 

 

VII. FINGERSPELLING SYNTHESIS 
Fingerspelling synthesis system creates 3D animation of 

the upper half of a human figure [26]. The system uses 3D 
articulatory model approximating the top surface of the 
figure by polygonal meshes. The meshes are divided into 
body segments such as arms, forearms, palm, knuckle-
bones, face, internal mouth, etc. The animation model 
allows expressing both manual and non-manual 
components of sign language. The manual component is 
fully represented by rotations of joint connections. The 
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joints connections are composed in a tree structured 
hierarchy and every joint is assigned at least to one body 
segment. Thus the rotation of one segment causes rotations 
of other segments with lower hierarchy. Joint limits prevent 
non-anatomic positions or poses of the animation model. 

The animation of the non-manual component employs 
the joint connections as well as moving of control points 
[26] and morph targets [27]. The joint connections ensure 
movements of shoulders, neck, skull, eyeballs and jaw. In 
contrast, the control points and morph targets allow us to 
change the local shape of the face, lips, or tongue. The 
control points have fixed positions on the polygonal mesh 
and their translation in 3D causes local deformations in face 
and tongue. Contrarily the morph targets are one or 
combination of more manually remodeled 3D positions of 
vertices of polygonal meshes. A complex gesture is 
expressed as weighted combination of these morph targets 
at a time [28]. 

Animation model is controlled via animation frames that 
are composed into animation trajectories. One animation 
trajectory describes the time sequence of values controlling 
particular joint connection, control point or weight of 
morph target. The animation frame does not store directly 
the values for shoulder, elbow and wrist joints (7 DOF), but 
includes pose matrix P4x4. Two P matrices determine the 
locations of the wrist, the direction and twist of the palms 
separately for both arms. For P in particular animation 
frame the inverse kinematics module (IK) determines the 
final pose of the arms. 

Target languages for fingerspelling synthesis are Czech 
and English. Specifically, we consider 26 letters and 10 
numerals for American Sign Language (ASL) and 46 letters 
and 10 numerals for Czech Sign Language (CSL). To get 
descriptions of these signs, we used SignEditor [6], see Fig. 
15. SignEditor allows the designer of the system to create 
and verify a set of signs (lexicon). In the first step a new 
sign must be manually entered in a notation system. 
SignEditor uses the Hamburg notation system (HamNoSys) 
[29]. This notation determines a set of rules to capture the 
sign in the string of symbols. The feedback of SignEditor is 
both the animation model and the control module 
transferring notation into animated trajectories. In the 
second step the control module will automatically create 
animation trajectories. The designer of the system can 
immediately verify the result of the transfer of the new sign 
to the animation. 

A new feature of SignEditor is the export of entered 
signs directly to the animation trajectories. Thus pre-
processed signs are directly loaded into fingerspelling 
synthesis during startup and they do not need to be 
transferred from their symbolic strings repeatedly. The 
fingerspelling synthesis system concatenates loaded 
trajectories to one continuous trajectory according to the 
entered utterance in real time. Piecewise linear interpolation 
is used to get fluent transition between two neighbor signs.  

 
Fig. 15. The screen shot of SignEditor. On left the avatar, on right 
table of symbols separated to groups by colors. 

 
The duration of the transition (the number of animation 
frames) is evaluated from animation frames of concatenated 
signs on-line to get natural transition [30]. 

CSL allows using both one- and two-handed 
fingerspelling alphabet. We chose the two-handed variant. 
Generally, hand shapes of two-handed signs are simpler. 
For two-handed variant, several CSL letters use only the 
dominant hand (seven letters). Others are always expressed 
with both hands located in front of the body. CSL numerals 
0-5 are one-handed and 6-9 are two-handed. The dominant 
hand forms the base shape of the letter and the non-
dominant hand has the same or simpler shape and is in 
contact with the dominant hand. HamNoSys has a rich 
repertoire for these contacts and they can be successfully 
converted to the avatar animation [31]. Some letters in CSL 
also include a simple movement of arms. This movement 
allows expressing the diacritic of some CSL letters. 

Different situation arises for letters, and numerals in 
ASL. Expression of these signs is by one hand and requires 
very complex shapes of the dominant hand. Current state of 
the control module does not allow automatic conversion all 
ASL signs. For example, letter E includes multiple contacts 
between index finger, ring finger, middle finger and the 
thumb, letter D and numerals 6-9 incorporate a touch of 
thumb on the index finger as well as on other fingers. M 
and N letters include an intersection of thumb between 
remaining fingers and the letter R use crossing fingers. On 
the other hand, a precise animation of these signs is very 
important because for example crossing fingers 
distinguishes letters R and U. Hence the considered ASL 
signs must be manually specified. For this purpose we have 
extended SignEditor allowing direct editing of all joint 
connections of the dominant hand and saving corrected 
animation frames. 

Animation frames are generated with a fixed frame rate. 
Therefore, they directly determine the speed of the 
animation. Since speed of fingerspelling for different sign 
languages differs, the number of animation frames 
produced by SignEditor must be checked to get the natural 
rate of resulting animation.  

The entry of the fingerspelling synthesis system is an 
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utterance expressed in letters of the target language which 
is automatically transferred into 3D animation in real time. 
Firstly, the synthesis system finds signs for whole words of 
the utterance. Thus digits and isolated letters separated by 
spaces are directly chosen from the lexicon. Other words, 
abbreviations etc. have to be spelled. Because a clear 
separation of a spelled word from other signs is needed, a 
special "space" sign is inserted at the beginning and the end 
of each such word. This special sign puts down avatar’s 
hands and the letters within words are directly connected 
without an interruption. 

VIII. SPEECH SYNTHESIS 
Two TTS systems are applied in our global system:

 Open MARY TTS [32] for the English and Turkish 
languages developed by DFKI (Germany); Russian TTS 
engine developed by UIIP (Belarus) and SPIIRAS (Russia) 
[33]. Unit selection speech synthesis method is used for 
English, HMM-based speech synthesis method is applied 
for Turkish, and compilative allophone-diphone based 
synthesis method was realized for Russian. Male and 
female voices are available for English and Russian and 
there are only male voices for Turkish. TTS was realized as 
a web-based service, which waits for messages from the 
web-server. 

IX. CONCLUSION 
We have developed a real time system that performs 
fingerspelling to speech and speech to fingerspelling in 
different languages. The demo videos of the system can be 
found in [34][35][36]. 
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